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Abstract. Visual grounding is an essential capability of Visual Lan-
guage Models (VLMs) to understand the real physical world. Previ-
ous state-of-the-art grounding visual language models usually have large
model sizes, making them heavy for deployment and slow for inference.
However, we notice that the sizes of visual encoders are nearly the same
for small and large VLMs and the major difference is the sizes of the
language models. Small VLMs fall behind larger VLMs in grounding be-
cause of the difference in language understanding capability rather than
visual information handling. To mitigate the gap, we introduce ‘Efficient
visual Grounding language Models’ (EGM): generate many mid-quality
tokens (from small models) to match the performance of large VLMs
with few high-quality but expensive tokens. This method is deployment-
friendly, and yields better end-to-end latency: On the RefCOCO bench-
mark, our EGM-Qwen3-VL-8B demonstrates 91.4 IoU with an aver-
age of 737ms (5.9x faster) latency while Qwen3-VL-235B demands
4,320ms to reach 90.5 IoU. To validate our approach’s generality, we
further set up a new amodal grounding setting that requires the model to
predict both the visible and occluded parts of the objects. Experiments
show our method consistently improves both vanilla and amodal ground-
ing capabilities of small models to match or outperform larger models,
thereby improving efficiency for visual grounding.
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1 Introduction

Visual grounding is an essential capability of Visual Language Models (VLMs)
to understand the physical world, especially for autonomous driving or robotics
systems, where it is important to locate the target objects accurately according
to the natural language instructions. Previous state-of-the-art visual grounding
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Fig. 1: Overview of Efficient Visual Grounding Language Models. Left. Exist-
ing state-of-the-art grounding VLMs usually have large model sizes. Right. Our EGM
enhances text understanding capabilities of small VLMs by equipping them with multi-
modal reasoning capability, achieving better efficiency.

VLMs usually have large model sizes to achieve the SOTA performance, €.g.,
InternVL-3.5 [40] and Qwen3-VL [4]. This brings challenges to deployment and
is unfriendly to edge systems (e.g., Jetson Thor, Spark) while their small versions
suffer from inferior performance.

A natural question then arises here: What makes small VLMs fall be-
hind bigger ones for visual grounding?

Our investigation begins with the scaling trends of the Qwen family |2l/4]. The
visual encoder is the same across different sized VLMs, and the main upgrade
is that larger models are built with a bigger Large Language Model (LLM).
We hypothesize that the gap between different sized VLMs mainly comes from
their text understanding ability (LLM) rather than visual information handling

ViT) as shown in Figure |1, We thoroughly verify it by visualizing the failure
cases of a small VLM and find that a prominent failure pattern is “prompts
too complicated”, where the text prompt is semantically complicated and there
are multiple similar candidates in the image (Figure . This failure pattern is
gradually improved as the model size increases.

This insight suggests a pathway towards overcoming the issue: extending
the test-time compute to enhance the text understanding ability and mitigate
the performance gap with large models. More specifically, we encourage the
VLM to generate the detailed reasoning process before yielding the grounding
results. To achieve this, as in Figure [3] we use a proprietary VLM to generate
detailed reasoning paths toward the target box, creating rich Supervised Fine-
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tuning (SFT) data for training. After the model learns the reasoning process, it is
further trained with Reinforcement Learning (RL) to boost grounding capability.
We find that this paradigm not only boosts the grounding performance of small
VLMs but also brings better efficiency and deployment capability: many mid-
quality tokens are actually cheaper than a few expensive ones (Figure [4]). To
further validate the effectiveness of the paradigm, we introduce a new grounding
setting — amodal grounding. This task requires the model to predict both the
visible and occluded parts of an object, and we apply our method to this new
challenge and also observe solid improvements.

We conduct experiments on state-of-the-art open-source visual language mod-
els including QwenVL and InternVL in Section [5} Results show our method can
consistently improve the visual grounding capability of small models and signif-
icantly mitigate the gap between small models and bigger models. We name our
models ‘E [Ccieht visual Grounding language Models’(EGM).

In summary, we make the following contributions:

— We identify the complicated prompt as the main reason why small VLMs
lag behind bigger ones. To address this, we introduce EGM, which equips
small VLMs with multi-modal reasoning abilities through extended test-time
computation to enhance their visual grounding capabilities.

— We curated SFT and RL data that enables reasoning grounding skills for
small VLMs. We also set up amodal grounding with fresh data to further
validate our method’s generality, challenging the models to predict both
visible and occluded parts.

— Our experiments show that EGM consistently boosts the grounding perfor-
mance of small VLMs across sizes and model families, in both vanilla and
amodal grounding. For example, on the RefCOCO [18}|31] benchmark, our
8B model achieves a 91.4 10U, beating the 235B model’s 90.5 loU
while running 5.9 faster.

2 Related Work

Visual-Language Models (VLMSs) have advanced rapidly recently. Propri-
etary ones such as GPT [1,/16], Gemini [9}/35,36], Claude [3], and Grok [42] have
greatly improved performance on specific tasks and capability of multiple modal-
ities. On the other hand, open-source VLMs have also developed continuously,
closing the gap between open-source and proprietary models. Representative ex-
amples include QwenVL [439], InternVL [8,40,49], LLaVA |21], Llama [13}37)38],
VILA |27,29] and Molmo [10]. The main architecture of these models is LLaVA-
like, i.e., the image is firstly fed into a ViT encoder, and then projected to
the LLM via an MLP. The application of VLMs has extended far beyond stan-
dard visual question answering. They are now increasingly adopted in complex
real-world scenarios, encompassing autonomous driving, robotic manipulation,
medical image analysis, and automated web-browsing agents.
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Grounding VLMs. Visual grounding lets VLMs predict a bounding box for a
target object given a text prompt. This is a fundamental capability of VLMs to
understand the visual world. Leading open-source models, such as InternVL [40]
and QwenVL [4], perform best on the RefCOCO |[18, 311] benchmark, even sur-
passing proprietary models such as GPT|[16] and Gemini [9]. While we focus
on the conventional bounding-box format, visual grounding can also be formu-
lated with other output types, such as segmentation masks (e.g., LISA|([20],
PaliGemma [5]) or points (e.g., Molmo [10], Gemini Robotics-ER |[12]).

Beyond the standard grounding task, amodal grounding, predicting both the
visible and hidden parts of the target described in the prompt, is also gaining
increasing attention. This "amodal' ability re ects how humans perceive objects
as complete, even when occluded |[6, 17]. Although amodal completion is gaining
attention in computer vision [7|22 26,28, 30,41, 43,47, 48,50], VLMs have not
mastered this skill, even for the most advanced proprietary models. We are the
rst to train and use VLMs directly for amodal grounding. Speci ¢ di erences
from prior works include (a) bounding-box-level amodal prediction vs. segmen-
tation or completion, (b) reasoning-equipped small VLMs for amodal tasks, and
(c) the benchmark construction.

Reasoning. Reasoning has become a critical capability of modern LLMs, sup-
porting key applications such as mathematical problem solving and code gener-
ation. [14] introduced an e ective reasoning-training pipeline that combined a
SFT cold start with Group Relative Policy Optimization (GRPO) [32], showing
that structured reasoning traces together with reward optimization can substan-
tially improve a model's reasoning ability. Following this line of work, a series of
GRPO-style algorithms have been proposed. [44] developed Dynamic Sampling
Policy Optimization (DAPO), which used a token-level mean loss to enable im-
portance sampling and advantage estimation at the token granularity. [34] fur-
ther introduced Group Token Policy Optimization (GTPO), which incorporated
entropy regularization into the GRPO framework to encourage more diverse
model responses.

3 Why Small VLMs Fall Behind?

We start with the InternVL series of models. On RefCOCO benchmarks, we ran-
domly select a subset and visualize the predictions from the 8B VLM alongside
the ground truth bounding boxes. Following previous work [4,40,49], we de ne
the model M succeeds on a sample;df the Intersection-over-Union (loU) be-
tween the bounding box predicted by the model M and the ground truth is
higher than 0.5. The grounding success is de ned as

(
1; ifloU . > 0:5;
Si = . 1)
0; otherwise.
We observe that a large proportion of the failure cases of the small VLM are
due to "COMPLEX-PROMPT": the text prompt is semantically complex and
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Fig. 2: Failure cases of small VLMs. We nd small VLMs, e.g., InternVL-3-8B,

tend to fail when the text prompt is semantically complicated and there are multiple
candidates in the image that can confuse the model. We term this failure pattern
"COMPLEX-PROMPT' and label the ground truth bbox in blue, and the 8B model
prediction in orange in examples.

there are multiple similar candidates in the image, so the model mis-locates to
another candidate rather than the target object. For example, in the top left
example of Figure 2, the model correctly understands the semantics of chair,
but ignores the instructions empty and next to guy .

To further verify, we collect a set of failure cases and analyze how these
cases improve with model size. Speci cally, we collect the failure cases from
InternVL-3-8B models then send these images together with ground truth to a
proprietary model, and ask it to analyze the reason for all failure cases where the
loU between the prediction and ground truth boxes is lower than 0:5. The full
prompt to the proprietary model is provided in Supplementary D. We categorize
the failure cases into ve categories:" COMPLEX-PROMPT', "AMBIGUOUS-
IMAGE', 'SMALL-OBJECT', "GT-ERROR', 'OTHER', and judge with di erent
models to provide a fair judgement. Table 1 shows the key analysis using di erent
proprietary models: Among all failure cases, all the proprietary models agree that
a large proportion of failure cases (52.8% on average) are due to "COMPLEX-
PROMPT', which con rms our observation. We attach the full failure reasons
percentages in Supplementary H.
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