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Abstract. Controlled video generation has seen drastic improvements
in recent years. However, editing actions and dynamic events, or insert-
ing contents that should affect the behaviors of other objects in real-
world videos, remains a major challenge. Existing trained models strug-
gle with complex edits, likely due to the difficulty of collecting relevant
training data. Similarly, existing training-free methods are inherently re-
stricted to structure- and motion-preserving edits and do not support
modification of motion or interactions. Here, we introduce DynaEdit,
a training-free editing method that unlocks versatile video editing ca-
pabilities with pretrained text-to-video flow models. Our method relies
on the recently introduced inversion-free approach, which does not in-
tervene in the model internals, and is thus model-agnostic. We show
that naively attempting to adapt this approach to general unconstrained
editing results in severe low-frequency misalignment and high-frequency
jitter. We explain the sources of these phenomena and introduce novel
mechanisms for overcoming them. Through extensive experiments, we
show that DynaEdit achieves state-of-the-art results on complex text-
based video editing tasks, including modifying actions, inserting objects
that interact with the scene, and introducing global effects (see website).

1 Introduction

Generative video models have advanced to a point where synthesized content
is increasingly indistinguishable from reality in its adherence to physics, causal-
ity, and complex dynamics [3}/4};/13H15,23,|46/54]. Modern text-to-video models
are now often regarded as “world models” — foundation models that possess an
inherent understanding of our physical and dynamic world [33,/49]. Given this
progress, a natural question arises — can we tap into the immense knowledge of
these models to alter a real-world video rather than generating one from scratch?
For example, can we change the actions and movements of a subject, insert or
swap an existing object to facilitate meaningful interaction with the scene, or
create global effects that integrate naturally with the world?

* Work done during an internship at Google DeepMind.
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Fig. 1: Training-free versatile editing of actions and dynamics in videos. We
present Dynakdit, a training-free flow-based method for video editing, which is the first
to enable manipulation of dynamics and contents in videos using textual descriptions.
DynaEdit supports the modification of actions and the insertion of objects that interact
with the scene (e.g. causing a horse to jump due to a newly inserted obstacle, a cat to
run off due to a toy edited to become a burning marshmallow, or a billiard ball to enter
the pocket). It also allows global and stylistic modifications, like changing daytime to
nighttime, all while avoiding unnecessary changes to the video (see videos in website).

Despite the remarkable progress in video editing [7H9
, the task of non-rigid, dynamic manipulation in real-world videos

remains an open challenge. This stems from a fundamental tension in the edit-
ing objective: the model must possess enough flexibility to fundamentally alter
motion or object interactions, yet simultaneously remain strictly faithful to the
original objects’ identities and environmental context. A data-driven approach
to this problem is hindered by the difficulty of obtaining high-quality training
data. Specifically, non-rigid editing requires precisely paired source-target exam-
ple videos that demonstrate the same scene under different physical outcomes,
data that is exceptionally difficult to collect or simulate at scale. Currently, Run-
wayML’s Gen-4 Aleph is the only publicly available trained model that pro-
vides a general prompt-based framework for manipulation of video. While con-
stituting a significant advancement, this model still struggles with complex non-
rigid action-altering edits. Several works proposed training-free editing methods
that harness a pre-trained text-to-video model [8l[91[12}[22,[24-26[35]. Yet, these
methods are constrained to structurally aligned transformations, or to layer-like
object insertion, where the inserted object can one-sidedly react to the rest of
the content in the video, but cannot affect it.

In this paper, we introduce DynaEdit, a training-free method for in-the-
wild unconstrained video editing. Given an input source video and a target text
prompt that describes the edit, our method steers the generation process of
a pre-trained text-to-video flow model towards the desired solution — altering
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the scene's dynamics, while preserving the properties of the original video that
should not be a ected by the edit. As shown in Fig.[1, DynaEdit supports mod-
i cation of dynamic events, like causing a horse to jump over a newly inserted
obstacle, a billiard ball to enter the pocket, or a cat to run o due to interaction
with a toy that was edited to become a burning marshmallow. It also allows
global modi cations, like changing a sunny scene into a nighttime setting.
DynakEdit relies on the recently introduced inversion-free approach|[25]. We
show that the naive adaptation of this approach to support signi cant spatio-
temporal modi cations leads to severe low-frequency misalignment with the
source video andhigh-frequency jitter. We explain why these phenomena arise
and introduce two novel components for mitigating them: a Similarity Guided
Aggregation (SGA) mechanism and an Annealed Noise Correlation (ANC) sched-
ule. Extensive evaluations demonstrate that DynaEdit not only outperforms all
existing training-free methods but e ectively closes the performance gap with
the proprietary trained Aleph model on a wide variety of complex editing tasks.

2 Related Work

Text-to-video generative models ([3,4, 18 15, 23, 34, 46, 54] have seen tremendous
recent progress, with the most advanced open-source models [15,23,46] relying on
the ow matching framework [27|29]. This progress has given rise to numerous
video editing methods. Many methods target specic types of edits, such as
motion transfer [19,32!39, 56], e ect transfer [20], object insertion|[Z, 44,45, 55],
optical- ow or keypoint-controlled motion editing [5,6]} re-angling [52/58] or style
transfer [30/57]. Here, we focus on general-purpose video editing using only text.
Existing methods in this category focus on the sub-task of structurally-aligned
editing [22,24,26| 35], leaving general editing an open challenge.

Training-based video editing. Training a model for general video editing re-
quires non-trivial data collection and an extensive computational budget. Some
methods propose lightweight inference-time training [10, 38]. The only trained
model that currently supports in-the-wild video editing is RunwayML's Gen-4
Aleph [41], which is not open source. This model was the rst to allow text-based
editing of actions and dynamics, however it still struggles to perform complex
manipulations, attesting to the di culty of the task.

Training-free video editing. Opting for open source video editing solutions, sev-
eral works proposed training-free methods which utilize pre-trained video ow
models. These works can be broadly categorized into inversion-based and inversion-
free approaches. Inversion-based methods, such as 82,47, 55], start by nding
a noise initialization that reconstructs the input video when conditioned on a
source prompt describing that video. They then use that noise for sampling a
new video by conditioning on a target prompt that describes the desired edit.
This approach by itself often leads to poor results|[18] and therefore many works
proposed additional model-speci ¢ interventions. For example, DynVFX [55] em-
ploy attention-based manipulations during the inversion-and-sampling process
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to perform object insertion. This method can incorporate objects in a natu-
ral harmonious manner, however the inserted objects cannot dynamically in-
teract with the surrounding scene or alter the video's outcomes. Inversion-free
approaches [22, 25, 26] traverse a noise-free path between the source and target
domains, without relying on inversion. FlowEdit [25] rst proposed and imple-
mented this paradigm for ow-based image editing. FlowAlign [22] introduced
an improved variant of this approach and exempli ed its e ectiveness in the
video domain as well. FlowDirector [26] proposed an ad-hoc solution for swap-
ping objects in videos by leveraging an attention-based mask construction to
constrain the edits to desired regions. While these approaches can achieve better
quality than inversion-based methods, both approaches are constrained to strong
structure-preserving edits, with limited ability to change the coarsest features of
the source video. In this work, we build upon the inversion-free editing approach,
but make key adaptations to allow it to support structurally unrestricted editing.

3 Preliminaries

We use upper-case and lower-case letters to denote random variables and their
realizations (samples from the corresponding distribution), respectively.

3.1 Rectied Flow Models

Flow models learn a velocity eld V, parameterized by a neural network, with
which they generate samples by solving the ODE

dz, = V(Z;t) dt 1)

overt 2 [0;1]. The core objective is to have the ODE transport from a simple
prior at t = 1, typically N (0;1), to the data distribution at t = 0. Sampling
thus involves initializing the ODE at t =1 with a sample of Gaussian noise and
numerically solving it in reverse down tot = 0. In practice, the integration is
performed over N discrete stepsftigll,. Rectied ows [1,27,29] represent a
speci ¢ class of these models, wherg; is distributed like

Xe=(1 BXo+ tXy; )

where X o; X ; are statistically independent. This choice leads to low path curva-
tures and thus enables sampling with a small number of discretization steps.
Image-to-video (12V) ow models employ a velocity eld V(x;;t;c;f) thatis
conditioned on a text prompt ¢ and an imagef depicting the rst frame. Such
models are trained on triplets of text, rst frame, and video data, fc;f;X 00,
and thus enable sampling from the conditional distribution of X given C; F.
Throughout this work we use an 12V model, which is bene cial for our task
of general video editing. Speci cally, when the edited video is required to lose
spatio-temporal alignment with the source video, the rst frame conditioning
helps in maintaining scene, object, and color-palette consistency (see App. 3.8).
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Fig. 2: Limitations of state-of-the-art inversion-free editing methods. Exist-
ing inversion-free methods [22, 25, 26] su er from a tradeo between edit expressivity
and visual quality, illustrated here with FlowEdit [25] using an 12V model. When start-
ing the generation at timestep nmax = N 1, the method struggles to modify motion
(second row). Using nmax = N allows making more signi cant spatio-temporal modi-
cations and thus to better adhere to the prompt, but results in severe jitter artifacts
and illogical motions (third row). Attempting to reduce artifacts by averaging over
Nag = 100 edit directions in each step leads to blur (fourth row).

3.2 Inversion-Free Editing With Pretrained Flow Models

In text-based video editing, the user provides an input videox®®, a source
prompt describing it ¢, a target prompt c@ that describes the desired edit, and
optionally an edited rst frame f %" for added conditioning. Several approaches
exist for inversion-free editing [22, 25, 26]. Here we focus on FlowEdit [25].

The idea in this approach is to construct an ODE that directly transforms the
source video into an edited video, such that all intermediate videos along the path
are noise-free. To simplify notations we denote the source- and target-conditioned
velocities by VS(x¢;t) = V(Xq;t;¢5C;f5C) and VB (x¢;t) = V(X t; ¢t ;f @),
respectively. In FlowEdit, the noise-free path is traced by the ODE

dze™ = E V, (Z5°Z28") d 3)

whereV, (Z5'c;z@ )= vihr(z@rt) Vsc(zse;t). Here,Z& = (1 t)xS"+ tW,
is a noisy version of the source video obtained withVy N (0;1), and Z&" =
zgdit 4 781 xS s a noisy version of the target video being constructed. The
expectation is over W;. The ODE is initialized at t = 1 with the source video
Z8dt = xs'¢ and solved backwards down tat = O to obtain an edited video Z§" .

In practice, the expectation in (3) is approximated by averaging overnayg
independent noise samples in each timestep. These samples are taken to be
independent also across timesteps, a fact that turns out to play an important
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Algorithm 1 Inversion-free editing (FlowEdit)

1: Input: real video x*"°

, source prompt ¢, target prompt ¢

2: Output: edited video z®

3: Initialize: z°M = x°°©

4: for i = Nnmax to 1 do

5: fw gj”j{g N (0;1) // Sample random noise vectors

6: z' (1 t)x¥ + tijw; // Construct noisy source samples

7 zZ™  z°% + z5° x5 J/ Construct noisy target samples

8 \ V(z,-tag,; ti; ™)  V(z';t;c¥) /iCalculate velocity di erences
i j= Vi /I Average directions

10 z%t zedt (¢ 4 t)V  // Propagate ODE

11: end for

12: Return; z®t

role, as we illustrate in Secs. 4 and 5. The hyperparameten,,q is often set to 1,
as averaging naturally occurs also across timesteps.

To control the amount of deviation from the source video, FlowEdit can be
initialized at a timestep nmax N . This hyperparameter e ectively controls the
maximum amount of noise that is added to the source video and thus implic-
itly determines the coarsest spatio-temporal features that can get modi ed. It
therefore controls the tradeo between edit expressivity and structural adher-
ence to the source video. A pseudo-code for this method is given in Alg. 1, where
subscripts are used to index samples within the batch rather than time.

4 Roadblocks Towards Motion and Interaction Editing

Existing inversion-free methods struggle with complex edits that require signi -
cant spatio-temporal modi cations. For example, while FlowEdit should in the-
ory be able to perform arbitrary edits given a large enoughn,y , it is practically
impossible to select a value fomn,« that strikes a good balance between output
quality, prompt adherence, and loyalty to the source video. This is illustrated in
Fig. 2, which shows FlowEdit results usingnmax = N 1 and npax = N. Here,
the goal is to insert an obstacle and have the horse jump over it. As seen, setting
Nmax = N 1is too restrictive for the requested edit (the horse fails to perform
the requested jump). On the other hand, settingnmax = N results in a video
that adheres to the edit prompt, but exhibits extraneous low frequency changes
(the horse's trajectory needlessly deviates from the source motion), and su ers
from severe high frequency jitter artifacts (evident by the blurry obstacle). Note
that while FlowEdit's velocity averaging usually improves quality, in the case of
structurally-unaligned video editing, it results in blurry edits, as seen in the last
row, wherena,g = 100 is used. We next analyze the causes for the low frequency
misalignment and high frequency jitter that emerge whennpmax = N.

Low frequency misalignment. When using nmax = N, the noisy marginals Zg°
and Z{2" in Eqgn. (3) contain pure noise (both equalW,,, ). This means that the
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Fig. 3: E ects of noise in inversion-free editing. (a) A source video (three frames
and a spatio-temporal slice corresponding to the dashed line). (b) Three inversion-free
editing results (FlowEdit) di ering only in the noise sample attimestep  tn . As seen, the
initial noise strongly a ects coarse spatio-temporal features, e.g. modifying the camera
motion and train position across edits, although those features are not required to
change to adhere to the prompt. (c) Using independent noise samples across timesteps
(top) leads to high-frequency jitter, e.g. the blurry bucket and paint drops. This can
be alleviated by using the same noise sample for all timesteps (bottom) but at the cost
of worse alignment with the source video, e.g. causing the bucket to levitate.

edit velocity V; has no connection to the source video beyond the rst frame
conditioning. The e ect that this has is visualized in Fig. 3(a),(b). Here, the goal
is to insert a bucket of paint to the train tracks and have the train collide with it.
The gure shows the input video and three di erent edit results, each obtained
with a di erent noise realization for the initial timestep, but the same set of noise
maps for all subsequent timesteps. As seen, the resulting videos have di erent
camera motions, train speeds, and bucket explosion times. This reveals that the
initial edit step has an immense impact on the coarse spatio-temporal features
of the edited video. Importantly, the resulting edits are not well-aligned with
the source video, as seen by the spatio-temporal slice®.g. the curves caused
by the camera motion do not align). This suggests that while usingnmax = N

is crucial for modifying coarse spatio-temporal features, the noise realizations in
the initial timesteps should be carefully selected to allow maintaining adherence
to the source video. We explore this in Sec. 5.1.

High frequency jitter. When the edited video contains assets that are not spatio-
temporally aligned with the source (e.g. an inserted object or edited dynamics),
severe high frequency jitter emerges. This is evident in the rst row of Fig. 3(c),
where the high frequencies of the bucket and the paint drops are fuzzy. We hy-
pothesize that this stems from the fact that the noisesf W;, g are uncorrelated
across timesteps. This causes the edit velocitie®, to point to di erent direc-
tions that accumulate to the visible jitter artifacts. To test this hypothesis, the
second row of Fig. 3(c) shows the result obtained when using the same noise re-
alization W;, = Wenst for all timesteps. As can be seen, this indeed eliminates
the high-frequency jitter. Unfortunately, however, it worsens the alignment with
the input video's coarse features, resulting in unnatural interactions (notice the
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Fig. 4: DynaEdit. = Our method constructs a noise free path from the source video to
the edited one (top pane). The middle pane shows one step in this process, with our
key contributions colored. Our SGA module (bottom left) aggregates several noise-free
velocities based on the similarities between the edits they induce and the source video.
Our ANC mechanism (bottom right) induces gradually increasing correlations between
the noises of consecutive timesteps.

levitating bucket). This suggests that introducing some amount of correlation
between the noises of dierent timesteps may allow to strike a good balance
between visual quality and low-frequency alignment. We explore this in Sec. 5.2.

5 Method

We now present DynaEdit, an inversion-free method that overcomes the limita-
tions discussed in Sec. 4. DynaEdit relies on two new components, as we detail
next. The method is illustrated in Fig. 4, and pseudo-code is provided in Alg. 2.

5.1 Similarity Guided Aggregation

In Fig. 3(b), we saw that the initial edit steps facilitate the most signi cant
changes to the low spatio-temporal frequencies, but vary signi cantly depend-
ing on the noise seed. To achieve edits that are better aligned to the source
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