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Abstract. Recent diffusion- and flow-based image editing methods en-
able high-quality text-guided image editing. However, improving edit
strength often degrades identity and background preservation, a phe-
nomenon known as the edit—preservation trade-off. This trade-off is
widely observed and commonly regarded as an inherent limitation of
generative editing. In this work, we revisit this assumption and iden-
tify trajectory instability as a previously overlooked factor behind the
edit–preservation trade-off. Through empirical analysis across multiple
editing methods and backbones, we find that trajectory instability is
closely associated with degraded semantic preservation while showing
little association with edit alignment. We characterize instability by us-
ing directional consistency and update variability of latent update ve-
locities during integration, revealing that unstable integration dynamics
contribute substantially to the edit–preservation trade-off. Motivated by
this insight, we propose V-HOLD, a simple training-free method that
stabilizes editing trajectories by maintaining a target-oriented update
direction across multiple integration steps instead of recomputing veloc-
ities at every step. Experiments on PIE-Bench and the FlowEdit-Data
show that our method consistently improves semantic preservation while
maintaining competitive edit alignment across multiple backbones. In
addition, V-HOLD reduces the number of velocity-field evaluations dur-
ing editing, improving computational efficiency. These results highlight
trajectory stability as a key factor for improving semantic preservation
without sacrificing edit alignment.

Keywords: Text-guided Image Editing · Generative Image Editing ·
Trajectory Stability

1 Introduction

Recent advances in diffusion- and flow-based generative models have enabled
high-quality text-guided image editing, allowing users to modify image seman-
tics while preserving the visual structure of the original image. Representative
approaches such as SDEdit [11], RFEdit [19], and FlowEdit [8] leverage pow-
erful pretrained generative priors to perform diverse semantic and structural
edits. Despite this progress, a persistent challenge remains: stronger edits often
degrade identity consistency, background fidelity, or other fine-grained semantic

https://orcid.org/0009-0008-6024-4230
https://orcid.org/0000-0002-1308-0172


2 G. Kim et al.

Source	image

Edit Prompt 
“a margarita with lime 
and [salt spilled] on 

a [square] wooden tray”

Source Target

Baselines

Update trajectory stability

V-HOLD	(Ours)

Target

Source Directi
onal 

holdi
ng

candidates

Update stability & efficiency

FlowEdit RFEdit V-HOLD	(Ours)

Source preservation

Prompt alignment

Source preservation Prompt alignment

Fig. 1: Trajectory stability in generative image editing. Existing editing meth-
ods often follow unstable source-to-target update trajectories, leading to a trade-off
between source preservation and prompt alignment. V-HOLD stabilizes editing tra-
jectories through directional holding with candidate selection, enabling consistent up-
dates that preserve the source structure while aligning with the target prompt.

details. This trade-off, commonly referred to as the edit–preservation trade-off,
has been widely observed in generative image editing.

Existing work typically evaluates editing performance using final alignment
metrics, such as CLIP similarity [14], which measure how well the edited image
matches the target prompt. However, these evaluations largely ignore the in-
termediate dynamics of the editing process. In particular, the latent trajectories
that arise during iterative integration play a fundamental role in determining how
information from the source image and the target prompt is combined through-
out the editing process. Despite their importance, these trajectory dynamics
remain largely unexplored in prior image editing studies. As shown in Fig. 1,
unstable editing trajectories can disrupt source preservation without improving
edit alignment.

In this work, we analyze image editing from the perspective of latent tra-
jectory dynamics. Through empirical analysis across multiple editing methods
and generative backbones, we find that editing trajectories often exhibit sub-
stantial variations in direction and magnitude during integration. We refer to
this phenomenon as trajectory instability. Our analysis reveals that trajectory
instability is associated with degraded source semantic preservation, but shows
little correlation with improvements in edit alignment. These findings suggest
that unstable trajectories can disrupt source information without meaningfully
strengthening the edit, offering a new perspective on the commonly observed
edit–preservation trade-off.

Motivated by this observation, we introduce V-HOLD , a simple training-
free method that stabilizes update directions during generative trajectory in-
tegration. Instead of recomputing a new velocity direction at every integration
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step, V-HOLD maintains a consistent target-oriented update direction over mul-
tiple steps. This holding mechanism reduces the directional volatility of latent
updates and stabilizes the editing trajectory. As a result, V-HOLD enhances
semantic preservation while maintaining comparable edit alignment.

We validate our approach through extensive experiments on PIE-Bench [6]
and the FlowEdit benchmark [8]. Across multiple editing frameworks and gen-
erative backbones, our method consistently improves preservation metrics while
preserving competitive edit alignment. Furthermore, trajectory analysis shows
that our approach substantially reduces velocity variance during integration,
highlighting trajectory stability as an important factor for reliable generative
editing. Our contributions are summarized as follows:

– We provide an empirical study of editing trajectories in diffusion- and flow-
based image editing systems, identifying trajectory instability as an under-
explored factor associated with degraded source semantic preservation.

– We introduce V-HOLD, a simple training-free method that stabilizes update
directions during generative trajectory integration, improving preservation
while maintaining edit alignment across multiple editing frameworks.

– We quantitatively analyze editing trajectories using directional and magni-
tude variability and directional statistics, providing empirical evidence that
trajectory stability is associated with improved preservation quality.

2 Related Work

2.1 Diffusion-based Image Editing

Diffusion models enable text-guided image editing by guiding the denoising pro-
cess with a target text prompt. SDEdit [11] performs editing by injecting noise
into an input image and running the reverse diffusion process conditioned on
a target prompt, enabling semantic modifications while partially preserving the
original structure. Building on this, DDIB [17] formulates deterministic diffusion
inversion, allowing images to be reconstructed and edited with improved accu-
racy, while iRFDS [21] further refines inversion and sampling strategies to better
preserve high-frequency details and semantic consistency.

Despite these advances, strong edits can still degrade identity consistency or
background fidelity, as also observed in recent editing systems such as DiffEd-
itor [12]. Most existing approaches focus on improving inversion accuracy or
denoising fidelity, while the dynamics of editing trajectories remain largely un-
explored.

2.2 Flow-based Image Editing

Flow-based generative models generate images by transporting latent states
through a learned velocity field. Recent rectified-flow-based models [5] have
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demonstrated the effectiveness of this formulation for high-quality image syn-
thesis. Let zt denote the latent state at time t. The generative dynamics are
defined by the ordinary differential equation (ODE)

dzt
dt

= v�(zt; t; c); (1)

where v� denotes the velocity field predicted by the model, which specifies
the instantaneous transport velocity conditioned on text c.

Recent work extends this framework to text-guided image editing. A com-
mon approach follows an inversion–editing pipeline, where a source image is first
mapped to a latent noise representation through forward integration and then
edited by solving the reverse dynamics under a target prompt. RFEdit [19] im-
proves this pipeline by incorporating inversion-time features that help preserve
structural information during editing. Related work has also explored improving
rectified-flow integration through more accurate ODE solvers [4, 19].

RF-Inversion [15] formulates rectified-flow inversion as an optimal control
problem, enabling accurate inversion and editing without additional training.
More recently, inversion-free approaches have been proposed to remove reliance
on explicit inversion. FlowEdit [8] constructs editing dynamics directly from the
difference between source- and target-conditioned velocity fields and integrates
the resulting transport process starting from the source image.

Existing flow-based editing methods primarily enhance inversion accuracy
or numerical integration, whereas our work instead investigates the stability of
editing trajectories.

2.3 Stability of Generative Dynamics

Sampling stability is an important factor in generative models that rely on the
numerical integration of dynamical systems. In diffusion and flow-based models,
inaccuracies in this integration process can accumulate across steps and degrade
generation quality. Consequently, prior work has studied how to promote stabil-
ity of sampling trajectories through more accurate numerical solvers [9,24]. For
example, RFEdit [19] improves rectified-flow integration accuracy using higher-
order discretization schemes, while FireFlow [4] further enhances low-step accu-
racy by reusing intermediate velocity estimates during integration.

However, stability in image editing introduces additional challenges beyond
solver accuracy. During editing, the update direction is recomputed at every inte-
gration step based on the current conditional velocity estimates [8]. This repeated
recomputation can introduce fluctuations in the editing trajectory, particularly
under strong guidance conditions [3]. As this variability accumulates, the result-
ing trajectory may deviate from a coherent editing path and degrade semantic
consistency or structural preservation. Despite its importance, how trajectory
instability affects semantic preservation and edit alignment remains largely un-
explored in image editing.
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Fig. 2: Overview of the editing process. (A) FlowEdit [8] computes a velocity
update at every step along the inversion path between the source and target latents.
(B) V-HOLD (Ours) selects the velocity candidate most consistent with the reference
direction and holds it for multiple steps, producing a more stable latent trajectory.

3 Method

We study trajectory stability in training-free image editing and introduce V-
HOLD, a simple method that stabilizes latent trajectories by reusing a target-
oriented update across multiple steps. This reduces directional �uctuations and
the number of backbone velocity �eld evaluations (NFE). Fig. 2 illustrates the
overall editing process. V-HOLD operates as a plug-in mechanism on top of ex-
isting inversion-free editing pipelines and requires no retraining of the underlying
generative model.

3.1 Editing Dynamics in Inversion-Free Flow Editing

Flow-based generative models synthesize images by transporting latent states
through a learned velocity �eld. Let z t 2 Rd denote the latent state at time
t, and let v � (zt ; t; c) denote the velocity �eld conditioned on prompt c. The
generative dynamics follow the ordinary di�erential equation (ODE) as Eq. (1).

In inversion-free image editing, the editing direction is derived from the dif-
ference between target- and source-conditioned velocity �elds. Let xsrc denote
the source image with prompt csrc , and let ctgt denote the target prompt. Fol-
lowing prior work [8], the instantaneous editing direction is estimated as (Eq. 2),
where the shared-noise source/target latents zsrc

t , ztgt
t are de�ned in Eq. 3.

�v � (zt ; t; �) = v � (z tgt
t ; t; ctgt ) � v � (zsrc

t ; t; csrc ); (2)
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where the source and target latent states are constructed using a shared pertur-
bation � � N (0; I)

zsrc
t = (1 � � t )x src + � t �;

ztgt
t = z t + z src

t � x src :
(3)

Following FlowEdit [8], the editing direction is estimated by Monte-Carlo aver-
aging over stochastic perturbations:

dk =
1
K

KX

i=1

�v � (zt k ; tk ; � (i) ): (4)

The edited trajectory is then computed through the discretized update

zt k+1 = z t k + (� k+1 � � k ) dk ; (5)

where we discretize the trajectory over steps k = 0; : : : ; N with timesteps ftk g
and corresponding noise levels f�k g, and abbreviate zt k , � t k , and dt k as zk , � k ,
and dk , respectively. In practice, the editing direction is re-estimated at every
step by resampling stochastic perturbations.

3.2 Measuring Trajectory Instability

To characterize trajectory stability, we analyze the sequence of step-wise update
directions fd k gN�1

k=0 where N denotes the total number of integration steps.

Directional consistency and instability. Let dk denote the update direction ac-
tually applied at step k (Eq. 4 for the per-step baseline, Eq. 12 for V-HOLD).
We quantify the agreement between consecutive update directions using cosine
similarity

costraj (k) =
hdk ; dk�1 i

kdk k kdk�1 k
: (6)

Lower agreement indicates larger step-to-step directional changes. We de�ne
directional instability as the complement of agreement,

Instability(k) = 1 � cos traj (k); (7)

and report its aggregation over steps in our trajectory analyses.

Magnitude variation and volatility. We further measure step-to-step changes in
update magnitude

� mag (k) =

�
�
�
�
kdk k � kd k�1 k

kdk�1 k + �

�
�
�
� ; (8)

where � is a small constant (� = 10 �8 ) for numerical stability. We then de�ne
the overall magnitude volatility as

Volatility =
1

N � 1

N�1X

k=1

� mag (k): (9)
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Note that the cosine similarity in Eq. (6) measures the agreement between
consecutive update directions along the realized trajectory. This di�ers from the
cosine criterion used in V-HOLD for candidate selection, which compares candi-
date directions with a reference direction. Thus, the former evaluates trajectory
consistency, whereas the latter is used only to choose a candidate update at
anchor steps.

3.3 V-HOLD: Stabilizing Editing Directions

Instead of estimating a new editing direction at every step as in Eq. (4), we
propose V-HOLD, which stabilizes editing trajectories by selecting a single re-
liable update direction and holding it across multiple integration steps, thereby
reducing both trajectory instability and update-magnitude volatility.

Directional candidates. We place anchor steps at a 2 f0; H; 2H; : : :g, and se-
lect a new direction only at these steps. At each anchor step, we sample K
perturbations f� (i) gK

i=1 and compute candidate directions

�v (i)
a = �v � (zt a ; ta ; � (i) ); i = 1; : : : ; K: (10)

Reference direction. We maintain a reference direction r to encourage consistent
editing directions across the trajectory. At the �rst anchor step, we initialize the
reference direction using the �rst sampled candidate, i.e.,r = �v (1)

0 . Candidate
selection at subsequent anchor steps is then performed using Eq. (11).

Candidate selection. Among the K candidate directions sampled at the current
anchor step, we compute the cosine similarity between each candidate and the
reference direction. The candidate with the highest similarity score is selected:

i ? = arg max
i

h�v (i)
a ; ri

k�v (i)
a kkrk

: (11)

The selected candidate is used for the subsequent updates at the anchor step

da = �v (i ? )
a : (12)

The reference direction is then updated as

r  d a : (13)

Directional holding. Instead of recomputing the editing direction at every step,
V-HOLD keeps the selected direction within the current anchor interval,

da+j = d a ; j = 0; : : : ; H � 1; (14)

and updates the latent state as

zt a+j+1 = z t a+j + (� a+j+1 � � a+j )da : (15)

A new direction is then selected at the next anchor step a + H. Thus, V-HOLD
periodically selects a reliable editing direction at anchor steps and reuses it for
the following H steps.
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3.4 Why Direction Holding Works

The estimated editing direction at step k can be decomposed as

dk = d �
k + � k ; (16)

where d�
k denotes the underlying editing direction and �k represents stochastic

estimation noise induced by perturbations �. When the editing direction is re-
estimated at every step, a new realization of the estimation noise �k is introduced
at each step, causing �uctuations in the applied update directions. By holding
a selected direction across multiple steps, V-HOLD reduces the frequency of
stochastic re-estimation and suppresses this noise accumulation, leading to more
stable editing trajectories. Importantly, V-HOLD does not modify the underlying
velocity �eld. The editing direction is still derived from the di�erence between
target- and source-conditioned velocity �elds (Eq. (2)).

4 Experiment

4.1 Experimental Setup

Datasets. We evaluate on two benchmarks. PIE-Bench [6] contains 700 real-
image editing pairs with source and target prompts. FlowEdit-Data [8] contains
300 real-image editing pairs at 1024 �1024 resolution collected from DIV2K [18]
and royalty-free sources.

Backbones and baselines. We use SD3-medium [16] and FLUX.1-dev [2], fol-
lowing prior work [7,8]. We compare against inversion-based methods including
DDIB [17], RFEdit [19], FireFlow [4], iRFDS [21], and RF-Inversion [15], as well
as editing methods including SDEdit [11], FlowAlign [7] and FlowEdit [8].

Implementation details. Results are averaged over three random seeds (0,
10, and 42). All methods use the same low-step budget with shared schedules
ft k gN

k=0 and f� k gN
k=0 . Unless otherwise speci�ed, V-HOLD uses K = 3 candidate

directions and a holding length of H = 4. For inversion-based methods, the total
update budget is evenly divided between inversion and sampling.

Metrics. We report three metrics: LPIPS src # [22] for perceptual deviation
from the source, DINO Distsrc # [13] for semantic drift relative to the source,
and CLIP tgt " [14] for text�image alignment with the target prompt. Lower
LPIPSsrc and DINO Dist src indicate better source preservation, whereas higher
CLIP tgt indicates better target alignment. For PIE-Bench, we follow the o�cial
masked evaluation protocol whenever masks are provided [6,7].

4.2 Quantitative Evaluation

Preservation�editing trade-o�. Table 1 shows that V-HOLD improves source
preservation while maintaining competitive edit alignment across both back-
bones. In particular, V-HOLD achieves the lowest DINO Distsrc in all settings
with comparable CLIP tgt scores, indicating a better edit�preservation balance.
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Table 1: Quantitative comparison on PIE-Bench and FlowEdit-Data. We
report LPIPS src #, DINO Dist src #, and CLIP tgt ". Lower LPIPS and DINO indicate
better source preservation, while higher CLIP re�ects stronger target alignment. Bold,
underline, and italic denote the 1st, 2nd, and 3rd best results within each backbone,
respectively. The proposed method V-HOLD is highlighted with a gray background.

Backbone Method
PIE-Bench FlowEdit-Data

LPIPS# DINO# CLIP" LPIPS# DINO# CLIP"

FLUX.1-dev

RF-Inversion 0.4338 0.8585 0.2536 0.5004 0.9451 0.2931
RFEdit 0.3776 0.8617 0.2531 0.4012 0.8911 0.2835
FireFlow 0.4478 0.9778 0.2698 0.4545 0.9845 0.3023
FlowEdit 0.2712 0.8004 0.2583 0.2805 0.8574 0.2898
V-HOLD 0.2874 0.7862 0.2623 0.3201 0.8373 0.2928

SD3-medium

DDIB 0.6751 1.1331 0.2726 0.6852 1.1262 0.3013
SDEdit 0.4415 0.9392 0.2731 0.4895 0.9724 0.3009
iRFDS 0.3998 0.8872 0.2652 0.7680 1.1317 0.3031
FlowEdit 0.3201 0.8873 0.2781 0.2243 0.8831 0.2985
FlowAlign 0.3521 0.8640 0.2482 0.3278 0.9389 0.2910
V-HOLD 0.2957 0.8461 0.2723 0.2378 0.7547 0.2975

Table 2: Comparison of editing stability across methods. Each cell reports the
median with interquartile range (Q1�Q3) over 1K samples. Within each backbone, the
lowest (best) value in each column is shown in bold.

Backbone Method Use Inversion Instability # Update Volatility #

SD3-medium

DDIB O 0.034 (0.012�0.039) 0.543 (0.154�0.635)
SDEdit O 0.034 (0.017�0.042) 0.569 (0.218�0.744)
iRFDS O 0.079 (0.053�0.105) 0.332 (0.230�0.435)

FlowEdit X 0.636 (0.598�0.678) 0.293 (0.265�0.311)
FlowAlign X 0.546 (0.511�0.587) 0.215 (0.190�0.238)
V-HOLD X 0.090 (0.064�0.113) 0.123 (0.098�0.167)

� Ours vs. FlowEdit (SD3) � -85.8% -58.0%

FLUX.1-dev

RF-Inversion O 0.011 (0.009�0.014) 0.645 (0.635�0.654)
RFEdit O 0.015 (0.012�0.018) 0.342 (0.328�0.356)

FireFlow O 0.025 (0.021�0.029) 0.343 (0.328�0.354)
FlowEdit X 0.421 (0.380�0.466) 0.315 (0.294�0.344)
V-HOLD X 0.108 (0.094�0.124) 0.223 (0.202�0.248)

� Ours vs. FlowEdit (FLUX.1) � -74.3% -29.3%

Trajectory stability and editing quality. To better understand why V-
HOLD improves preservation, we next analyze the stability of the editing trajec-
tory itself. Table 2 shows that V-HOLD substantially reduces trajectory insta-
bility and update-magnitude volatility compared with inversion-free baselines,
bringing instability closer to the levels achieved by inversion-based methods.
In contrast, inversion-free baselines such as FlowEdit [8] and FlowAlign [7] re-
peatedly recompute the editing direction at every integration step, leading to
larger �uctuations in update magnitude and direction. By selecting a consis-
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Fig. 3: Trajectory stabilization analysis. (a) Accumulated update magnitude
heatmaps comparing the spatial distribution of latent updates. (b) Intermediate tra-
jectory visualizations comparing editing trajectories.

Table 3: E�ciency comparison. We report the number of backbone velocity-�eld
evaluations (NFE), approximate FLOPs, and wall-clock editing time. Lower values
indicate better e�ciency.

Backbone Method NFE# FLOPs (hook) Edit time (s)

FLUX.1-dev

RF-Inversion 28 7.01e+14 10.025
RFEdit 28 3.79e+14 9.927

FireFlow 30 4.35e+14 7.043
FlowEdit 24 9.53e+14 8.875
V-HOLD 21 2.473e+14 6.943

SD3-medium

DDIB 34 5.74e+14 5.945
SDEdit 33 5.57e+14 5.841
iRFDS 28 4.84e+14 6.345

FlowAlign 33 2.87e+14 8.404
FlowEdit 33 2.52e+14 3.420
V-HOLD 27 2.35e+14 2.177

tent update direction and holding it across multiple integration steps, V-HOLD
produces smoother editing trajectories with more stable latent updates.

This e�ect is further illustrated in Fig. 3 and Fig. 4. The accumulated la-
tent update magnitude heatmap in Fig. 3(a) shows that V-HOLD concentrates
updates on the edited object, whereas FlowEdit exhibits broader update spread
across the background. The intermediate trajectory visualizations in Fig. 3(b)
further reveal that V-HOLD preserves non-target structures more consistently
throughout the editing process, while FlowEdit accumulates structural distor-
tions over successive integration steps. These results suggest that stabilizing the
editing trajectory localizes latent updates to the intended editing region, thereby
reducing unintended structural changes and improving semantic preservation.

E�ciency analysis. Table 3 compares the computational cost of di�erent
editing methods in terms of NFE, FLOPs, and wall-clock editing time. Because
V-HOLD reuses the selected update direction for multiple integration steps, it
requires fewer velocity evaluations than methods that recompute the direction at
every step. As a result, V-HOLD consistently achieves the lowest computational
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Fig. 4: Editing trajectory stability vs. editing quality. The top row ((A)�
(C)) presents results for FLUX.1-dev, while the bottom row ((a)�(c)) presents results
for SD3-medium. (A)/(a), (B)/(b), and (C)/(c) compare trajectory instability with
LPIPS src , DINO Dist src , and CLIP tgt , respectively. Lower trajectory instability indi-
cates more stable trajectory updates. Dashed cut lines at the 35% positions of the plot
ranges de�ne the shaded preferred region, where methods achieve both stable trajec-
tories and favorable editing performance.

Table 4: Ablation study on V-HOLD. Results on PIE-Bench and FlowEdit-Data
across two backbones (LPIPSsrc #, CLIP tgt ", DINO Dist src #). V-HOLD (full) uses
the default con�guration (K = 3; H = 4). w/o candidate: K = 0, averaged over
H 2 f2; 4; 6g. w/o hold: H = 0, averaged over K 2 f1; 3; 5g.

Backbone Method PIE-Bench FlowEdit-Data
LPIPS# CLIP" DINO# LPIPS# CLIP" DINO#

FLUX.1-dev
w/o candidate 0.348 0.257 0.992 0.333 0.291 0.856
w/o hold 0.340 0.254 0.995 0.324 0.282 0.866
V-HOLD (full) 0.287 0.262 0.786 0.320 0.293 0.837

SD3-medium
w/o candidate 0.326 0.275 1.049 0.205 0.287 0.789
w/o hold 0.300 0.276 1.047 0.201 0.289 0.797
V-HOLD (full) 0.296 0.272 0.846 0.238 0.297 0.755

cost across all three e�ciency metrics. On FLUX.1-dev, it reduces FLOPs by
up to 74% compared to FlowEdit [8] while also providing the fastest runtime
(6.94 s). Similar improvements are observed on SD3-medium, where V-HOLD
achieves the lowest runtime (2.18 s).

Ablation study: candidates and holding. Table 4 evaluates the contribution
of candidate sampling and directional holding. Removing either component con-
sistently decreases our primary preservation metric, DINO Distsrc , while LPIPS
and CLIP show smaller or mixed di�erences, particularly on SD3-medium. Can-



12 G. Kim et al.

Fig. 5: Ablation on candidate sampling (K) and holding length (H). Small H
or K leads to unstable trajectories, while overly large values introduce noisy updates
and artifacts. Balancing update magnitude and directional consistency, (K = 3; H = 4)
yields stable trajectories and the best visual editing quality.

didate sampling improves directional consistency by selecting from multiple can-
didates, while directional holding suppresses step-to-step �uctuations in the edit-
ing trajectory.

Fig. 5 further analyzes di�erent candidate-holding con�gurations. Without
holding, unstable updates often introduce artifacts or hallucinated structures,
whereas excessively large K and H reduce adaptability and can produce mis-
aligned edits. Overall, the moderate con�guration (K = 3; H = 4) provides
the best balance between trajectory stability and editing quality, and is used
throughout all experiments.

4.3 Qualitative Evaluation

Random-sample qualitative analysis. Across both datasets, V-HOLD bet-
ter resolves the edit�preservation trade-o� for editing requests involving simulta-
neous changes in appearance, style, and semantic attributes. As shown in Fig. 6,
baseline methods often distort object structure or produce incomplete edits when
applying multiple semantic changes. For instance, in the �a fox smiling in a high
polygonal style� example, most baselines fail to preserve facial geometry while
applying the expression and style changes, whereas V-HOLD maintains the sub-
ject structure while accurately re�ecting the requested edits. Similar behavior is
observed in the golden sculpture example from FlowEdit-Data, where V-HOLD
preserves pose and structure while matching the target appearance, whereas
other methods introduce artifacts or over-edit.
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Fig. 6: Qualitative comparison of text-driven image editing on PIE-Bench
and FlowEdit-Data. We show randomly sampled examples. Given a source image
and a target prompt (bracketed text), we compare several editing methods under SD3-
medium and FLUX.1-dev backbones. V-HOLD denotes our method.

4.4 MLLM-based Preference Evaluation

To complement pixel- and feature-based metrics, we conduct an automatic pair-
wise preference study using MLLM judges. Following the multi-axis evalua-
tion protocol of MPS [23] and HPSv3 [10], edited images are evaluated along
four axes: edit alignment, preservation, artifact details, and overall. For each
(x src ; csrc ; ctgt ) pair, the judge receives the target prompt and two edited images
and selects the preferred result for each axis, with image order randomly shu�ed
to avoid positional bias.
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