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Abstract. Generating functional neural-network weights from trained
model collections is a central problem in weight-space learning. We in-
troduce TiltDiff, a performance-tilted latent diffusion framework for
neural-network generation. TiltDiff tokenizes network weights, encodes
them into a compact latent space with a Transformer autoencoder, and
uses a U-Net-based diffusion model to synthesize latent representations
that decode into functional parameters. To favor stronger models, we
weight the denoising loss by validation accuracy, biasing the learned
distribution toward higher-performing regions of weight space. Experi-
ments show that TiltDiff improves predictive performance, robustness
to random parameter masking, and representational diversity over prior
weight-generation methods. We further combine diffusion U-Net connec-
tivity with attribution analysis to identify class-specific decision path-
ways. These pathways exhibit emergent correspondence across indepen-
dently generated models despite differing raw parameters, and pathway-
level masking verifies their importance for target-class prediction. Our
results show that performance-tilted diffusion generates accurate, robust,
diverse, and structurally interpretable neural-network weights.

Keywords: Neural-network weight generation · Latent diffusion model
· Weight-space learning · Model interpretability

1 Introduction

Neural-network weights are increasingly viewed not only as the outcome of op-
timization, but also as structured data that can be represented, analyzed, and
generated. Under this “model weights as data” perspective, related trained net-
works form samples from a distribution over a model family, capturing variation
induced by random initialization, optimization trajectories, hyperparameters,
and training checkpoints [16,32]. Modeling these distributions opens possibilities
beyond conventional training, including model comparison, property prediction,
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interpolation, transfer, and the synthesis of previously unseen functional net-
works. More broadly, weight-space generation offers a potential route to reusing
the information embedded in existing model collections when retraining many
candidate networks is costly or impractical.

Early parameter-prediction methods [7] and hypernetworks [6, 10, 12] show
that one network can generate another’s parameters under a conditioning sig-
nal. Model-zoo learning extends this idea from conditional generation to popu-
lations of networks trained with different seeds, checkpoints, or configurations.
Peebles et al. [17] view such collections as structured weight-space distributions;
Schürholt et al. [23] learn self-supervised representations for model-property pre-
diction; and NetSpace [5] enables low-dimensional comparison and manipulation.
Hyper-representation methods [21, 22] sample plausible functional weights from
learned latent spaces, while SANE [24] improves scalability through weight to-
kenization and Transformer autoencoding. These studies establish that trained
networks possess exploitable structure beyond their raw parameter tensors.

Generating useful models in weight space nevertheless remains challenging.
Neural-network parameters are high-dimensional, layer-wise structured, and sen-
sitive to small perturbations. In addition, independently trained networks can
differ through channel permutations despite implementing similar functions [1].
The challenge is amplified in realistic model zoos, whose checkpoints often vary
substantially in accuracy, robustness, and functional quality. A generator that
uniformly matches the empirical distribution may therefore allocate capacity to
weak, unstable, or redundant regions of weight space instead of favoring models
that are useful for downstream deployment. This raises a central question: how
can a generative model exploit the diversity of a model zoo while preferentially
sampling from its stronger regions?

Diffusion models provide a promising framework for this problem. Their pro-
gressive denoising formulation has achieved strong results in high-dimensional
generation [8,11,18–20,26,27], and recent work has extended diffusion to neural-
network parameters and model-weight distributions [9, 15, 28, 33, 34]. However,
these approaches primarily aim to model the observed distribution. Compar-
atively less attention has been given to favoring high-performing checkpoints
during generation, measuring the robustness of sampled weights to parameter
perturbations, or determining whether generated models preserve identifiable
and causally relevant internal structure.

We address these limitations with TiltDiff, a performance-tilted latent dif-
fusion framework for neural-network generation. TiltDiff aligns and tokenizes
model weights, encodes them in a Transformer latent space, and generates func-
tional weights from Gaussian noise [1,11,20,24]. Rather than assigning equal im-
portance to every checkpoint, it weights the denoising loss by validation accuracy,
thereby tilting the learned distribution toward stronger regions of weight space
while retaining diversity among the generated models. Across multiple weight-
space settings, TiltDiff improves generated-model accuracy over SANE [24],
remains less sensitive to random parameter masking, and produces samples with
lower representational redundancy under CKA [14].
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Beyond aggregate performance, we investigate whether the sampled weights
encode meaningful functional organization. We combine cross-layer connectivity
in the diffusion U-Net with Captum-based attributions to identify class-specific
decision pathways [2, 4, 13, 29, 31]. Pathway masking selectively reduces target-
class accuracy, providing causal evidence that the identified structures support
model behavior. Moreover, corresponding pathways can be traced across inde-
pendently generated models, even when their raw weights differ substantially.
These analyses suggest that TiltDiff does not merely generate high-scoring
parameter vectors, but captures structured weight-space variations associated
with functional model behavior.

Contributions. We make three main contributions:

– Performance-tilted latent diffusion. We propose TiltDiff, a latent dif-
fusion framework that weights its denoising objective by validation accuracy,
explicitly biasing generation toward high-performing regions of a model-zoo
distribution.

– High-performing, robust, and diverse generation. Across multiple
weight-space settings, TiltDiff outperforms SANE [24] in generated-model
accuracy, exhibits greater robustness to random parameter masking, and
produces samples with lower representational redundancy under CKA [14].

– Functional verification of generated weights. We identify class-specific
decision pathways by combining diffusion U-Net connectivity with Captum
attributions [13], then verify their causal importance through pathway mask-
ing and their correspondence across generated models.

2 Related Work

Our work connects weight-space representation learning, neural-network param-
eter generation, diffusion modeling, and functional analysis.

2.1 Weight-Space Representation Learning and Generation

Parameter prediction [7] and hypernetworks [6,10,12] show that neural networks
can generate the parameters of other networks under learned conditioning. These
methods typically target a specified architecture, task, or condition rather than
distributions of independently trained models. Related conditional-adaptation
methods generate lightweight, input-dependent updates for frozen foundation
models. For example, HY-WU [30] synthesizes instance-conditioned LoRA up-
dates that are injected into a frozen backbone. Rather than generating such
conditional updates, TiltDiff learns a performance-tilted distribution over full
checkpoints from a model zoo.

More recent work treats trained networks as structured weight-space objects.
Schürholt et al. [23] learn self-supervised representations for model-property
prediction, while NetSpace [5] supports low-dimensional comparison and ma-
nipulation. NeRN [3] models convolutional weights with coordinate-conditioned
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neural fields, and Hyper-Representations [21, 22] learn latent spaces for sam-
pling functional unseen weights. Parameter permutations further complicate
weight-space learning, since functionally similar models can have misaligned
weights [1]. SANE [24] improves scalability through parameter tokenization and
Transformer autoencoding. Although these methods reveal meaningful struc-
ture in model zoos, they generally model the full empirical distribution without
favoring stronger checkpoints. Our method instead incorporates validation per-
formance directly into its generative objective.

2.2 Diffusion-Based Neural-Network Parameter Generation

Diffusion models learn a data distribution by reversing a gradual noising pro-
cess [11,26,27]. Their iterative denoising formulation has achieved strong results
in image, latent-space, and multimodal generation [8,18–20]. In particular, latent
diffusion improves tractability by performing generation in a compact learned
space [20]. Recent methods extend diffusion to neural-network parameters, hy-
pernetwork outputs, and model-weight distributions [9,15,28,33,34]. They show
that diffusion can model complex dependencies across parameter tensors while
improving scalability or conditioning. However, their objectives generally fit the
observed model distribution, including weak or partially converged checkpoints.
TiltDiff instead uses accuracy-weighted denoising to increase the contribution
of high-performing models during training.

2.3 Functional Analysis of Generated Networks

Accuracy alone does not reveal whether generated weights preserve meaningful
internal structure. Centered kernel alignment (CKA) compares learned represen-
tations across models while being less sensitive to neuron-level coordinate differ-
ences [14]. This is useful for generated networks, whose parameters may differ
substantially despite related functional behavior. Prior work shows that diffu-
sion features and cross-layer interactions can encode semantic correspondence
and class-related structure [2, 4, 29, 31]. Attribution methods further quantify
how internal activations contribute to a prediction; Captum [13] provides a uni-
fied framework for such analysis. Building on these tools, we combine cross-layer
connectivity in the latent diffusion U-Net with class-conditioned attributions to
identify decision pathways, assess their correspondence across generated models,
and verify their causal relevance through pathway-level masking.

3 Method

Let Dzoo = {(Θi, ai)}Nzoo
i=1 denote a model zoo, where Θi and ai = a(Θi) are

the parameters and validation accuracy of the i-th checkpoint. TiltDiff learns
a generative distribution over high-performing neural-network weights. As illus-
trated in Figure 1, it first standardizes, aligns, and tokenizes each checkpoint
into a canonical weight sequence. A Transformer autoencoder then maps this
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Fig. 1: Overview of TiltDiff. Model checkpoints are standardized, aligned to a com-
mon reference, tokenized, and encoded into latent weight representations. A U-Net
diffusion model learns the latent distribution with validation-accuracy-weighted de-
noising. Sampled latent codes are decoded into functional neural-network weights.

sequence into a compact latent representation, and a latent diffusion model is
trained with a performance-tilted denoising objective. At inference, reverse dif-
fusion transforms Gaussian noise into a latent code that is decoded back into
model weights.

3.1 Weight Preprocessing and Latent Encoding

We adopt the scalable preprocessing pipeline and Transformer autoencoder of
SANE [24]. Whereas SANE learns general weight-space representations, Tilt-
Diff uses the resulting latent space for performance-aware weight generation.

Weight Standardization and Alignment. Network weights can vary substantially
in scale across layers and admit channel-permutation symmetries. Consequently,
functionally similar models may be distant in parameter space, hindering rep-
resentation learning and generation. We therefore standardize each checkpoint
and align it to a common reference before latent encoding:

Θ̌i = S(Θi), (1)

where S(·) denotes the standardization operator.
Given a standardized reference checkpoint Θ̌ref , we estimate the optimal

admissible channel permutation by

π∗
i = arg min

π∈Π

∥∥vec(Θ̌ref

)
− vec

(
π ·Θ̌i

)∥∥2
2
, (2)
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where Π is the set of admissible channel permutations, π·Θ̌i denotes consistently
permuted parameters, and vec(·) vectorizes all model parameters. Following Git
Re-Basin [1], each permutation is propagated through adjacent layers to preserve
network function. We use the same reference checkpoint across all data splits.
For checkpoints from a common training run, we estimate the permutation from
its final checkpoint and apply it to every checkpoint in that run. The aligned
parameters are

Θ̃i = π∗
i ·Θ̌i. (3)

Weight Tokenization and Latent Representation. We convert aligned parameters
into fixed-length token sequences using the SANE tokenization procedure [24]:

Wi = T (Θ̃i), (4)

where T (·) is the tokenization operator. To remove severely undertrained or
degenerate checkpoints, we retain a higher-performing subset,

D = {(Θi, ai)}Ni=1 ⊂ Dzoo. (5)

This screening removes low-quality outliers, while the performance-tilted objec-
tive below retains a graded preference among the remaining checkpoints.

Given weight tokens Wi and shared positional encoding P, the Transformer
autoencoder produces latent codes and reconstructs the token sequence as

z
(i)
0 = Eϕ(Wi,P), Ŵi = Dφ(z

(i)
0 ,P), (6)

where Eϕ and Dφ denote the encoder and decoder, respectively. After training
the autoencoder following the SANE protocol, we use {z(i)0 }Ni=1 as the latent
training set for diffusion. At inference, a generated latent code is decoded, deto-
kenized, and inverse-standardized to recover weights in the original parameter
space.

3.2 Performance-Tilted Diffusion in Latent Weight Space

We model the distribution of latent weight representations with diffusion mod-
els [20]. For a clean latent code z

(i)
0 , the forward process progressively injects

Gaussian noise over T timesteps:

z
(i)
t =

√
ᾱt z

(i)
0 +

√
1− ᾱt ϵ, ϵ ∼ N (0, I), (7)

where t ∈ {1, . . . , T} is the diffusion timestep and ᾱt is the cumulative noise-
schedule coefficient. A U-Net denoiser ϵψ(zt, t) predicts the injected noise.

Performance-Aware Latent Diffusion. We seek to favor higher-performing check-
points while retaining the model zoo as the reference distribution. Conceptually,
this corresponds to the performance-tilted distribution

ptilt(Θ) ∝ pzoo(Θ) w̃(Θ), (8)

where pzoo(Θ) is the empirical distribution of retained checkpoints and w̃(Θ) ≥ 0
is a performance-dependent importance weight. Rather than sampling explicitly
from Eq. (8), we approximate this preference by weighting the diffusion objective.
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Performance-Tilted Denoising Objective. A model zoo can contain checkpoints
with substantially different validation performance. Uniform training assigns
equal modeling capacity to weak and strong regions of weight space. We therefore
normalize validation accuracy as

vi =
ai − amin

amax − amin
, amin = min

1≤j≤N
aj , amax = max

1≤j≤N
aj , (9)

such that vi ∈ [0, 1].
We define the unnormalized importance weight w̃i = w̃(Θi) using either

exponential or sigmoid weighting:

w̃i =

{
exp(λvi), exponential weighting,

σ
(
β(vi − τ)

)
, sigmoid weighting,

(10)

where λ > 0 controls the exponential tilt, τ ∈ [0, 1] is the sigmoid pivot, and
β > 0 controls sigmoid sharpness. To preserve the overall loss scale, we normalize
these weights to have unit mean:

wi =
w̃i

1
N

∑N
j=1 w̃j

. (11)

The resulting performance-tilted diffusion objective is

Ldiff = Ei, t, ϵ
[
wi

∥∥∥ϵ− ϵψ

(
z
(i)
t , t

)∥∥∥2
2

]
, (12)

where i is sampled uniformly from {1, . . . , N}, t is sampled uniformly from
{1, . . . , T}, and ϵ ∼ N (0, I). This objective increases the influence of higher-
performing checkpoints and biases the learned latent distribution toward stronger
regions of weight space.

At inference, we sample zT ∼ N (0, I) and iteratively apply the learned re-
verse process to obtain ẑ0. Decoding, detokenizing, and inverse-standardizing ẑ0
recover the generated model weights. Since alignment preserves network func-
tion, no inverse permutation is required for evaluation.

4 Experiment Results

4.1 Datasets

We evaluate TiltDiff on three weight-space settings: the CIFAR-10 large CNN
model zoo of Schürholt et al. [25], MNIST CNNs, and CIFAR-100 ResNet-18
classifier heads. For CIFAR-10 and MNIST, we use checkpoints from epochs 21–
25 as the primary benchmarks for weight generation and analysis, while for the
CIFAR-100 ResNet-18 classifier heads we use checkpoints from epochs 56–60.
The CIFAR-10 and MNIST CNNs each contain three convolutional layers and
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Table 1: Generated-model performance on CIFAR-10 across retained-data ratios. For
all methods, checkpoints are ranked by validation accuracy and only the top 10%–
30% are retained for training. SANESub denotes SANE trained on the retained subset.
TiltDiff denotes the unweighted latent-diffusion variant, whereas TiltDiffSig and
TiltDiffExp use sigmoid and exponential functions, respectively, to weight each de-
noising loss by validation accuracy. We report Top-1 and Top-3 test-accuracy of sam-
pled models. Bold and underlined entries indicate the best and second-best results in
each column.

Retained-data 30% 25% 20% 15% 10%

Top-K Top-1 Top-3 Top-1 Top-3 Top-1 Top-3 Top-1 Top-3 Top-1 Top-3

SANESub 59.77 57.37 ± 2.24 58.01 57.23 ± 0.69 58.93 57.59 ± 1.17 55.53 55.13 ± 0.36 57.80 56.79 ± 0.89

TiltDiff 58.74 58.14 ± 0.71 57.61 56.58 ± 0.95 56.95 56.79 ± 0.15 59.93 59.76 ± 0.27 60.61 58.70 ± 2.43
TiltDiffSig 58.83 58.13 ± 0.78 55.84 55.69 ± 0.78 61.02 59.08 ± 1.69 60.13 59.60 ± 0.13 61.54 60.76 ± 0.62
TiltDiffExp 60.39 59.63 ± 0.66 58.45 58.01 ± 0.57 59.93 58.73 ± 1.06 60.16 59.03 ± 0.98 58.88 58.54 ± 0.40

two fully connected layers, with approximately 12k and 5k parameters, respec-
tively, whereas the CIFAR-100 ResNet-18 classifier heads contain approximately
53k parameters. In each setting, we treat the zoo weights as samples in weight
space and use validation accuracy as the performance signal. We then filter and
weight training samples according to this signal to study how performance-based
preferences affect weight generation.

4.2 Comparison with the SANE Baseline

To isolate the effects of performance-based selection and weighting, we rank
CIFAR-10 model-zoo checkpoints by validation accuracy and retain only the
top 10%–30% for training. Table 1 shows that the best TiltDiff variant ex-
ceeds SANESub in both Top-1 and Top-3 accuracy at every retained fraction.
Accuracy-weighted variants obtain the best Top-1 result in all five settings and
the best Top-3 result in four, showing that performance weighting improves upon
selection alone.

Figure 2 summarizes the effect of the retained fraction. Retaining fewer
checkpoints concentrates the training zoo on higher-performing models. Tilt-
Diff consistently outperforms SANESub and achieves its strongest Top-1 and
Top-3 results at the 10% fraction, whereas SANESub benefits only marginally
from stricter selection. These results show that validation-based filtering and
accuracy-weighted diffusion jointly improve the generation of high-performing
CIFAR-10 weights.

We next test whether these gains extend beyond the CIFAR-10 CNN zoo.
Table 2 reports Top-3 accuracy on MNIST CNNs and CIFAR-100 ResNet-
18 classifier heads. At every retained fraction, the best TiltDiff variant sur-
passes SANESub. On MNIST, TiltDiff reaches 86.68–88.28%, compared with
85.84–86.57% for SANESub. The gain is larger for CIFAR-100 classifier heads,
where TiltDiff attains 73.82–74.63%, versus 69.29–69.89% for SANESub. Thus,
performance-tilted generation transfers to an additional CNN zoo and a higher-
dimensional classifier-head weight space.
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(a) Top-1 accuracy. (b) Top-3 accuracy.

Fig. 2: Effect of the retained-data fraction on sampled CIFAR-10 models. Checkpoints
are ranked by validation accuracy before retention. Higher accuracy is better.

Table 2: Top-3 test-accuracy (%) of sampled models on additional weight-space set-
tings. Checkpoints are ranked by validation accuracy, and only the stated fraction is
retained for training. Values are mean ± standard deviation. Bold and underlined en-
tries denote the best and second-best results in each column, respectively.

(a) MNIST CNNs

Retained fraction 25% 20% 15% 10% 5%

SANESub 85.87 ± 0.32 85.84 ± 0.55 85.88 ± 0.78 86.57 ± 0.71 86.04 ± 0.55

TiltDiff 87.27 ± 0.17 86.83 ± 0.60 87.24 ± 0.19 86.56 ± 0.06 86.74 ± 0.10
TiltDiffSig 87.68 ± 0.19 88.02 ± 0.39 87.56 ± 0.17 86.68 ± 0.26 86.83 ± 0.11
TiltDiffExp 87.91 ± 0.19 88.28 ± 0.04 87.70 ± 0.11 86.37 ± 0.01 86.94 ± 0.07

(b) CIFAR-100 ResNet-18 Classifier Heads

Retained fraction 35% 30% 25% 20% 15%

SANESub 69.48 ± 0.15 69.89 ± 0.07 69.29 ± 0.13 69.39 ± 0.21 69.60 ± 0.19

TiltDiff 70.94 ± 2.50 74.59 ± 0.06 74.51 ± 0.03 74.63 ± 0.04 74.36 ± 0.06
TiltDiffSig 73.82 ± 0.07 73.24 ± 2.11 74.46 ± 0.06 74.51 ± 0.10 74.40 ± 0.04
TiltDiffExp 69.09 ± 0.03 71.45 ± 2.62 69.37 ± 0.02 74.43 ± 0.00 74.40 ± 0.04

We also evaluate sampled weights as fine-tuning initializations. Table 3 re-
ports test-accuracy before adaptation and after fine-tuning on MNIST and CIFAR-
10. At initialization, TiltDiff produces the strongest weights on both datasets,
reaching 88.0± 0.4 on MNIST and 60.8± 0.6 on CIFAR-10. It also achieves the
best accuracy after one fine-tuning epoch on both datasets. On CIFAR-10, Tilt-
Diff remains best at all reported fine-tuning stages, reaching 69.6±0.1 after 25
epochs. On MNIST, D2NWG overtakes TiltDiff after five epochs, but TiltD-
iff remains competitive, reaching 89.2±0.3 and 91.3±0.4 after 5 and 25 epochs,
respectively. Overall, TiltDiff provides particularly strong initializations and
effective low-budget adaptation across both datasets.
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Table 3: Fine-tuning test-accuracy (%) of generated weights used as model initializa-
tions. We report accuracy before fine-tuning and after the stated number of fine-tuning
epochs. Values are mean ± standard deviation; bold indicates the best result for each
dataset and epoch.

Method Dataset 0 1 5 25

RandomInit MNIST ∼10% 20.6 ± 1.6 36.7 ± 5.2 83.3 ± 2.6
CIFAR-10 ∼10% 37.2 ± 1.4 48.5 ± 1.0 57.2 ± 0.8

SANEKDE30
MNIST 84.8 ± 0.8 85.5 ± 0.8 87.5 ± 0.7 92.0 ± 0.3
CIFAR-10 56.3 ± 0.5 58.2 ± 0.2 58.8 ± 0.4 60.2 ± 0.6

SANESub
MNIST 86.7 ± 0.8 87.5 ± 0.6 89.0 ± 0.4 92.3 ± 0.4
CIFAR-10 57.9 ± 0.2 59.1 ± 0.3 59.6 ± 0.3 61.2 ± 0.1

D2NWG MNIST 80.5 ± 0.8 87.8 ± 0.4 92.5 ± 0.9 96.2 ± 0.3
CIFAR-10 58.8 ± 0.1 59.2 ± 0.3 60.3 ± 0.1 64.1 ± 0.1

TiltDiff MNIST 88.0 ± 0.4 88.7 ± 0.4 89.2 ± 0.3 91.3 ± 0.4
CIFAR-10 60.8 ± 0.6 66.5 ± 0.5 68.2 ± 0.7 69.6 ± 0.1

4.3 Robustness to Random Weight Masking

We evaluate whether sampled weights remain functional under random param-
eter perturbations. For each method, we select the sampled CIFAR-10 model
with the highest validation accuracy and randomly mask 1%–10% of its weights
by setting them to zero. We consider two settings: masking the first convolu-
tional layer only, and masking all convolutional layers at the same rate. Each
setting is repeated over 10 random masks, and robustness is measured by relative
test-accuracy change from the unmasked model.

Figure 3 shows that TiltDiff generally incurs smaller accuracy drops than
SANESub across masking rates. The advantage persists when all convolutional
layers are masked jointly, where perturbations are more severe. These results
indicate that TiltDiff generates weight configurations whose predictive perfor-
mance is less sensitive to random parameter removal.

4.4 Accuracy and Functional Diversity of Sampled Models

High accuracy alone does not establish that a generator produces diverse models.
We therefore assess the functional diversity of CIFAR-10 weights sampled by
TiltDiff and SANESub using centered kernel alignment (CKA) [14]. Given
layer representations X and Y from two sampled models on the same input
batch, we define K = XX⊤, L = Y Y ⊤, and H = In − 1

n11
⊤, where n is the

batch size. We compute

HSIC(K,L) =
1

(n− 1)2
tr(KHLH), (13)

CKA(K,L) =
HSIC(K,L)√

HSIC(K,K)HSIC(L,L)
. (14)
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(a) Only to the first convolutional layer (b) All convolutional layers

Fig. 3: Robustness of sampled CIFAR-10 weights to random masking. For each method,
we select the sampled model with the highest validation accuracy and randomly set
1%–10% of the selected weights to zero. We report relative test-accuracy change under
masking of (a) the first convolutional layer and (b) all convolutional layers. Results are
averaged over 10 random masks; closer to zero is better.

Higher CKA indicates greater representational overlap and, consequently, lower
functional diversity.

For the 10% and 30% retained-data settings, we select the top 30 sampled
models from each method according to validation accuracy. For each model i, we
compute its CKA with the remaining 29 samples and define its maximum simi-
larity as smax

i = maxj ̸=iCKA(i, j). We use 1−smax
i as the diversity score, which

measures the separation from each model’s most similar counterpart. Figure 4
shows that TiltDiff samples occupy a more favorable accuracy–diversity region
than SANESub: they achieve higher accuracy while exhibiting lower maximum
similarity, or equivalently higher diversity scores. Thus, performance-tilted dif-
fusion improves model quality without collapsing the generated population into
functionally redundant solutions.

4.5 Class-Specific Decision Pathways and Causal Validation

We next examine whether the diffusion model captures functional structure as-
sociated with the behavior of generated classifiers, rather than merely produc-
ing plausible parameter perturbations. Motivated by evidence that intermediate
diffusion U-Net features encode semantic information [29], we fix the diffusion
timestep to t = 261, extract features from multiple U-Net blocks, and construct
a cross-layer graph from their unit associations. For a target class c, we quantify
the contribution of unit activations in layer l using Captum [13]:

Attr(l)(x, c) = A(l)(x)⊙ ∂fc(x)

∂A(l)(x)
, (15)

where fc(x) is the class-c score and A(l)(x) denotes the corresponding activa-
tion. We retain positively attributed units and trace a class-specific pathway by
recursively selecting the strongest upstream connections from the target output.
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(a) 30% retained data. (b) 10% retained data.

Fig. 4: Accuracy–diversity trade-off of sampled CIFAR-10 models. We compare
SANESub and TiltDiff after retaining the top 30% and 10% of training checkpoints
by validation accuracy. Each point is one sampled model. Diversity is 1− smax

i , where
smax
i is the largest CKA similarity to another selected sample; higher values indicate

lower representational redundancy. Models in the top-right region achieve both high
accuracy while maintaining great functional diversity.

We validate the resulting pathways by masking those extracted from differ-
ent output blocks for a sampled CIFAR-10 model, using cat as the target class.
Table 4 shows that masking every identified pathway substantially reduces cat
accuracy, confirming that the pathways are causally relevant to the target predic-
tion. However, blocks differ in specificity: Block 4 yields the largest gap between
the relative cat and non-target accuracy drops, causing a 98.21% reduction in
cat accuracy while reducing non-target accuracy by only 14.90%. Figure 5 fur-
ther visualizes this target-selective effect across blocks. These results show that
the learned weight-generation process encodes organized, class-specific pathways
that are functionally important to the behavior of sampled networks.

4.6 Functional Correspondence across Generated Models

We next extend the class-specific pathway analysis to examine whether diffusion
feature correspondence extends to generated model weights. Following Tang et
al. [29], we use the cat-specific pathway identified in Section 4.5 as a source
pathway. Table 4 shows that the Block 4 cat pathway is a suitable source: mask-
ing it reduces cat accuracy by 44.00 percentage points while causing only a
14.90% relative reduction for non-target classes. We therefore use this pathway
as the source pathway and trace its counterpart in four additional target models
sampled under the same configuration. Specifically, for each target model, we
trace the corresponding pathway, mask the neurons along this mapped pathway,
and measure class-wise accuracy degradation. We then define the affected class
as the class with the largest accuracy drop after masking. This class need not
be cat, since correspondence is evaluated by functional importance rather than
class-label identity. For reference, we independently extract a decision path-
way for the affected class in every target model using the procedure in Sec-
tion 4.5. Table 5 compares the effects of masking this target-specific pathway,
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Table 4: Causal validation of cat-specific pathways in a sampled CIFAR-10 model.
We mask the strongest pathway traced from each U-Net output block. Accuracy drops
in parentheses are absolute percentage-point changes from the unmasked model. The
specificity gap is the relative cat-class drop minus the relative non-target drop; higher
is more class-specific.

Block Accuracy (%) Relative Drop (%)

Overall Cat Cat Non-target Specificity gap

3 50.84 (−10.69) 3.10 (−41.70) 93.08 11.56 81.52
4 49.26 (−12.27) 0.80 (−44.00) 98.21 14.90 83.31
5 41.88 (−19.65) 1.40 (−43.40) 96.88 33.02 63.86
6 38.47 (−23.06) 1.20 (−43.60) 97.32 35.64 61.68
7 36.97 (−24.56) 0.20 (−44.60) 99.55 40.09 59.46
8 42.07 (−19.46) 5.20 (−39.60) 88.39 32.92 55.47
9 45.88 (−15.65) 0.10 (−44.70) 99.78 23.23 76.55
10 46.07 (−15.46) 3.70 (−41.10) 91.74 24.71 67.03

Table 5: Functional correspondence of the Block 4 cat pathway across four gener-
ated CIFAR-10 models. For each target model, the affected class is the class with the
largest accuracy drop after masking the correspondence pathway. We report its base-
line accuracy and relative accuracy drops after masking the independently extracted
target pathway, the transferred correspondence pathway, and random pathways (mean
± standard deviation).

Target Affected Baseline Relative accuracy drop (%)

Target path Correspondence Random path

1 bird 50.90 98.62 97.05 16.8± 22.8
2 cat 20.40 97.06 88.73 30.1± 30.4
3 frog 45.40 100.00 92.29 17.2± 19.4
4 dog 64.00 100.00 97.19 23.7± 29.1

the transferred correspondence pathway, and random pathways. Across all ex-
amples, masking the correspondence pathway causes large class-specific accuracy
drops that closely approach those of the independently identified target path-
ways. In contrast, random pathways produce much smaller and more variable
degradation. These results show that correspondence tracing identifies function-
ally important target-model structures even when the affected class differs from
the source class label, suggesting that diffusion-feature correspondence extends
to generated model weights.

Figure 6 visualizes one representative pair. The transferred pathway partially
overlaps with the independently extracted target pathway, providing structural
evidence consistent with the masking results. Together, these findings support
pathway-level functional correspondence across generated models despite sub-
stantial differences in their raw weights.
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Fig. 5: Class specificity of masked cat decision pathways across U-Net output blocks.
Lines show the relative accuracy drops of the cat and non-target classes after masking
each pathway. The specificity gap is defined as the difference between the magnitudes
of the cat and non-target drops, and is largest at Block 4 (83.31 percentage points),
indicating the strongest target-selective effect across blocks.

Table 6: Ablation study on the CIFAR-10 model zoo. We vary the diffusion predic-
tion target, validation-accuracy weighting, and validation-based data selection. Results
report Top-3 test-accuracy (%, mean ± standard deviation) of sampled models.

Prediction target Accuracy weighting Data selection Top-3 accuracy (%)

z0 – – 21.17± 3.24

ϵ

– – 42.18± 1.11
✓ – 46.76± 0.70
– ✓ 58.70± 2.43
✓ ✓ 60.76± 0.62

4.7 Ablation Study of Performance-Tilted Weight Diffusion

We ablate the three main design choices of TiltDiff on the CIFAR-10 model
zoo under identical training and evaluation settings: diffusion parameterization,
validation-accuracy weighting, and validation-based data selection. We evaluate
sampled models by Top-3 test-accuracy.

Table 6 first shows that predicting the injected noise ϵ is substantially more
effective than directly predicting the clean latent code z0, improving Top-3 ac-
curacy from 21.17 to 42.18. We therefore adopt noise prediction in the remaining
experiments. Under this parameterization, performance weighting provides a fur-
ther gain of 4.58 points, whereas selecting high-accuracy checkpoints yields the
largest individual improvement, raising accuracy to 58.70. Combining selection
and weighting achieves the best result, 60.76, indicating that weighting pro-
vides complementary benefit after restricting training to stronger checkpoints.
Overall, these results support noise prediction, validation-based selection, and
performance weighting as complementary components of TiltDiff.
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Fig. 6: Representative pathway correspondence in a target model. The transferred
pathway from the Block 4 cat source pathway (light red) partially overlaps with the
independently extracted affected-class decision pathway (dark red).

5 Conclusion

We presented TiltDiff, a performance-tilted latent diffusion framework for
neural-network weight generation. By standardizing and aligning model check-
points, encoding them in a compact latent space, and combining validation-
based selection with accuracy-weighted denoising, TiltDiff concentrates gen-
eration on stronger regions of weight space while retaining functional diversity.
Across multiple weight-space settings, TiltDiff outperforms existing baselines
in sampled-model accuracy and improves robustness to random weight masking.
Our ablations further show that noise prediction, selective checkpoint retention,
and performance weighting make complementary contributions to generation
quality. Beyond aggregate accuracy, pathway-masking and cross-model corre-
spondence analyses reveal class-specific, functionally aligned structures in gen-
erated networks. These results support performance-aware weight-space genera-
tion as a useful means of producing diverse, high-quality candidate models from
model zoos. Future work will investigate finer-grained weight editing, controllable
model generation, and the use of generated model populations for adaptation,
model selection, and ensemble construction.
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