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Abstract. Ensuring safe content generation in text-to-image diffusion
models remains a critical challenge. Existing safety mechanisms focus
on model editing or trajectory steering, yet the design of the blacklist,
the set of unsafe concepts these methods steer away from, is an equally
pivotal but largely under-explored dimension. Through controlled exper-
iments on blacklist-guided concept erasure, we uncover three findings
that overturn common assumptions: longer keyword phrases do not nec-
essarily improve safety, enlarging the blacklist yields diminishing returns,
and mixing in irrelevant concepts degrades performance. Together they
point to a single principle: blacklist effectiveness is governed by how well
its keywords cover unsafe regions of the embedding space, not by individ-
ual keyword quality or list size. Building on this principle, we introduce
MAPS, a framework for automated blacklist optimization. MAPS uses
reinforcement learning to discover a prompt token that, when inserted
into an LLM prompt, elicits semantically diverse safety keywords, and
then assembles category-specific blacklists for distinct unsafe concepts.
At inference, it selects the most relevant blacklist for each prompt via
embedding similarity, maximizing coverage of the threat while avoiding
interference from unrelated concepts. MAPS acts as a drop-in enhance-
ment for existing trajectory-steering methods, reducing attack success
rates by 25-52% (relative) across five red-teaming benchmarks on the
nudity concept while preserving generation quality, all without model
editing or modifications to the steering procedure. Our code is available
at https://github.com/juyangbai/MAPS.

Keywords: Adversarial Robustness - Diffusion Model Safety - Trajec-
tory Steering
1 Introduction

Text-to-image diffusion models have transformed content creation [19, 21}, 22],
enabling image synthesis of unprecedented quality. However, their ability to gen-
erate harmful content [I7) 20], including explicit imagery, violent scenes, and
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Fig. 1: Impact of blacklist quality on safe image generation. Top: A poor blacklist fails
to prevent prompt embeddings from clustering near unsafe concept regions, leading to
unsafe content generation. Bottom: Our improved blacklist provides better coverage of
unsafe concept regions, effectively blocking access to unsafe concepts and ensuring safe
image generation.

other inappropriate concepts, poses significant safety challenges that must be
addressed before widespread deployment.

Safety mechanisms for text-to-image diffusion models fall into four paradigms:
input filtering, model-level intervention, trajectory steering, and post-generation
filtering, each intervening at a different stage of the generation pipeline. Input
filtering [14, 29] detects and blocks unsafe prompts before generation begins;
it is efficient but brittle to adversarial and jailbreak prompts. Model-level in-
terventions [3] [10, B3] fine-tune or unlearn the model to erase unsafe concepts,
but are expensive to train and fragile to downstream fine-tuning. Trajectory
steering [9, 23] guides the diffusion process away from unsafe regions during
generation, without modifying the model. Post-generation filtering [26] removes
unsafe content after synthesis, but cannot prevent harmful images from being
generated and adds inference cost. Trajectory steering is especially attractive:
acting during generation, it suppresses unsafe content without the retraining
required by model-level methods or the wasted computation of post-hoc filter-
ing. Its effectiveness, however, critically depends on a blacklist, a curated set of
unsafe concept keywords that specifies what to steer away from.

Although blacklists are widely deployed and critical to trajectory steering
and concept erasure [3], 9] 23], their design has been largely overlooked. Current
blacklists are predominantly hand-curated and suffer from three fundamental
limitations: they are labor-intensive to construct and maintain, they cover only
a subset of unsafe concepts and their linguistic variations, and they perform in-
consistently for reasons that remain poorly understood (Section. Notably, even
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widely deployed safety systems rely on hand-crafted blacklists without any sys-
tematic investigation of what makes them effective. For instance, the safety filter
bundled with Stable Diffusion contains only 17 fixed concept embeddings [20],
while commercial content-moderation systems rely on expansive, hand-curated
keyword blocklists [7]. Yet no study has examined whether larger blacklists are
actually more effective, or what principles should guide their construction.

Our experiments question a common assumption: a blacklist’s effectiveness is
driven by the precision and specificity of individual keywords and the size of the
list. Instead, it depends fundamentally on broad coverage of unsafe regions in
the embedding space (Figure|l)). By coverage, we mean how thoroughly a black-
list spans the semantic regions corresponding to unsafe concepts in the shared
text-image embedding space, the space in which steering actually operates. This
geometric perspective explains why hand-curated blacklists often fail: they op-
timize for human-interpretable quality rather than for coverage. It also explains
our findings in Section [5] where longer phrases, larger lists, and irrelevant key-
words fail to improve safety precisely because they do not increase coverage of
genuinely unsafe regions.

Building on this insight, we introduce MAPS, a three-stage pipeline for auto-
mated blacklist generation that directly optimizes for coverage of unsafe regions
in the embedding space. To eliminate human effort, we use reinforcement learn-
ing (RL) to discover a prompt token that, when inserted into an LLM prompt,
steers the model toward safety concepts of greater semantic diversity. To achieve
comprehensive coverage, we use this token-optimized prompt to elicit a large and
diverse pool of safety keywords from an LLM, far beyond what manual curation
can produce. To ensure precise guidance at low inference cost, we select key-
words by embedding-space similarity to the input prompt, explicitly optimizing
for coverage of the relevant unsafe region while suppressing interference from
unrelated concepts.

We make three main contributions:

e A coverage principle for blacklist design. We identify blacklist design,
largely overlooked in prior work, as a lever for safe generation no less pivotal
than model-level intervention, and show that what determines its effective-
ness is embedding-space coverage of unsafe concepts, rather than individual
keyword quality or list size.

e Empirical analysis from the blacklist perspective. Through controlled
ablations along a design dimension prior work has not explored, we demon-
strate that broad coverage via semantic diversity matters more than hand-
picking high-quality keywords or enlarging the list, and that irrelevant con-
cepts actively hurt.

e An automated blacklist-generation framework. We present MAPS,
the first systematic framework for blacklist generation, combining RL-based
token discovery, LLM-powered keyword expansion, and embedding-guided
selection to reduce reliance on manual curation while improving the safety
of off-the-shelf steering methods.



4 J. Bai et al.

By optimizing blacklists through principled, embedding-centric design, MAPS
improves off-the-shelf trajectory-steering methods without modifying the model,
lowering attack success rates by 25-52% (relative) across five adversarial bench-
marks while preserving generation quality. More broadly, our work establishes
blacklist optimization as a high-impact yet understudied lever for safe genera-
tion, one that amplifies existing steering techniques rather than replacing them.

2 Related Works

2.1 Safety Mechanisms for Diffusion Models

Existing safety approaches for text-to-image diffusion models fall into four main
paradigms, each operating at a different stage of the generation pipeline: in-
put filtering, model-level intervention, trajectory steering, and post-generation
filtering.

Input-filtering methods detect and block unsafe prompts before generation
begins. Given their efficiency and interpretability, they are widely deployed
in production. Recent advances move beyond keyword matching by detecting
blacklisted concepts in learned representation space: Latent Guard [14] oper-
ates in the text-embedding space, while AEIOU [29] and SafeGuider [I6] exploit
the encoder’s hidden states, gaining robustness to paraphrased and obfuscated
prompts. Crucially, however, these methods are only as strong as the blacklist
they rely on: concepts it fails to cover pass through unfiltered, leaving the system
open to jailbreak prompts [20].

Model-level interventions modify model parameters to erase or suppress un-
safe concepts. Concept-erasure methods such as ESD [3] and Ablating Con-
cepts [10], along with more recent variants like UCE [4], MACE [15], and RECE [5],
edit or fine-tune the model to remove targeted concepts, while safe fine-tuning [33]
retrains it to forget them. Although these methods can substantially reduce un-
safe generation, they require expensive retraining, are fragile to downstream
fine-tuning, and risk degrading generation quality on benign content. Like input
filtering, they only remove the concepts on their blacklist; anything left off it can
still be generated.

Trajectory-steering methods, such as Safe Latent Diffusion [23], TraSCE [9],
SAFREE [31], and SafeGuide [35], guide the diffusion process away from unsafe
regions during generation. They offer flexibility without retraining, but their ef-
fectiveness depends on accurately identifying unsafe concepts through blacklists
or negative prompts. Our work complements these methods directly: we provide
optimized blacklists that better cover the unsafe regions to avoid, improving
them at no additional model cost.

Post-generation filtering, using image detectors such as NudeNet [26] and
Stable Diffusion’s built-in safety checker, removes unsafe content after image
synthesis. It can serve as a safety backstop, but cannot prevent harmful images
from being generated, adds computational cost, and struggles with borderline
cases. Like the methods above, such detectors only flag the unsafe content they
were built to recognize, leaving novel or unlisted concepts to slip through.
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2.2 Safety Concept Representation

All of the safety mechanisms above share a common dependency: a specification
of which concepts are unsafe, typically a blacklist. How to construct and repre-
sent this set has received comparatively little attention, and existing approaches
fall into two broad categories. Manual curation relies on domain experts to hand-
build blacklists and concept taxonomies [I7, [23]; the result is interpretable but
expensive to create, difficult to maintain, and limited in coverage. Automated
expansion instead grows a blacklist programmatically, for example by prompt-
ing an LLM to generate related unsafe terms [14]; this broadens coverage but
lacks principled optimization. Across both, the guiding objective is unclear: Li et
al. [I2] observe that blacklist length yields diminishing returns beyond a certain
size, but they do not explain why. Our work confirms and explains this observa-
tion through the lens of embedding-space coverage: effectiveness depends not on
the number of keywords but on how thoroughly they cover unsafe regions in the
model’s latent space. Building on this principle, we introduce the first systematic
framework for automated blacklist generation that optimizes explicitly for this
geometric property.

2.3 Prompt Optimization

Automated prompt optimization methods fall into two broad categories. Discrete
methods search over actual token sequences: AutoPrompt [25] uses gradient-
guided search to find trigger tokens, RLPrompt [2] trains a reinforcement-learning
policy to generate prompts that transfer across models, and recent work extends
discrete optimization to diffusion models [28]. Continuous methods instead op-
timize soft prompts in the embedding space, and have been applied to safe
generation: PromptGuard [32] learns category-specific safety soft prompts that
act as an implicit system prompt, while Detect-and-Guide [11] optimizes guide-
line tokens to detect and steer away from unsafe concepts. These soft prompts
are effective but opaque and tied to a specific diffusion model. Our method is
discrete and safety-oriented: a reinforcement-learning policy discovers a token
that, inserted into an LLM prompt, elicits a diverse and interpretable black-
list of safety keywords, which can enhance any off-the-shelf trajectory-steering
method. Its reward is a safety metric, the rate at which images generated under
blacklist-enhanced guidance remain safe, rather than a task-accuracy signal.

3 MAPS

3.1 Problem Formulation

We are given a frozen text-to-image diffusion model and a trajectory-steering
method 7 (e.g., SLD |23]): for an input prompt p and a blacklist B of unsafe-
concept keywords, T (p, B) is the image generated while steering the diffusion tra-
jectory away from B. We group unsafe concepts into L categories C = {c1,...,cp}
(e.g., nudity, violence) and assign each category ¢ a blacklist B..
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Fig. 2: Overview of our proposed framework MAPS. Training stage (top): a policy
network generates candidate token sequences, which are inserted into prompt templates
to elicit safety keywords from an LLM. Images steered by these keywords as negative
guidance are scored by a safety classifier, and the resulting reward updates the policy
via soft Q-learning with path consistency. Inference stage (bottom): the optimized
token sequence produces category-specific keyword lists, and CLIP similarity selects
the most relevant blacklist for each input prompt.

Let ¢ : X — {0,1} be a safety classifier with ¢(z) = 1 iff image z is unsafe,
and let P, be a set of unsafe prompts for category c. The attack success rate of
a blacklist B on category c is

ASR,(B) = %' S 4T, B)). (1)

pEP.

For each category, we search for a compact blacklist that minimizes ASR without
retraining the model,

B = i ASR,(B), 9
c=arg,  min (B) (2)

where . is a candidate keyword pool and M bounds the blacklist size for efficient
guidance.

Evaluating ASR,. requires generating and classifying images for every can-
didate subset, making intractable. Our central hypothesis, validated in Sec-
tion[5] is that ASR, is governed by how broadly B covers the unsafe region of the
CLIP embedding space, not by keyword precision or list length. MAPS therefore
optimizes this coverage as a tractable surrogate: it builds a high-coverage can-
didate pool K. and selects a compact, well-spread blacklist from it, as detailed
in Sections 3.3 and 3.4
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3.2 Overview

Building on the formulation in Section MAPS instantiates the coverage
surrogate as a three-stage pipeline (Figure [2)).

Token-optimized prompt engineering. Reinforcement learning (soft Q-learning [6])
discovers a token t* that, inserted into the LLM prompt, steers it toward more
semantically diverse safety keywords, replacing hand-crafted prompting (Sec-
tion .

LLM-powered keyword expansion. The token-optimized prompt drives the
LLM to produce a large, diverse candidate pool K. per category, with far broader
semantic coverage than manual curation or naive prompting (Section .
Embedding-guided selection. We distill X, into a compact, high-coverage
blacklist B, and at inference route the most relevant category blacklist to each
prompt via CLIP similarity (Section .

3.3 Token Optimization

Manual prompt engineering for safety keyword generation produces incomnsis-
tent and limited results. For instance, directly prompting LLMs with “Generate
variations of violent concepts" yields keywords that cluster in narrow semantic
regions, failing to achieve broad coverage of unsafe embedding space. We ad-
dress this limitation by discovering an optimal token that, when inserted into
the prompt template, systematically steers the LLM toward generating keywords
with greater semantic diversity.
RL formulation. We aim to find a single token sequence t*, shared across all
categories, such that for any safety category ¢ (e.g., “violence”) the augmented
prompt
p= [pbasea t*, C]

elicits keywords that maximize blacklist effectiveness. The token occupies a slot
separate from the category ¢, so a single t* contributes a category-agnostic di-
versity prefix while ¢ supplies the category semantics. Directly optimizing over
the discrete token space is intractable due to its exponential size; we therefore
cast the search as a reinforcement-learning problem and solve it with soft Q-
learning [6], following RLPrompt [2] for discrete prompt optimization.

We define the following components:

e Policy network my: We parameterize a policy mg(t | phase) as a small MLP
inserted into a frozen compact LM that generates candidate tokens autore-
gressively. This parameter-efficient design trains only a few additional pa-
rameters relative to the frozen policy LM.

e Action space A: At each timestep, the policy selects a token from the vo-
cabulary to construct the optimized prompt component. For a token sequence
of length T, the agent generates tokens [t1,...,tr] sequentially.

e Reward function R: The reward of a token sequence t = [t1,...,¢r] is the
safe rate of the keyword set it produces:

R(t) =1 — ASR.(K¢), (3)
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where Ky is the keyword set generated by prompting the LLM with [phase, t, ¢],
ASR_. is the attack success rate defined in , and c is the category sampled
at this step. The prompts P. are drawn from existing safety benchmarks.
Lower attack success rates thus yield higher rewards, encouraging the policy
to discover tokens that produce more effective safety keywords.

During training, we sample token sequences from the policy with top-k sam-
pling to encourage exploration. For each sampled sequence t, we (1) sample a
category ¢ € C and construct the augmented prompt [ppase, t, ], (2) generate a
keyword set Ky with the LLM, (3) evaluate safety by generating and classifying
images, and (4) update  with the soft Q-learning objective. We train for a fixed
number of iterations and retain the sequence t* = arg maxy R(t) with the high-
est validation reward. At deployment, we decode this optimized token greedily
and deterministically.

3.4 Blacklist Generation and Embedding-Guided Selection

Using the optimized token sequence t* discovered through reinforcement learn-
ing, we generate category-specific keyword pools and develop an embedding-
based selection strategy that applies the most relevant blacklist to each prompt
at inference time.

Blacklist generation. For each unsafe category ¢ € C = {c1,¢a,...,cr} (e.g.,
violence, nudity, self-harm), we prompt an instruction-tuned LLM with [ppase, t*, ¢]
to generate a large candidate pool of safety keywords

ICC:{klakQ;"'ﬂkN}v

spanning direct terms, slang, euphemisms, misspellings, multilingual variants,
and visual-description phrases. Generating broadly is inexpensive, but using the
entire pool as guidance is redundant and exceeds CLIP’s 77-token budget. We
therefore distill . into a compact blacklist B, C K. of size M < N that best
covers the unsafe region of the CLIP embedding space.

We embed each candidate with the frozen CLIP text encoder E(-) and {5-
normalize, e, = E(k)/||E(k)|. The embedding-space coverage of a blacklist is
then quantified by its minimum pairwise distance,

Cov(B) = mi — ey 4

ov(B) =, min llex — ex|2, (4)

so that a larger Cov means the selected keywords tile a broader region of unsafe

meaning rather than clustering on near-duplicates. We maximize Cov greedily

by farthest-point selection: starting from the pool medoid, we repeatedly add
the keyword whose minimum distance to the already-selected set is largest,

k™ =arg max min ||ex — ex |2, 5

ngICC\BC k'eBcH kel (5)

until |B.| = M. Near-duplicates have a small minimum distance to the current

set and are therefore rarely selected, so redundancy is explicitly suppressed. This
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is the standard greedy farthest-point (max-min diversity) heuristic and runs in
O(NM) distance evaluations. The encoder E is the same CLIP text encoder
used at guidance time, so selection and inference share the embedding space.
We build L = |C| blacklists, one per category.

Embedding-based selection. Rather than applying all blacklists indiscrim-
inately, we select the single most relevant blacklist for each input prompt by
embedding-space similarity. This mitigates the interference effect documented
in Section [5] where unrelated blacklists degrade performance.

For each category ¢, we concatenate the keywords in B, into a single string,
encode it with E, mean-pool the per-token embeddings, and f3-normalize to
obtain a category vector e.. The input prompt p is encoded the same way to
obtain e,.

At inference time, the most relevant unsafe category is identified by cosine
similarity:

se(p) = cos(ep,ec), ¢ = argmaxsc(p). (6)

We then apply the selected blacklist 5.~ as negative guidance in the trajectory-
steering method. Routing is thus a relative comparison between categories, an
argmax over S.(p), rather than a thresholded accept/reject decision. These se-
lected keywords provide explicit descriptions of unsafe content to avoid, steering
the diffusion process away from harmful concepts while preserving fidelity for
benign content.

4 Experiments

4.1 Baseline and Evaluation Metrics

Baseline. We compare our method against both training-free and training-
based safety approaches. Training-free methods include Safe Latent Diffusion
(SLD) [23], TraSCE [9], and SAFREE [31]. Training-based methods include
Erased Stable Diffusion (ESD) [3], Selective Amnesia (SA) [8], Concept Abla-
tion (CA) [10], MACE [15], Self-Discovering Interpretable Diffusion (SDID) [13],
Unified Concept Editing (UCE) [4], and Reliable and Efficient Concept Erasure
(RECE) [B]. We provide optimized blacklists that enhance the effectiveness of
trajectory-steering methods (e.g., SLD, TraSCE, SAFREE) without requiring
any model modifications. Additional implementation details are provided in the
supplementary material.

Evaluation Metrics. We evaluate MAPS on five safety benchmarks: 12P [23]
for inappropriate prompt detection, P4D [I] for prompt-based attacks, Ring-A-
Bell [27] for red-teaming evaluation, MMA-Diffusion [30] for multi-modal attack
robustness, and UnlearnDiffAtk [34] for adversarial unlearning evaluation. Our
primary metric is Attack Success Rate (ASR), the percentage of prompts that
successfully generate unsafe content; lower ASR indicates stronger safety. For
detection, we use NudeNet [26] for nudity and a CLIP zero-shot classifier [I8] for
violence, since NudeNet provides no violence labels, and we additionally report
Q16 [24] as an independent third-party check. The reinforcement-learning reward
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Table 1: Safety and quality comparison on Stable Diffusion v1.4 for the nudity con-
cept. Benchmark columns report attack success rate (ASR, %); the COCO-30k columns
report generation quality. Our optimized blacklists consistently strengthen trajectory-
steering methods (highlighted rows) across all five adversarial benchmarks while pre-
serving, and often improving, generation quality. Lower ASR and FID are better; higher
CLIP is better. Model-intervention methods (top) edit or fine-tune the model, whereas
trajectory-steering methods (bottom) leave it untouched.

Method Intgf‘v’gﬂm Téf;g;}ﬂ” | 1op | P4D | Ring-A-Bell | MMA-Diffusion | UnlearnDiffAtk | |__coco
i i | FID | CLIP ¢
SD-v1.4 | 493 510 89.82 96.83 72.24 |
ESD [3] v x 140 75.0 52.8 87.3 76.1 - 30.7
SA [8] v x 62 623 32.9 20.5 26.8 54.98 306
CA [10) v x 178 927 77.3 85.5 86.6 40.99 312
MACE (T3] v X 23 146 7.6 18.3 17.6 5224 294
SDID [13] v x 27.0 933 69.6 90.7 69.7 22.99 305
UCE [ v x 103 66.7 33.1 86.7 43.0 31.25 313
RECE [5] % X 64 381 134 67.5 65.5 37.60  30.9
SLD-Weak [Z3)] X /] 348 410 88.77 95.24 71.2 32.80 322
SLD-Weak + Ours X % 279 304 68.48 80.12 60.43 3012 342
SLD-Medium [23] X /o253 33 87.71 93.14 68.5 3260 305
SLD-Medium + Ours X % 121 215 65.7 70.12 59.12 3020  31.26
SLD-Strong [23] X /|13 854 68.07 94.2 62.5 40.94 284
SLD-Strong + Ours X v 034 625 50.4 714 49.54 3824 298
SLD-Max [23] X /oo 762 44.91 89.10 50.20 5062 29.1
SLD-Max -+ Ours X v 0.15  50.20 38.62 66.40 40.02 4810 31.20
TraSCE [0 X /1039 456 8.6 24.14 2.4 1754 29.9
TraSCE + Ours X v 021 3.4 5.3 19.10 2.0 1642 31.20
SAFREE [31] X /| 34 384 114 58.5 28.2 36.35 311
SAFREE + Ours X v 26 2612 8.9 40.56 19.40 3420 325

(Section uses the same nudity and violence detectors, whereas Q16 is used
only for evaluation and never in the reward. To verify that improved safety does
not come at the expense of benign generation, we additionally report Fréchet
Inception Distance (FID) and CLIP score on COCO-30k, which measure image
fidelity and image-text alignment, respectively.

4.2 Training Details

We employ DistilGPT-2 (82M parameters) as the policy language model, aug-
mented with a task-specific MLP head containing one hidden layer with 2,048
units, adding approximately 3.1M trainable parameters (3.8% overhead relative
to the base model). Safety keywords are generated by the instruction-tuned LLM
Qwen2.5-1.5B-Instruct. We optimize token sequences of length T' = 5 using top-
256 sampling to encourage exploration. Training uses batch size 16 for 12,000
steps with the Adam optimizer (learning rate 5 x 10~°, gradient-clipping norm
5.0). We evaluate on the validation set every 10 steps and save checkpoints every
100 steps. The token sequence achieving the highest validation reward is selected
as t*. All experiments run on a single NVIDIA A6000 GPU, with each train-
ing session requiring approximately 10-12 hours. At inference, we use greedy
decoding to deterministically generate the optimized token sequence.
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4.3 Evaluation of Safe Generation

Table[I] compares MAPS with both training-based and training-free safety meth-
ods on five adversarial benchmarks, alongside image quality on COCO-30k. Our
optimized blacklist consistently improves existing trajectory-steering methods
while preserving, and sometimes improving, benign-image quality, all as a drop-
in modification that leaves the base model untouched.

When combined with SLD, MAPS re- 4110 5. Ring-A-Bell ASR (vi-
duces attack success rate (ASR) across every olence); shaded + Ours is our
guidance strength. Under SLD-Medium, for ethod.
example, ASR drops from 2.53% to 1.21%
on I2P (a 52% relative reduction), from
33.0% to 21.5% on P4D, and from 87.71% to ~ SD-v1.4 96.80 -
65.7% on Ring-A-Bell (a 25% relative reduc- ~ SLD-Weak [23] 93.60  89.60
tion); the same holds for SLD-Weak, SLD- ~ SLD-Medium  86.40  52.80
Strong, and SLD-Max, showing that the  SLD-Strong 70.80  10.00
gains are robust across steering regimes. The ~— SLD-Max 51.20  3.20
trend extends to other steering methods: TraSCE [9] 23.60  18.42
TraSCE + Ours reduces ASR from 0.39% to ~_SAFREE [31] 2012 15.46
0.21% on I2P and from 8.6% to 5.3% on
Ring-A-Bell, while SAFREE + Ours improves from 3.4% to 2.6% on I2P and
from 38.4% to 26.12% on P4D. Table |2| confirms that these improvements carry
over to the violence setting, where MAPS lowers Ring-A-Bell ASR for every
steering baseline.

Importantly, these safety gains do not come at the expense of image qual-
ity. Across SLD variants, our method maintains comparable or better FID and
CLIP scores than the corresponding baselines. For example, SLD-Weak + Ours
improves both FID (30.12 vs. 32.80) and CLIP score (34.2 vs. 32.2), while SLD-
Medium + Ours also achieves better FID (30.20 vs. 32.60). Compared with
training-based methods such as MACE, our approach achieves competitive or
better safety without model fine-tuning and with substantially better visual
quality.

Qualitative results in Figure [3] support these findings. In both nudity and
violence examples, adding MAPS suppresses unsafe content and steers genera-
tion toward benign yet semantically plausible alternatives, rather than simply
degrading image quality.

Overall, these results show that optimizing blacklist coverage is an effective
way to improve safe generation. By combining RL-guided token search, LLM-
based keyword expansion, and embedding-guided blacklist selection, MAPS con-
sistently strengthens existing trajectory-steering methods across diverse adver-
sarial settings.

Method Base + Ours

5 What Makes a Blacklist Effective?

To motivate the coverage principle and validate the design choices behind MAPS,
we conduct controlled experiments on four factors commonly assumed to drive
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TraSCE + Ours TraSCE + Ours

TraSCE + Ours TraSCE

SLD + Ours SLD + Ours

SAFREE SAFREE + Ours SAFREE SAFREE + Ours SAFREE SAFREE + Ours

Fig. 3: Generated examples on the Ring-A-Bell benchmark. Top: Nudity dataset. Bot-
tom: Violence dataset. Results are shown for TraSCE, SLD, and SAFREE with our
method. Unsafe regions are manually masked for public display.

blacklist quality: semantic richness, blacklist size, category relevance, and keyword-
generation strategy. The finding is consistent across all four: a factor improves
safety only when it improves coverage of unsafe concepts. Longer phrases, larger
keyword sets, and mixtures of unrelated categories all fail to help, and several
actively hurt.

5.1 Semantic Richness

A natural hypothesis holds that more detailed concept descriptions improve
safety by specifying unsafe content more precisely. To test it, we construct black-
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Table 3: Effect of semantic richness on safety performance. ASR (lower is better) on
Ring-A-Bell using blacklists with the same number of keywords.

. SLD
Blacklist SD 14 Weak Medium Strong Max  Avg
Original 89.12  90.52 92.63 80.00 51.22 78.59
Original (Nudity Only) 89.12 87.71 81.05 34.38 9.82 53.24
Low 89.12 82.80 54.04 7.01 1.05 36.15
Medium 89.12  83.50 58.94 10.87 0.70  38.50
High 89.12 84.21 62.80 18.60 1.75  41.84

lists at three levels of semantic richness, holding the keyword count fixed: Low

YA

richness: generic single-word terms (e.g., “nude”, “violent”); Mledium richness:

PR3

specific multi-word concepts (e.g., “undressed person”, “physical assault”); High
richness: longer descriptive phrases (e.g., “unclothed human figure”, “aggressive
physical confrontation”).

We evaluate these blacklists on Ring-A-Bell [27] with Stable Diffusion 1.4
under SLD [23]. Contrary to the hypothesis, greater semantic richness does not
improve safety (Table [3] where lower ASR is safer): the low-richness blacklist
attains the best average ASR (36.15%), ahead of the medium- (38.50%) and
high-richness (41.84%) variants, and this ordering holds across all SLD guidance
strengths. Even the category-filtered original blacklist (53.24%) remains substan-
tially worse than these simpler alternatives. Blacklist effectiveness is therefore
governed not by linguistic sophistication, but by how well the selected keywords
cover the space of unsafe concepts.

5.2 Blacklist Size

A second common assumption is that longer blacklists provide stronger protec-
tion. Varying the number of keywords and measuring the resulting ASR (Fig-
ure {)) shows otherwise.

Safety improves as the blacklist o1
grows from 2 to 6 keywords, with
ASR dropping from 78.5% to 76.5%,
but the benefit quickly saturates and 079
then reverses: at 8 keywords, ASR
rises back to 80.0%. Blacklist size
alone is therefore not a reliable pre-
dictor of effectiveness. Beyond a cer- 076
tain point, naively adding terms intro- T L B
duces redundant or low-quality con-
cepts that do not expand coverage and Fig. 4: Effect of blacklist size on safety per-
can even interfere with steering. This formance.
matches prior reports that concept-
erasure performance saturates with

ASR
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Table 4: Effect of LLM prompt design on keyword generation quality.

Keyword List SD 1.4 SLD

Weak Medium Strong Max Avg
Original 96.8  93.6 86.4 70.8 51.2 755
Original (Violence Only) 96.8  93.6 78.0 42.0 18.0 57.9
LLM Gen Coarse 96.8 95.6 82.0 52.0 20.0 624

LLM Gen Fine-grained 96.8 91.6 68.8 22.8 4.0 46.8

blacklist length [12], and it reinforces the need for principled selection over mere
expansion.

5.3 Category Relevance

A third assumption is that mixing unrelated unsafe concepts broadens protec-
tion. Intuitively, a multi-category blacklist might seem to cover more threats;
our results show the opposite.

For nudity-related prompts (Table , restricting the original 17-concept
blacklist to nudity-only concepts reduces the average ASR from 78.59% to 53.24%.
For violence-related prompts (Table , the violence-only subset reduces ASR
from 75.5% to 57.9%. In both cases, removing irrelevant categories leads to a
large improvement.

This result suggests that unrelated concepts do not provide complementary
protection; instead, they dilute the blacklist and interfere with effective steering.
It also motivates our category-aware selection strategy at inference time, which
applies only the blacklist most relevant to the input prompt.

5.4 Keyword Generation

Finally, we ask whether LLMs can automate blacklist construction, comparing
three keyword sources: (1) manual curation, (2) LLM generation from a coarse
prompt, and (3) LLM generation from a carefully designed, fine-grained prompt.

Table [4] shows that naive LLM prompting is not sufficient: keywords gen-
erated from a coarse prompt underperform the carefully designed fine-grained
variant. However, with an appropriate prompt, LLM-generated keywords clearly
outperform manual curation, reducing average ASR from 57.9% to 46.8%.

Two conclusions follow. First, LLMs can generate stronger safety keywords
than manual curation. Second, the prompt itself is the bottleneck: coarse prompts
yield semantically narrow keyword sets, whereas well-designed prompts produce
more diverse and effective concepts. This is precisely what motivates MAPS’s use
of reinforcement learning to optimize the prompt token automatically, removing
manual effort while improving blacklist quality.
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6 Conclusion

We presented MAPS, the first systematic framework for blacklist optimization
in safe text-to-image generation. Our central finding, that blacklist effectiveness
is governed by embedding-space coverage rather than by keyword quality or list
size, challenges the prevailing reliance on manual curation. By combining RL-
guided token optimization, LLM-powered keyword generation, and embedding-
based selection, MAPS automatically produces blacklists that reduce attack suc-
cess rate by 25-52% across five benchmarks while preserving generation quality,
and it does so as a drop-in enhancement to existing trajectory-steering methods
without any model modification.

Our study focuses on a representative set of unsafe categories (e.g., nudity
and violence) and on CLIP-based embedding geometry; extending the coverage
principle to a broader taxonomy of harms and to other text-image encoders is a
natural next step. More broadly, we hope this work establishes blacklist design
as a first-class, optimizable component of safe generation, complementary to and
amplifying the steering methods it enhances.
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