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Fig. 1: The framework introduces the Ray Intersection Selector (RIS), which eliminates
redundant sampling to achieve high-throughput inference compared to volumetric
baselines. This explicit anchor-based representation facilitates seamless integration
with physics engines and robust part-level scene editing. Consequently, high-fidelity
reconstruction is maintained.

Abstract. Neural Radiance Fields achieve high-fidelity scene represen-
tation but suffer from costly training and rendering, while 3D Gaussian
splatting offers real-time performance with strong empirical results. Re-
cently, solutions that harness the best of both worlds by using Gaussians
as proxies to guide neural field evaluations, still suffer from significant com-
putational inefficiencies. They typically rely on stochastic volumetric sam-
pling to aggregate features, which severely limits rendering performance.
To address this issue, a novel framework named IRIS (Intersection-aware
Ray-based Implicit Editable Scenes) is introduced as a method designed
for efficient and interactive scene editing. To overcome the limitations of
standard ray marching, an analytical sampling strategy is employed that
precisely identifies interaction points between rays and scene primitives,
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Fig. 2: Overview of the IRIS pipeline. The rendering process begins with the Ray
Intersection Selector (RIS), which analytically determines the precise intersection
points between camera rays and 3D Gaussians, thereby significantly reducing the
number of required samples. In the subsequent Ray-Coherent Aggregation (RCA)
stage, local neural features are aggregated from these intersected primitives utilizing
Mahalanobis distance-based weighting to synthesize a continuous latent vector. Shallow
MLPs decode this representation into view-dependent color and material density, o.
Finally, the neural density is spatially modulated by the explicit Gaussian opacity and
integrated via point-based volumetric rendering to produce the final image.

effectively eliminating empty space processing. Furthermore, to address
the computational bottleneck of spatial neighbor lookups, a continu-
ous feature aggregation mechanism is introduced that operates directly
along the ray. By interpolating latent attributes from sorted intersections,
costly 3D searches are bypassed, ensuring geometric consistency, enabling
high-fidelity, real-time rendering, and flexible shape editing.

1 Introduction

The field of three-dimensional scene reconstruction and rendering has been trans-
formed by two competing paradigms: Neural Radiance Fields (NeRF) [16] and 3D
Gaussian Splatting (3DGS) [11]. NeRF represents scenes as continuous implicit
functions, excelling at capturing view-dependent effects and complex geometries
through neural synthesis. Conversely, 3DGS utilizes an explicit collection of
anisotropic Gaussians, enabling unprecedented rendering speeds and providing a
natural pathway for scene manipulation. As demand for interactive, physically
plausible 3D content grows, researchers have increasingly turned to hybrid repre-
sentations that aim to combine NeRF’s high-fidelity continuity with the explicit
control of 3DGS.

Despite their potential, current hybrid frameworks like EKS [30], particularly
those based on Gaussian-encoded neural fields, face a severe performance ceiling.
The primary bottleneck stems from the adoption of traditional volumetric render-
ing pipelines. In these systems, rendering a single pixel requires dense sampling
of numerous points along a camera ray. For each sampled point, the model must
perform a K-Nearest Neighbors (KNN) search to identify and aggregate features
from surrounding Gaussians, then pass them through a multilayer perceptron
(MLP). This dual burden of redundant ray sampling and computationally in-
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Fig. 3: Qualitative comparison on indoor scenes from the Mip-NeRF 360 dataset.
Reconstruction fidelity is evaluated against editable baselines: Radiance Meshes and
EKS. It is observed that IRIS consistently achieves superior visual quality, effectively
recovering high-frequency details that are blurred or lost in competing methods.

tensive KNN lookups scales poorly with scene complexity, often reducing frame
rates to non-interactive levels and hindering the integration of real-time physics
engines.

In this paper, IRIS (Intersection-aware Ray-based Implicit Editable Scenes) is
presented, a novel approach that fundamentally rethinks the interaction between
rays and neural-encoded Gaussians (see Fig. . It is observed that dense volu-
metric sampling is inherently inefficient when the underlying geometry is already
explicitly defined by Gaussian primitives. Consequently, instead of reliance on
blind stochastic sampling, an analytical ray-intersection strategy is employed. By
solving the intersection equations for a ray traversing an oriented ellipsoid, the
precise locations that require neural queries are identified, thereby aligning the
sampling process with the scene’s explicit structure (see Fig. [3).

The proposed framework offers three distinct advantages. First, the computa-
tional bottleneck of explicit 3D spatial searches is eliminated: local features are
aggregated directly along the ray using a sliding-window mechanism, bypassing
costly 3D KNN lookups. Second, the efficiency of the neural rendering pipeline
is maximized. Rather than relying on stochastic sampling that often queries
empty space, the proposed method focuses exclusively on structurally meaningful
intersection points. This ensures that every MLP evaluation contributes directly
to the surface reconstruction, eliminating the computational redundancy inherent
in standard volumetric integration. Finally, the explicit nature of the Gaussian
anchors is preserved, ensuring full compatibility with modern physics solvers
while simultaneously maintaining the high visual fidelity characteristic of neural
fields. Main contributions are as follows:
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Fig. 4: Sampling strategy comparison. The proposed Ray Intersection Selector (RIS)
(left) analytically determines precise interaction points with scene primitives, generating
meaningful samples in a single pass without processing empty space. In contrast,
standard volumetric sampling (right) relies on a heuristic, multi-stage process (coarse
and fine) that inherently allocates the computational budget to unoccupied regions.

— IRIS is introduced, utilizing the Ray Intersection Selector (RIS) to replace
heuristic probabilistic sampling with precise geometric intersections. This
approach eliminates empty space processing by evaluating only structurally
meaningful samples, significantly accelerating rendering throughput.

— A robust pipeline for topology-agnostic editing and physics simulation is
established. By leveraging explicit Neural Anchors with RIS, rendering in-
tegrity is maintained even when objects traverse beyond the initial training
volume, overcoming the spatial constraints of traditional grid-based methods.

— High rendering efficiency and scalability are achieved while maintaining
competitive visual quality within the class of editable neural representations.
The proposed framework mitigates the quality-efficiency trade-off, delivering
reconstruction fidelity that is competitive with leading static representations
in complex environments.

2 Related Works

Recent technological advances in 3D reconstruction based on photographs have led
to the development of various models, such as NeRF and Gaussian splatting
(GS) [11]. Currently, solutions that combine the best features of both methods,
using Gaussian distributions as a proxy for guiding neural field evaluations,
still suffer from significant computational inefficiency. These methods employ
stochastic volumetric sampling for feature aggregation, a process that imposes a
severe penalty on rendering speed . Editing 3D scenes represented by NeRFs
has consequently become an active research area. A first line of work focuses
on semantic-level editing, including object insertion and removal within learned
radiance fields . A complementary direction addresses geometric editing
directly within the NeRF framework Conerf , , Editablenerf . RIP-
NeRF introduces a novel point-based radiance field representation as the
network input. RIP-NeRF introduces a novel point-based radiance field
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representation as the network input. NeuralEditor |5] rendering scheme based on
deterministic integration within K-D tree-guided density-adaptive voxels. NeRF-
Editing [27] and NeuMesh [26], which found correspondence between the extracted
explicit mesh representation and the implicit neural representation of the target
scene. This enables the use of mesh editing tools for NeRF model editability. |[8]
propose to combine neural implicit representations for appearance modeling with
neural ordinary differential equations (ODEs) for modelling physical phenomena
to obtain a dynamic scene representation that can be identified directly from
visual observations. Neuphysics [19] used a differentiable physics simulator to
connect the neural field and its corresponding hexahedral mesh.

In the context of 3DGS-based models such as SuGaR [6], similar to them
we also can use an estimated mesh that allows for the editing of Gaussian
representations. GASP [4] uses flat Gaussians as the base model, which are
then parameterised using a soup of triangles. Editing resembling a triangle-
based method rather than a point-based method. In contrast, PhysGaussian 25|
operates directly on Gaussian distributions, whereas DreamPhysics [9] infers the
physical attributes of 3DGS based on video diffusion priors. Finally, Radiance
Meshes [15] represent radiance fields using constantly density tetrahedral cells,
enabling exact and fast volume rendering via hardware-native rasterization. Their
use of a Zip-NeRF-style [3] backbone allows for robust optimization, supporting
real-time view synthesis as well as editing and physics-based simulations.

3 IRIS - model

The proposed framework is designed as a hybrid representation that unifies the
efficiency of explicit geometry with the continuity of implicit neural fields. An
overview of the pipeline is illustrated in Fig. 2] The method operates by param-
eterizing the scene as a set of Neural Anchors-explicit 3D Gaussian primitives
serving as spatial carriers for learnable latent features. To render the scene,
the Ray Intersection Selector efficiently identifies relevant interaction points,
bypassing dense volumetric sampling. Subsequently, a continuous latent field is
synthesized using the Ray-Coherent Aggregation mechanism and decoded by
a neural network into volumetric properties, which are then accumulated to
produce the final image.

Hybrid Gaussian-Neural Representation The scene is parametrized
as a set of unstructured Neural Anchors, formally defined as a collection of N
primitives

P=f(N( ; ):i1sF)ol;:
This architecture utilizes explicit primitives as spatial anchors for the implicit
scene representation, thereby binding neural features to movable geometry to
facilitate editing.

The geometric structure of each anchor is represented by 3D normal distribu-
tion. Specifically, its spatial extent is parametrized by a mean position ,; 2 R?
and a 3D covariance matrix ;. The geometric influence of the i-th anchor at any
spatial point X is determined by the following Gaussian density N (X; ;; ).
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To allow for valid optimization, the covariance matrix ; is factorized into a
rotation matrix R; stored as a quaternion and a scaling vector S;. Additionally,
a logit parameter !; 2 R is maintained to control the opacity and existence
probability of each primitive.

Beyond geometry, each anchor carries a high-dimensional latent feature vector
T, 2 RP. This vector serves as a localized neural embedding that encodes com-
pressed scene properties, such as texture or material density. These embeddings
are designed to be decoded by a Multi-Layer Perceptron (MLP), effectively
allowing the discrete anchors to support a continuous neural field representation.

To ensure high-fidelity reconstruction, the feature vectors are initialized
using a multi-resolution H.,. Hash Grid strategy. During the training phase,
T, is queried from the grid based on the anchor’s position ,, enforcing spatial
consistency. For inference, this dependency is severed, and the optimized features
are explicitly stored within the primitives. This ensures that the neural features
remain strictly attached to their respective anchors during deformation, enabling

topology-agnostic editing without grid warping.

Ray Intersection Selector (RIS)
Efficient volumetric rendering relies
heavily on identifying high-density re-
gions to allocate Samp]es effectively. Table 1: Quantitative analysis. TS: Trian-
To achieve this, we introduce the Ray gl Splatting, RM: Radiance Meshes (“re-

Intersection Selector (RIS), which re- evaluated). IRIS achieves state-of-the-art fi-
duces the sampling process to a precise delity on Deep Blending and competitive
geometric intersection problem rather performance on Tanks&Temples, confirming

e . . R its overall robustness against all baselines.
than a probabilistic estimation. By &

. . Deep Blending Tanks&Temples
leveraging the explicit nature of Neu- drjohnson playroom| train  truck | Avg.
ral Anchors, RIS completely eliminates Static
the need for heuristic geometry search- 'NG6P 28.26 2167 | 2046 2338 |23.44
. 1 " k MNeRF360 29.14 29.66 19.52 2491 |25.81
g or auxihiary HEetworks. 3DGS 2877 | 30.04 | 2110 2519 [26.27

. . Ts 2891 2035 | 21.33 24.94 |26.13

This analytical approach stands TS,
in stark contrast to eXiSting meth- RM? 28.96 30.19 21.72 24.70 |26.39
ods, which typically rely on heuristic Eks 29.22 29.67 | 20.06 22.49 |25.36
or stochastic means, often introduc- ‘RIS 2033 082 | 2146 24.01 |26.28

ing significant computational overhead.

For instance, Nerfacto |21] employs a

Proposal Sampler that requires querying an auxiliary neural network to estimate
density distributions prior to the main rendering pass. Similarly, Instant-NGP [18]
uses an Occupancy Grid to skip empty regions, but this requires ray marching
through a voxel grid and periodic queries of the density field to update occupancy
bits. Furthermore, classical approaches such as Mip-NeRF [1] rely on hierarchical
sampling (coarse-to-fine), thereby requiring two passes of volume integration per
pixel. Crucially, by decoupling the sampling domain from static global structures,
our method inherently enables rendering objects that have been manipulated
and moved entirely outside the established training bounding box.
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