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Abstract. Gaussian Splatting (GS) has emerged as a dominating tech-
nique for image rendering and has quickly been adapted for the X-
ray Computed Tomography (CT) reconstruction task. However, despite
its growing popularity, the benefits of GS are typically not substantial
enough to motivate a transition from well-established reconstruction al-
gorithms. This paper addresses the most significant remaining limita-
tions of the GS-based approach by introducing FaCT-GS, a framework
for fast and flexible CT reconstruction. Enabled by an in-depth optimiza-
tion of the voxelization and rasterization pipelines, our new method is
significantly faster than its predecessors and scales well with projection
and output volume size. Furthermore, the improved voxelization enables
rapid fitting of Gaussians to pre-existing volumes, which can serve as a
prior for warm-starting the reconstruction, or simply as an alternative,
compressed representation. FaCT-GS is over 4x faster than the State of
the Art GS CT reconstruction on standard 5122 projections, and over
13x faster on 2k projections. Implementation and data available through:
https://papieta.github.io/fact-gs/\
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1 Introduction

In X-ray Computed Tomography (CT), the reconstructed 3D volume is obtained
from a set of acquired X-ray projection images (or views), with reconstruction
quality strongly dependent on the number of available projections. In sparse-view
tomography, the number of projections is small, requiring specialized algorithms
to achieve the best possible reconstruction quality.

Classical sparse-view reconstruction algorithms [2}5,[23]/59] provide fast re-
sults, but often suffer from residual artifacts and reduced fidelity, motivating con-
tinuous research into alternative, typically more advanced, approaches. Recently,
novel scene representation techniques have been adapted to CT data [9.58l/75-77|
where they demonstrated a substantial improvement in reconstruction quality,
albeit at a significantly increased computational cost. The current State of the
Art (SotA) approach, R%-Gaussian |76], is one of the few papers to directly
address the performance-quality tradeoff by implementing a complete Gaussian
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Fig. 1: Reconstruction results of select baselines and FaCT-GS given a fixed time for
a certain problem size. FaCT-GS provides superior CT reconstruction capabilities and
scales exceptionally well with increasing projection size.

Splatting-based CT reconstruction pipeline, achieving both much faster execu-
tion time than its predecessors and better performance. Despite these advance-
ments, learning-based approaches are not mature enough to serve as a practical
alternative to classical methods. Even R2-Gaussian requires more than 9x longer
execution than a well-established and effective FISTA , when reconstructing
from a set of 75 projections of size 512x512 pixels. While such resolution is
standard in diagnostic imaging, modern scanners routinely operate at 1k and
2k resolutions, substantially increasing the computational burden of the recon-
struction.

To facilitate the adoption of modern sparse-view reconstruction techniques,
their performance must be better aligned with the practical requirements of the
CT community. Motivated by this need, we introduce FaCT-GS, a fast and scal-
able Gaussian Splatting-based CT reconstruction pipeline. Inspired by recent
advances in Gaussian Splatting acceleration, we re-implement and accelerate all
core components of the reconstruction process, reducing execution time to ap-
proximately 2 minutes per scan (on 75 projections of 5122 size), with competitive
results after only 45 seconds. Moreover, our pipeline exhibits substantially im-
proved scalability, generating high-quality reconstructions in about 1 minute for
1k projections and 4 minutes for 2k projections (Fig. .

We also redesign the model initialization strategy and propose two novel
schemes: one based on the gradient of an FDK reconstruction, and one leverag-
ing a pre-existing volumetric prior. The latter brings us closer to the capabilities
of most classical algorithms, enabling an efficient warm start of the optimization
process. Finally, we highlight the compression properties of GS models, demon-
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strating that fitting them to a volume results in a quality—compression tradeoff
comparable to representing the data as a stack of 2D JPEG images.

2 Background and Related Work

CT imaging and reconstruction When capturing X-ray projection data,
the X-ray beam passes the scanned object on its way from the X-ray source to
the detector. The beam is attenuated by the constituents of the scanned object,
and the resulting intensity measured at the detector reflects the total attenuation
along the beam path. By collecting projections from many directions — typically
at least several hundred — it is possible to reconstruct a dense 3D representation
of the object. Although CT reconstruction is an inverse and ill-posed prob-
lem, under favorable conditions, a fast and deterministic Feldkamp—Davis—Kress
(FDK) algorithm [19] can yield highly accurate volumetric reconstructions.

In many practical scenarios, the number of collected projections has to be
limited. Each projection costs time and contributes to the cumulative dose of
ionizing radiation — a problem especially critical in medical imaging [7}/47]. Addi-
tionally, physical constraints of the scanning geometry may restrict the angular
coverage or projection count [21}34.142]. When the number of projections is in-
sufficient — so-called sparse-view tomography — FDK reconstructions suffer from
pronounced artifacts and degraded image quality that are not directly caused
by the projection data.

Traditional sparse-view tomography A wide range of algorithms has
been proposed to address reconstruction under limited projection conditions.
In the majority of cases, these methods rely on iterative optimization proce-
dures that drive the solution toward a global optimum, leading to an inherent
tradeoff between reconstruction quality and computational cost. Such iterative
algorithms can be broadly divided into two groups: algebraic and learning-based.
Classical algebraic methods, such as SIRT [23|/SART [2], ASD-POCS [59], and
FISTA [5], formulate the tomographic inverse problem as a system of equations
augmented with explicit smoothness or sparsity priors. Among these, FISTA is
often preferred in practice due to its low computational cost (less than 1 minute
per scan on 5122 px projections) and flexibility, allowing for non-differentiable
regularization terms.

Learning-based methods and NeRFs With the rise of deep learning,
the research focus shifted toward data-driven reconstruction approaches 1,316}
33162|, often achieved through a combination of neural and standard reconstruc-
tion components. Importantly, they typically do not support a complete self-
supervised framework — a limitation which has been largely overcome through
the recent advent of neural scene representations and Neural Radiance Fields |11}
4811491/611/72,/73|, and their adaptation to CT [9L[15L|41}145/55,58,/70L/75,/77]. These
methods represent the volume using compact MLP-based field models, enabling a
simple and flexible abstraction of the reconstruction process. Here, most notable
mentions are IntraTomo [75], NAF [77], and NeAT [58|, as the first successful
implementations, and SAX-NeRF [9], as a slower, but best-performing model
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so far. Despite their impressive reconstruction quality, NeRF-based methods re-
main substantially slower than classical algebraic techniques, typically requiring
15-30 minutes per scan. Calculating each pixel in a CT projection requires mul-
tiple neural network queries along the path of the X-ray, limiting the scalability
of these methods.

Gaussian Splatting  Most recently, Gaussian Splatting (GS) methods
have emerged as a powerful alternative for scene representation [20}251/37,/39,/43]
461|63},69,[78|. The core of their approach is modelling a scene through a collec-
tion of optimized 3D Gaussians, offering several advantages over NeRFs. Most
importantly, 3D Gaussians can be projected analytically onto a 2D plane, elim-
inating the expensive per-ray query process. To date, only a handful of works
have explored Gaussian Splatting for CT imaging and reconstruction [8,22,[31}
40,66.74.[76], with the most notable one being R2-Gaussian |76 standing out as a
complete pipeline tailored to the assumptions and requirements of CT imaging.
Compared to NeRF-based methods, R2-Gaussian reports a reduced reconstruc-
tion time of approximately 10-15 minutes per scan, with satisfactory results
available after just 3-4 minutes, positioning Gaussian Splatting as a particularly
promising approach for CT reconstruction.

Gaussian Splatting acceleration A growing body of concurrent works
focuses on accelerating the Gaussian Splatting pipeline [17}18,|24}/26-28L|46}, 53]
56,67], primarily in the context of neural scene representation. While many of
the proposed strategies are effective, only a subset can be directly transferred to
CT reconstruction, often requiring careful adaptation and re-evaluation. In this
work, we adopt several of the most established and impactful techniques, while
also proposing improvements targeted specifically for CT reconstruction.

3 Method

Our overall CT reconstruction pipeline is built upon that of R2-Gaussian |76],
which itself is derived from the original Gaussian Splatting for scene representa-
tion |37]. The attenuation field to be reconstructed is modelled with a collection
of learnable 3D Gaussian kernels G2, with each forming a density field:

1 _
G x| pipZ) = prow () Z xop)) ()

where i is the index of the Gaussian, x € R? is a position in space, and p;,
pi € R? and X; € R3*3 are the learnable parameters representing density, mean
and covariance of the Gaussian. In contrast to neural scene representation, X-ray
attenuation is not view-dependent, so the represented attenuation at x can be
directly computed through density summation of contributing splats:

M
o(x) = ZGf (x| pisPi, Xi) - (2)
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Fig. 2: FaCT-GS optimization pipeline. We propose two initialization schemes: one,
based on the gradient of the FDK reconstruction from collected projections, and one
based on the Gaussians fitted directly to a prior volume. We accelerate the core compo-
nents of the pipeline: rasterization, voxelization, and compute-intensive loss functions.

3.1 Initialization

When no prior information is available, Gaussians are initialized from a low-
quality FDK reconstruction, with background regions removed via thresholding.
In existing approaches, Gaussian means are typically sampled with probability
proportional to the reconstruction intensity . We instead sample with
probability proportional to the gradient magnitude, which ensures Gaussians are
primarily located near high-frequency features . Gaussian densities are set
based on the reconstructed intensities at the sampled positions and scaled down
by a factor k = 0.15. Each Gaussian is initialized with zero rotation (diagonal
covariance matrix), and its scale is set equal to the nearest-neighbor distance.

3.2 X-ray rasterization

X-ray rasterization maps the set of Gaussians onto a discrete 2D image repre-
senting an X-ray projection. Each pixel value of a projection image is an integral
of X-ray attenuation along a ray path r(¢) [50], which can be translated to a sum
of integrals over the Gaussians intersected by the ray:

M ~ ~
10) =Y [ G2 (v00) | i Z0) dt. x(0) = %o +1d, 0
i=1

where I(r) denotes the rendered pixel value, and X, p;, X, and d are the x, p;,
¥; and ray direction projected into the ray/detector space. CT acquisition is
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commonly described using either a parallel-beam geometry, where rays are per-
pendicular to the detector plane, or a cone-beam geometry, where rays emanate
from a single small source. The former involves simple view transformations,
while the latter is typically described with a pinhole camera model [19}/50].

Since a projection of a 3D Gaussian to a plane yields a 2D Gaussian, Eq.
can be simplified to:

-y c: (1 pipi . Bi 21) . (4)

i=1

where X, p; and X, are the %x,p; and X projected onto the 2D detector plane,
and p; is an integration factor introduced in [76]. For efficiency, contributions

are accumulated only for Gaussians satisfying |X—p;| < 3Amax (), with Avax
signifying the largest eigenvalue.

3.3 Voxelization

Voxelization discretizes the 3D space into a regular grid and accumulates Gaus-
sian contributions within each voxel, producing a dense volumetric represen-
tation of the reconstructed object. Algorithmically, voxelization is simpler than
rasterization, as it avoids mapping and projecting the Gaussians onto a 2D plane.
In practice, however, it is substantially more computationally expensive due to
the cubic growth in the number of grid elements.

3.4 Optimization Loop

During reconstruction, the Gaussians are rasterized into a 2D image (I,) and
compared to the available projection data (I ) using L1 loss (£1) and SSIM
loss (Lssiv) 68]. Similarly to [76], at each iteration, we also voxelize a small,
randomly sampled section of the volume (Vs), but increase the sampling size
from 8% to 323. On that volume, we calculate 3D total variation (L1v) as a
homogeneity regularization prior. The total loss at each step is thus:

Liotal = L1 (I, Igt) + assiv Lssim (I, Igt) + arv Loy (Vaos) , (5)

where agsiy and apy are SSIM and TV loss weigths, respectively. In the back-
ward pass, the loss is used to prune, clone, or split the Gaussians (Adaptive
Control), and to adjust their parameters based on the propagated gradient. A
visualization of the reconstruction optimization loop can be found on Fig. 2]
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3.5 Code acceleration

Voxelization and rasterization Prior works identify two primary perfor-
mance bottlenecks in the original rasterization kernels: inefficient splat bounding
and backward pass stalling [171/26]/271/461/56//67]. The former arises from the use of
square bounding boxes for Gaussian-shaped ellipses, which substantially overes-
timates the affected region for anisotropic and transparent Gaussians. Here, we
follow [271/56,67] and constrain the range using axis-aligned, rectangular bound-
ing boxes with factored-in density. The second bottleneck originates from the
per-pixel backward pass calculation: neighboring pixels often contribute gradi-
ents to the same Gaussian, leading to frequent write conflicts and warp stalls.
In line with [46], we address this issue by reformulating the backward pass in a
per-Gaussian manner, thereby eliminating the majority of conflicts.

We further clean up and streamline the pipeline to better match the require-
ments of CT imaging. In standard GS, splat contributions are accumulated in
a specific order to model view-dependent occlusion. In CT, however, the inte-
gration order along the ray has no effect on the measured signal. While this
realization was already highlighted in R2-Gaussian, the ordering logic was not
actually removed from the pipeline, incurring unnecessary overhead. We there-
fore remove it entirely. Finally, we reduce memory traffic by coalescing function
parameters into compact float4 structs, combining position and radius in the
voxelizer, and conics (projected covariances) with p in the rasterizer.

Kernel evaluation We evaluate the performance impact of the optimized
kernels using a simple, synthetic test case, and compare them against the base-
line implementations from R?-Gaussian [76|. Gaussians are initialized with zero
rotation and a uniform isotropic scale, and two test regimes are considered: (1) a
fixed number of Gaussians (Ng = 20,000) with varying image and volume reso-
lutions (Fig. , and (2) a fixed image or volume size (approximately Npx &~ 10°
pixels) with varying Ng (Fig. [3b)).

Across all evaluated settings, execution times approximately follow power-
law scaling, with the proposed kernels significantly outperforming the baseline
rasterizer and voxelizer. For instance, on the same GPU (RTX 4070 Ti SUPER),
a baseline rasterizer requires 210 ms to process a 2K image, while ours completes
the same task in 9.3 ms, corresponding to a 22x acceleration. The computational
cost of voxelization discussed in Sec. [3-3] implies that, in typical scenarios, a
voxelized volume contains up to /Npx times more elements than a rasterized
projection. This relationship, combined with the observed power-law scaling,
indicates that the proposed acceleration has the most profound impact on the
voxelization stage.

Optimization pipeline The accelerated GS pipeline is no longer domi-
nated by the rasterization/voxelization step. A substantial fraction of the run-
time is spent in the forward and backward propagation through the individual
operations of the loss functions. By fusing these operations within dedicated
CUDA kernels, it is possible to reduce memory traffic and launch overhead. We
apply this strategy to the most computationally expensive loss components:
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Fig. 3: Effective acceleration of the rasterization and voxelization components enabled
through CUDA kernel optimization. Outlined relationships follow a power law. Plotted
in log scale, baselines sourced from R2-Gaussian [76].

1. We replace the 2D SSIM loss (Lgsim) calculation with the fused-ssim [46]
implementation, accelerating this step by 5 — 8 times,

2. We introduce a fused CUDA kernel for 3D SSIM loss, reaching an 11 x accel-
eration. Although inspired by fused-ssim [46], directly extending its logic to
3D would force an excessive use of thread block shared memory. Instead, the
depth dimension is processed using a ring buffer, with each thread operating
on a single Z-axis row.

3. We implement a custom fused CUDA kernel for the 3D total variation loss
(L1v), reaching a 3x acceleration for the Vg3 volume.

3.6 Volume prior initialization

In established algebraic reconstruction methods such as SIRT or FISTA, the
optimization can be warm-started from a volumetric prior (e.g., an existing re-
construction of the same or similar object), which — depending on the degree of
similarity — can substantially accelerate convergence. For GS-based reconstruc-
tion, the most equivalent approach would either be to introduce a voxelizer-based
Gaussian fitting stage (Fig. [2, Option II) or, more indirectly, to generate syn-
thetic projections from the prior volume and pre-fit the GS model to this data.
Both approaches have so far remained largely unexplored.

Following the optimization of the GS pipeline, voxelization becomes fast
enough for regular use during fitting. This makes the voxelizer-based strategy
both more direct and likely more effective. The procedure begins with a variant
of the gradient-based Gaussian initialization (Sec. , where gradients are ex-
tracted from the ground-truth volume (Vy4), followed by an optimization loop.
At each step the current Gaussian representation is voxelized (V;) and evaluated
against Vg using £, and a 3D variant of Lggiv (weighted with assiv):

£tota1 = ‘Cl (Vh Vgt) + assivm ESSIM (Vr; Vgt) . (6>

While — due to the number of processed voxels — a single step of this pipeline
is slower than that of the reconstruction, the directness of the fitting process sig-
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nificantly decreases the number of necessary iterations. Furthermore, especially
in the context of a reconstruction task, it may be neither necessary nor desirable
to fully maximize the prior representation accuracy.

4 Experiments

4.1 Performance evaluation

For evaluation, we compare FaCT-GS against a representative set of sparse-
view CT reconstruction methods. From the traditional approaches, we choose
FDK [19] as a baseline, SIRT [23| with a non-negativity constraint as a clas-
sical algebraic method, and FISTA [5| with total variation regularization due
to its effectiveness and widespread adoption in the CT community. From the
learning-based approaches, we restrict our experiments to methods that provide
a complete self-supervised pipeline. IntraTomo [75] and NAF [77] are chosen to
represent NeRF-based solutions, while R?-Gaussian [76] serves as the current
SotA Gaussian Splatting—based method. SIRT and FISTA are executed for 600
and 100 iterations, respectively, where one iteration corresponds to processing
the full set of projections. Hyperparameters for the learning-based methods are
kept consistent with their original implementations. For direct comparability, R2-
Gaussian and FaCT-GS are both initialized with 50,000 Gaussians and trained
for 400 iterations. A small section of experiments was also run for SAX-NeRF [9].
Although it outperformed IntraTomo and NAF in reconstruction quality, its ex-
ecution time (3—4 hours per scan) renders it impractical for routine use. It is
therefore excluded from further evaluation.

We perform reconstruction on the test dataset introduced in |76], which com-
prises 15 real CT volumes with synthetically generated projections derived from
publicly available datasets [4,381[57,/65], as well as 3 cases with real projection
data from the FIPS dataset [64]. In all experiments, reconstructed volumes have
a resolution of 2563. Projection sizes are set to 5122 for synthetic cases and
5602 for real acquisitions. Following |76], we evaluate three sparse-view settings
with 25, 50, and 75 projections. All experiments were run on the same machine
with an NVIDIA H100 GPU using CUDA 12.8.1. The three traditional meth-
ods, FDK, SIRT, and FISTA, were run using the Core Imaging Library version
25 [36},54] with TIGRE [6] as the backend.

Quantitative performance results are summarized in Tab. [IL A full FaCT-
GS optimization run requires at most 1 minute and 52 seconds (and only 38
seconds in the 25-view setting), achieving the highest SSIM and the second-
highest PSNR. across all methods. Compared to R2-Gaussian, under the same
number of iterations, FaCT-GS provides more than a 4.5x speedup. Notably,
after only 150 iterations, FaCT-GS already surpasses all competing methods in
SSIM (matching R2-Gaussian at 400 iterations), while requiring less than 45 s of
fitting. This makes FaCT-GS the only learning-based approach that outperforms
FISTA both in terms of speed and reconstruction quality.
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Table 1: Quantitative results on the 5122-projection dataset from |76]. Colors signify
best, second-best, and third-best numbers. FDK reconstruction was instantaneous.
Qualitative comparison of the reconstructions can be found in Supplementary Material.

75-view 50-view 25-view

PSNR SSIM Time PSNR SSIM Time PSNR SSIM Time
FDK 26.76 0.388 - 24.42 0.296 - 20.69 0.181 -
SIRT 33.96 0.844 2ml13s 32.54 0.815 1m37s  30.11 0.764 1mT7s
FISTA 37.07 0.934 55s 35.85 0.923| 46s 33.51 0.898 39s
IntraTomo 29.67 0.829 29m24s 29.24 0.821 19m40s 28.71 0.808 9mb1s
NAF 35.76 0.903 33m21s 34.41 0.891 22ml4s 31.61 0.849 11m8s
R2-Gaussian 39.04 0.946 9m 38.09 0.939 5m46s | 35.23 0.912 2m44s
FaCT-GS (Ours) 39.05 0.950 1mb2s | 37.97 0.943 1ml5s [35.33 0.92 38s

FaCT-GS at 150 iter. 38.33 0.946 43s 37.34 10.939  29s 34.86 0.914 15s

4.2 Scaling capability

We choose the three best-performing methods from Tab. [1|(FISTA, R2-Gaussian,
and FaCT-GS) and evaluate how well their runtime scales with increasing pro-
jection and volume size. For this purpose, we use a large CT scan of a coral
(Fig. , and downscale it to volume sizes ranging from 256 to 1024%. From
each volume instance, we generate 50 projections, each with the width of twice
the volume width (from 5122 to 20482) — similarly to the data used in Sec.
As larger volumes contain proportionally more structural detail, both
FaCT-GS and R2-Gaussian require an increased number of Gaussians to main-
tain reconstruction fidelity. We therefore double the Gaussian count for each
doubling of projection/volume width, starting with 50,000 Gaussians for the
projection size of 5122. For each reconstruction, we evaluate two scenarios:

1. Training each method for the same, predefined number of 100 iterations
(Niter = 100) — simulating a user manually comparing the methods.

2. Training each method until it reaches 0.9 SSIM score — testing the actual
convergence capability of each method.

In Scenario 1 (Fig. , FaCT-GS achieves the fastest iteration speed across
all reconstruction sizes. At the smallest volume, it is already 2x faster than
FISTA and 4x faster than R2-Gaussian, and this advantage grows with increas-
ing resolution. At the largest volume, FaCT-GS provides a 31.5x speed-up over
FISTA and a 13x speed-up over R?-Gaussian, indicating that both competing
methods scale substantially worse in iteration speed. In Scenario 2 (Fig. [4b)),
FISTA reaches an SSIM of 0.9 in the fewest iterations, which provides a modest
advantage at the smallest reconstruction size. As projection and volume dimen-
sions increase, this advantage is offset by FISTA’s steeply rising per-iteration
cost, causing its total runtime to grow faster than both RZ?-Gaussian and
FaCT-GS. R2-Gaussian requires the most iterations, but its iteration time scales
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Fig. 4: Impact of increasing volume and projection size on the performance of chosen
methods. For larger data sizes, FaCT-GS performs exceptionally well, providing faster
and better reconstruction than both FISTA and R?-Gaussian at a fraction of the execu-
tion time. R2-Gaussian iteration speed scales better with data size, but FISTA reaches
convergence quicker.

more moderately and its overall runtime intersects with FISTA at the largest
tested volume. FaCT-GS requires more iterations than FISTA but fewer than
R2-Gaussian, while maintaining the lowest per-iteration cost across all resolu-
tions. Consequently, FaCT-GS is the fastest method for all but the smallest
reconstruction size, improving from 0.8x to approximately 16x FISTA’s speed
as reconstruction size increases.

4.3 Initialization evaluation

To assess the effectiveness of the two proposed initialization strategies, we con-
struct a small dataset containing four realistic instances of volume pairs, where
one volume serves as the reconstruction target and the other as a prior. The
dataset includes two brain MRI scans and two pancreas CT scans from the
Medical Segmentation Decathlon [60], two walnut CT scans—one from the R2-
Gaussian/FIPS dataset [64,76] and one from HDTomo [35] (also used in Fig.[I)),
and a pair of cricket CT scans from the BugNIST dataset [32]. All volumes are
preprocessed using the same settings as in Sec. [£.1] with 50 synthetic projections
generated from each target volume.

For each instance, we compute the 3D SSIM score between the target volume
and the output from four initialization strategies:

1. FDK Intensity: Baseline intensity-based Gaussian mean sampling from the
FDK reconstruction of the 50 projections.

2. FDK Gradient: Our gradient-based sampling variant of the above.

3. Prior applied directly: Direct use of the prior volume for initialization,
as carried out in algebraic methods such as SIRT or FISTA.

4. FaCT-GS Rapid volume fit: Our prior-based initialization via a dedicated
rapid volume fitting stage.
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Fig.5: Comparison of the output of reconstruction initialization strategies on four
examples with a similar prior volume available. Gradient-based sampling better outlines
the high-frequency features than intensity sampling. FaCT-GS rapid volume fitting
demonstrates a similar impact as using the prior directly — a standard approach in
algebraic methods.

For the last method, the volume fitting pipeline is executed for 50 iterations,
incurring an additional overhead of approximately 2 seconds.

The results are shown in Fig. 5] In all cases, the gradient-based approach
provides an initial state with a moderately higher SSIM than intensity-based
sampling, producing cleaner and more consistent delineation of edges and high-
frequency structures. Both warm start strategies demonstrate the substantial
benefit of incorporating a volumetric prior, achieving significantly higher SSIM
scores than the FDK-based initializations. Our prior-integration strategy within
the Gaussian Splatting pipeline attains the highest SSIM, indicating that the
proposed approach successfully recreates the warm-start capability known from
algebraic methods, and confirming that a rapid 50-iteration fitting stage is suf-
ficient for effective reconstruction initialization.



FaCT-GS: Fast and Scalable CT Reconstruction with Gaussian Splatting 13

Table 2: Quantitative evaluation of volume
fitting and compression.

Size (MB) SSIM PSNR

Ground Truth

g Raw, float32 64 - -
S < A uint8 (zipped) 4.52  0.999 114.9
8. X Dgrs 2D jpeg stack 0.92 0.981 44.5
B ’ e FaCT-GS (Ours) 0.84 0.976 44.2
= SSIM: 0.974 SSIM: 0.985 SSIM: 0.997

Fig. 6: Qualitative examples of the vol-
ume fitting result.

5 Volume fitting and compression

Beyond enabling prior-based initialization, the volume fitting stage can be ap-
plied as a standalone optimization procedure, yielding a complete Gaussian rep-
resentation of an arbitrary input volume. To demonstrate this capability, we per-
form volume fitting on all ground-truth volumes from the R2-Gaussian dataset.
Each model is optimized for 500 iterations using 40,000 Gaussians, resulting in
an average fitting time of 19 seconds.

The Gaussian representation can also serve as an efficient storage format.
Each 3D Gaussian is parameterized by 11 values: a 3D position, 3D scale, 4D
quaternion, and 1D density. Zhang et al. [78] demonstrated in the context of 2D
image compression that this representation can be quantized to float16 with
negligible quality degradation. Following this strategy, we reduce the storage size
of each 3D splat to 11 x 2 = 22 bytes.

Importantly, in CT imaging, preserving information fidelity is often prior-
itized over storage efficiency, making volumetric compression a relatively un-
derexplored area. Typically, volumes are stored either in raw float32 format,
converted to uint8 (optionally combined with ZIP compression), or serialized
as stacks of 2D JPEG images. More advanced and specialized compression tech-
niques have been proposed [29}[30,/44,51], but they are rarely used in practice.

For GS-based CT reconstruction, however, the Gaussian representation al-
ready is the most information-rich form of the reconstructed data. Given the
proposed fast voxelizer, directly storing the Gaussian representation and vox-
elizing it on demand becomes a natural and efficient strategy. We therefore use
the volume fitting task as a proxy for evaluating the compression properties
of the Gaussian representation. We compare its storage size and representation
quality against the raw volume as well as two practical baselines: ZIP-compressed
uint8 volumes and stacks of 2D JPEG images.

Both the qualitative (Fig. @ and quantitative (Tab. [2)) results demonstrate
that voxelizer-based fitting enables accurate representation of arbitrary volumes,
with the Gaussian-based representation reaching a near-perfect average SSIM
score of 0.976 — much higher than any of the reconstruction methods from Tab.
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The quantized Gaussian models require only 0.84 MB of storage, yielding
a higher compression ratio than zipped uint8 and a slightly higher ratio than
a stacked JPEG representation. In terms of fidelity, the Gaussian representation
exhibits a lower quality than uint8 (which is effectively near-lossless), and per-
forms comparably to the JPEG stack.

6 Discussion and Limitations

Performance and scalability = The results in Secs. and [£:2] demonstrate
that FaCT-GS achieves superior reconstruction quality at a lower execution
time, with the performance gap widening as projection and volume resolution
increase. The ability to reconstruct high-resolution volumes within 1-4 minutes
has a profound impact on the efficiency and scalability of CT imaging, enabling
time-sensitive applications such as in-line industrial inspection or time-resolved
acquisition.

While the observed gains stem primarily from the introduced optimizations,
there is also a structural advantage inherent to GS-based reconstruction. Alge-
braic methods such as FISTA or SIRT iteratively update a discrete 3D voxel grid,
making their computational cost dependent on both projection resolution and
volume size. In contrast, GS-based reconstruction depends primarily on projec-
tion resolution — through rasterization logic, while a complete voxelization may
only be done once at the end of optimization. Although larger volumes may re-
quire more Gaussians, their number typically scales much more slowly than the
total voxel count. A similar volume-independence applies to NeRFs. However,
their significantly higher per-iteration cost makes this benefit less impactful.

An inherent limitation of the method is the requirement to manually select
the number of Gaussians. Although adaptive control mitigates the potential
negative impact of a sub-optimal choice, to our knowledge, no clear guidelines
exist for determining the exact splat count for a given CT reconstruction task.
At the same time, we observe that increasing the initial number of Gaussians
often yields only marginal improvements (demonstrated in the Supplementary
Material). In contrast, algebraic methods do not require such design choices
and may therefore remain attractive in certain scenarios, despite their lower
reconstruction performance.

Warm start impact  Our experiments in Sec. [£.3]focus on demonstrating
that — similarly to classical algebraic methods — the proposed strategy initial-
izes the optimization closer to a state with a high-quality solution. It is implic-
itly assumed that reaching that solution then requires fewer iterations than in
the cold-start scenario. In practice, however, identifying non-trivial cases where
this assumption can be confirmed is not always straightforward. Nevertheless,
variants of warm-start strategies are successfully applied in many related con-
texts [12,/13)/52], and there exist several practical, albeit relatively trivial, scenar-
ios where the lack of warm-start capability is a clear disadvantage. These include
repetitive scans of identical or highly similar objects, long-term patient monitor-
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ing, or multi-resolution imaging. A small study on the impact of our warm start
strategy on reconstruction speed is included in Supplementary Material.
Compact Gaussian representation In Sec.[5] we demonstrate the vol-
ume fitting capabilities of FaCT-GS and show that the resulting Gaussian state
has similar compression parameters to a 2D JPEG stack. This property is partic-
ularly relevant for CT data, where volumetric datasets frequently reach tens to
hundreds of gigabytes. Moreover, prior work suggests that the Gaussian repre-
sentation can be used directly for downstream processing and analysis [10414}71],
further limiting the need for generating and storing the voxelized representation.

7 Conclusion

Enabled by systematic optimization of the core rasterization, voxelization, and
loss components, FaCT-GS consistently outperforms existing sparse-view recon-
struction methods across both standard and high-resolution settings. This per-
formance advantage, combined with the information-dense Gaussian represen-
tation for both reconstructed and pre-existing volumes, as well as the proposed
warm-start capability, positions FaCT-GS as a practical, efficient, and versatile
tool, ready to be adapted in modern CT workflows. Implementation and data
used in the study can be found at https://papieta.github.io/fact-gs/\
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