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Abstract. Integrating macro-scale radiology and micro-scale pathology
provides complementary insights crucial for precision oncology. How-
ever, this integration is often hindered by modality discrepancy. The fea-
ture embeddings from heterogeneous foundation models reside on poorly
aligned latent manifolds, and naive static fusion may therefore mix unre-
lated semantic neighborhoods, leading to topological degeneracy and se-
mantic entanglement. To bridge this gap, we propose a novel multimodal
learning framework for Synthesizing radiology and pathology EvidencE
via Knowledge-guided FLOW matching. Specifically, we construct a
shared feature manifold anchored by learnable clinical prototypes, en-
abling the disentanglement and synthesis of shared and modality-specific
feature evidence. We then reformulate multimodal integration as a trans-
port problem via knowledge-guided flow matching and seek continuous
flows that smoothly transport features onto this semantic substrate. This
paradigm preserves the intrinsic topology of the feature spaces and re-
duces feature collapse. Furthermore, an uncertainty-aware evidential ag-
gregator is incorporated to synthesize cross-modal feature evidence for
reliable decision-making. Extensive experiments on three cancer datasets
(i.e., TCGA Glioma, Gastric Cancer, and Chondrosarcoma) demonstrate
the effectiveness of SeekFlow. Notably, SeekFlow consistently achieves
state-of-the-art performance across all benchmarks, outperforming ex-
isting multimodal fusion methods in both diagnosis and prognosis tasks.
The code is available at https://github.com/HKU-MedAI/SeekFlow.

Keywords: Multimodal Fusion · Vision-Language Foundation Model ·
Flow Matching · Precision Oncology

1 Introduction

Precision oncology necessitates the synthesis of multi-scale biological data, as
routine critical diagnostic and therapeutic decisions are derived from integrating
B Corresponding author.

https://github.com/HKU-MedAI/SeekFlow


2 P. Huang et al.

Co-Attention

(1) Scale Mismatch

Micro Perspective Macro Perspective

Pathology

Manifold

Radiology

Manifold

(2) Topological Degeneracy

(3) Semantic Entanglement

Black-Box Synergy

Static Mapping

Concat

Pathology

Manifold

Radiology

Manifold

Pathology Feature

Radiology Feature

Evidence Manifold

Our Solution

Knowledge-Guided 

Evidence Flow

Uncertainty-Aware

Shared Evidence

Pathology Evidence

Radiology Evidence
Evidential

Synthesis

Topology

Preservation

Semantic

Confusion

(e.g. “Edema”)

(e.g. “Mitosis”)

(e.g. “Necrosis”)

Fig. 1: Comparison of multimodal fusion paradigms. Left: Conventional fusion
suffers from (1) Scale Mismatch in co-attention, (2) Topological Degeneracy caused
by forcing heterogeneous manifolds, and (3) Semantic Entanglement in black-box syn-
ergies. Right: SeekFlow reformulates fusion as a knowledge-guided evidence flow.
By matching flows to a shared evidence manifold, it preserves topology, disentangles
shared and modality-specific semantics for uncertainty-aware evidence synthesis.

diverse clinical perspectives [11]. For example, multidisciplinary tumor boards
synthesize macroscopic anatomical context from radiology (e.g., MRI, CT) with
microscopic cellular features from pathology (e.g., Whole Slide Images) [33].
Through this synergy of complementary modalities, clinicians can cross-verify
findings, mitigate the limitations of single-modality assessments, and substan-
tially reduce diagnostic uncertainty. Consequently, a key direction in precision
oncology is emulating this multimodal evidence-based reasoning, which demands
robust and unified feature representations.

Propelled by the rapid technological advancements, the deep learning revo-
lution in medical image analysis has recently transitioned into the era of Foun-
dation Models (FMs) [27]. Pre-trained on massive datasets, pathology FMs [5,
44] are capable of extracting texture-aware micro-environment representations,
while radiology FMs [17, 47] excel at interpreting macroscopic structures. No-
tably, Vision-Language Foundation Models (VLFMs) [30] have endowed image
features with rich semantic alignments, bridging the gap between raw pixels and
human clinical knowledge. Recent work has successfully leveraged these FMs
for downstream task adaptation [9, 12–15, 25, 41, 43–45]. Despite the remark-
able success of unimodal experts, training an omni-modal foundation model
that inherently understands both radiology and pathology remains computa-
tionally prohibitive and is severely hindered by the scarcity of large-scale paired
multimodal datasets [27]. Consequently, cross-modal fusion remains the most
prevalent paradigm [34], especially within the context of foundation models.

The multimodal fusion strategies have evolved through several paradigms [34].
Early efforts primarily relied on late fusion via logit-level ensembling or elemen-
tary intermediate fusion through direct feature concatenation [6], both of which
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struggle to capture intricate cross-modal interactions. To address this, subse-
quent methods have focused on modeling complex cross-modal relationships.
Whether through cross-attention mechanisms [22,39] or sequence modeling [19],
these approaches aim to capture dense, fine-grained interactions between modali-
ties. However, despite these advances, existing fusion paradigms are still hindered
by fundamental bottlenecks (Fig. 1): (1) Topological Degeneracy via Static
Mapping: Radiology and pathology features inherently reside on topologically
disjoint manifolds due to their extreme scale mismatch (macro vs. micro). Con-
ventional static operations (e.g., cross-attention or linear projections) directly
map heterogeneous tokens into a common representation, which can mix un-
aligned semantic neighborhoods, disrupt intra-modal geometry, and cause fea-
ture collapse. (2) Semantic Entanglement in Black-Box Synergy: Operat-
ing as opaque black boxes, current methods typically fuse representations into a
monolithic entangled vector. This fails to explicitly disentangle shared evidence
from modality-specific evidence, severely limiting clinical transparency.

To address these limitations, we argue that multimodal fusion should not be a
violent static projection, but rather a smooth, structure-preserving transforma-
tion. Consequently, we introduce SeekFlow, a novel framework that synthesizes
radiology and pathology evidence via knowledge-guided flow matching [23, 36].
Unlike static approaches that directly force disparate manifolds to overlap, the
proposed flow matching learns a continuous vector field that mathematically per-
forms topology-preserving transport. This paradigm gracefully transports multi-
scale source tokens toward a unified semantic substrate.

Our main contributions are summarized as follows: (1) Knowledge-Routed
Evidence Manifold: We propose a unified manifold of learnable prototypes to
reconcile cross-modality discrepancies. Driven by knowledge priors, a dynamic
router assigns visual tokens to these shared and modality-specific prototypes, an-
choring representations to clinical concepts within a disentangled latent space.
(2) Knowledge-Guided Evidence Flow: Unlike static mapping, we intro-
duce flow matching guided by clinical semantics to seek continuous vector fields
that transport source tokens toward corresponding evidence prototypes. This
knowledge-driven trajectory explicitly bridges visual features with clinical con-
cepts while encouraging structure-preserving transport and reducing feature col-
lapse. (3) Uncertainty-Aware Evidential Synthesis: We design a hierarchi-
cal evidential fusion module grounded in Dempster-Shafer Theory [31] to reli-
ably synthesize the transported cross-modal evidence, enabling robust decision-
making under uncertainty. (4) Comprehensive Validation: We demonstrate
state-of-the-art performance across multiple diagnostic and prognostic bench-
marks on diverse cancer datasets (Glioma, Gastric, and Chondrosarcoma), vali-
dating the effectiveness of our framework.

2 Related Work

Foundation Models in Medical Image Analysis. The medical imaging field
has shifted toward large-scale foundation models (FMs) which can yield gen-
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eralizable representations [5, 27]. Concurrently, vision-language FMs (VLFMs)
such as CONCH [25] and BiomedCLIP [47], demonstrate the powerful utility
of aligning imaging data with clinical text [30]. Recent adaptation works ex-
ploit this multi-modal knowledge. For instance, CATE [14] extracts task-specific
textual concepts from VLFMs to dynamically calibrate generic pathology fea-
tures. While this highlights the effectiveness of using VLFMs as domain priors
for specific tasks, clinical applications often require fusing features from distinct
imaging modalities. Since these expert FMs are pre-trained in isolation, their fea-
ture manifolds suffer from topological mismatch. Our work focuses on resolving
this incompatibility to synthesize multimodal evidence.
Multimodal Fusion for Diagnosis and Survival Analysis. Early fusion
via concatenation [34] has been superseded by attention mechanisms: MCAT [6]
uses genomics as queries to guide WSI patch aggregation, SurvPath [19] employs
multimodal transformers for pathway-histology interactions, and PIBD [48] in-
troduces a prototypical information bottleneck to disentangle modality-common
and modality-specific knowledge. Recently, adapter-based methods [21] integrate
joint representations from multiple pre-trained FMs. However, most methods
rely on static linear projections that introduce modality discrepancy. SeekFlow
addresses this by replacing static projections with continuous flow-based trans-
port, explicitly preserving intrinsic manifold topology.
Optimal Transport and Flow Matching. Optimal Transport (OT) [29, 40]
is a principled tool for distribution alignment, and MOTCat [46] applies it to
compute discrete matching plans between WSI patches and genomics. However,
standard OT is limited to static correspondences on fixed embeddings, lack-
ing the capacity to continuously transform features across topologically distinct
manifolds. Flow Matching [23, 24] overcomes this by constructing continuous
data trajectories via vector field regression, with OT-CFM [36] further optimiz-
ing these paths for efficiency. SeekFlow leverages this continuous paradigm to
dynamically transport raw tokens toward clinical prototypes, bridging topologi-
cal gaps while converting raw features into calibrated diagnostic evidence.

3 Methodology

As illustrated in Fig. 2, SeekFlow comprises three phases: Knowledge-Routed
Evidence Manifold (Sec. 3.2), which constructs a shared semantic substrate
anchored by clinical prototypes; Knowledge-Guided Flow Matching (Sec. 3.3),
which continuously transports visual tokens toward their target prototypes;
and Uncertainty-Aware Evidential Aggregation (Sec. 3.4), which synthesizes the
transported cross-modal evidence into a patient-level representation.

3.1 Preliminaries

Problem Setup. Let {X (m)}Mm=1 denote M modalities. Each modality m pro-
vides a set of Nm feature tokens {x(m)

i }Nm
i=1 extracted by a frozen VLFM f (m),
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Fig. 2: Illustration of SeekFlow. We mitigate the modality discrepancy between
radiology and pathology by reformulating fusion as a continuous transport problem.
Our SeekFlow utilizes a Knowledge-Guided Flow Matching paradigm to transport vi-
sual tokens toward a unified Evidence Manifold. This manifold is structured by clinical
prototypes derived from medical knowledge. Finally, an Uncertainty-Aware Evidential
Aggregator synthesizes the transported evidence for reliable diagnosis and prognosis.

where x
(m)
i ∈ RDm . Our goal is to fuse these heterogeneous token sets into a

patient-level representation h ∈ RD for downstream prediction.
Conditional Flow Matching. Flow matching [23] learns a time-dependent
vector field vθ : RD × [0, 1] → RD whose induced ODE d

dtϕt(x) = vθ(ϕt(x), t)
transports a source distribution p0 to a target distribution p1. Given source–
target pairs (x0,x1), the conditional flow matching (CFM) objective is:

LCFM = Et∼U(0,1),x0,x1
∥vθ(xt, t)− (x1 − x0)∥2 , (1)

where xt = (1− t)x0 + tx1 is the OT geodesic for Gaussian marginals.
Entropic Optimal Transport. Given source measure α =

∑
i aiδxi and target

measure β =
∑

j bjδzj
, the entropy-regularized OT problem is:

γ∗ = arg min
γ∈Π(α,β)

⟨C,γ⟩ − εH(γ), (2)

where Cij = ∥xi − zj∥2, Π(α, β) is the polytope of couplings, and ε regulates
the entropy. This problem is solved efficiently by the Sinkhorn algorithm [8].

3.2 Knowledge-Routed Evidence Manifold

The evidence manifold M provides the unified geometric substrate onto which all
modality tokens are transported. Unlike some asymmetric fusion methods, our
evidence manifold serves as an equal, neutral semantic anchor for all modalities,
intrinsically mitigating modality discrepancy.
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Evidence Prototype. The manifold is parameterized by K learnable Gaus-
sian prototypes P = {N (µk, diag(σ

2
k))}Kk=1. This set is partitioned into shared

prototypes Pshared for cross-modal concepts and modality-specific sets P(m)
spec.

Notably, among all these prototypes, in addition to several manually defined
ones anchored by clinical knowledge that we will introduce below, we also re-
serve a few fully learnable prototypes to provide extra flexibility. A binary mask
A ∈ {0, 1}K×M enforces this structure during routing by restricting prototype
access to the relevant modality. Finally, to prevent prototype collapse, we en-
courage separation via a diversity loss Ld = 1

K(K−1)

∑
k ̸=k′

∣∣∣ µ⊤
k µk′

∥µk∥ ∥µk′∥

∣∣∣.
Knowledge Elicitation. Each prototype can be semantically grounded by en-
coding clinical concept descriptions. To construct this knowledge base for a given
diagnostic task, we utilize an LLM (e.g ., Gemini [35]) to extract relevant visual
evidence based on expert medical guidelines (e.g ., WHO criteria [3,28,37,38,42],
AJCC standards [1, 2, 10]). Through carefully designed prompts, we elicit these
concepts in a structured manner, separating them into modality-shared knowl-
edge (e.g ., “necrosis”) and modality-specific morphological features (e.g ., “mi-
tosis” for pathology, versus “edema” for radiology). These textual descriptions,
encoded by the corresponding modality’s VLFM, serve as knowledge priors in
the routing stage. By grounding the LLM generation in authoritative medical
guidelines, we act as an expert-curated filter to guarantee the relevance of se-
mantic concepts, preventing negative transfer from noisy representations.

Knowledge Router. We formulate the association between visual tokens and
clinical prototypes as an evidence inference process. Visual tokens x(m)

i extracted
by frozen VLFMs are projected to x̃

(m)
i with a shared dimension D. To com-

pute the assignment of these tokens to clinical prototypes, our knowledge router
synergizes data-driven evidence with explicit medical knowledge priors. Derived
from a Bayesian posterior formulation, the unified assignment logit is defined
as ℓ

(m)
i,k = R

(m)
ϕ (x̃

(m)
i )k + ℓpriori,k /τp, where R

(m)
ϕ is an MLP-based router map-

ping projected tokens into an evidence space and τp is a temperature scaling
parameter. The knowledge prior ℓpriori,k reflects semantic alignment, derived from

the cosine similarity between visual token x
(m)
i and the k-th clinical embedding

t
(m)
k (if available in the pre-constructed knowledge base). This formulation en-

courages the router to leverage pre-trained semantic alignments while remaining
flexible to domain-specific visual evidence.

Based on the synergized logits, the final soft assignment is computed as
w

(m)
i,k = σ(ℓ

(m)
i,k ) · Ak,m. By employing the sigmoid function σ as a gating mech-

anism rather than a competitive softmax, a single token can serve as concur-
rent evidence for multiple traits, effectively reflecting the inherent co-occurrence
of pathological manifestations. Furthermore, a knowledge regularization loss
Lk = KL(σ(ℓ

(m)
i,k ) ∥σ(ℓpriori,k /τp)) is introduced to penalize arbitrary deviations

from the prior unless strongly supported by data evidence.
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Algorithm 1 Knowledge-Guided Evidence Flow

Require: Inputs {x(m)
i }, Prototypes P = {N (µk,σk)}, Flow Net vθ, Router Rϕ.

(1) EM-like Training for Flow Matching:
// E-Step: OT Target Generation

1: Sample a single prototype ki ∼ Categorical(wi) for each token i.
2: For each sampled k, draw J points Zk ∼ N (µk,σk).
3: Compute cost matrix C and solve Sinkhorn OT to extract barycentric targets.

// M-Step: Vector Field Update
4: Sample time t ∼ U(0, 1), compute interpolated xt = (1−t)x̃i + tz∗i,ki

.
5: Compute Flow Matching loss Lf (Eq. (3))

(2) Forward Flow for Evidence Synthesis:
6: Apply Gumbel-Sigmoid mask to get active weights w

(m)
i,k .

7: For each token i and its active prototype k, integrate ODE to get transported
features: x̂i,k ← x̃i +

∫ 1

0
vθdt

8: Pass x̂i,k to the subsequent module and update θ.

3.3 Knowledge-Guided Evidence Flow

Based on the constructed evidence manifold, this section details the continuous
transport of source tokens to clinical prototypes. To overcome the computational
bottleneck of dense transports, we formulate flow training via an Expectation-
Maximization-like paradigm. For feature propagation, we employ selective tra-
jectory integration to ensure efficient transport.
E-Step: Knowledge-Aligned Target Generation. While the router per-
forms semantic macro-routing, we leverage OT for geometric micro-routing to
guide each token toward an informative destination z∗. To mitigate the O(K)
complexity of global matching, we designate a single target prototype ki for
each token i. Subsequently, we establish a transport problem between the as-
signed tokens and a target measure composed of J samples zj ∼ N (µk,σ

2
k). To

enforce knowledge-aligned density consistency, we define the transport cost as
Cij = Cdist

ij +(wi − (1− dMj ))2, where Cdist
ij represents the normalized Euclidean

cost, wi is the routing confidence, and dMj denotes the normalized Mahalanobis
distance from µk. This alignment mechanism ensures that salient clinical fea-
tures are transported to the dense prototype core, while ambiguous features are
directed to the periphery. Finally, by solving the entropic OT via the Sinkhorn
algorithm to obtain the plan γk, the target for token i is efficiently computed
via barycentric projection: z∗i,k =

∑J
j=1 γk,ijzj/(

∑J
j=1 γk,ij + ϵ).

M-Step: Conditioned Vector Field Learning. Given the target z∗i,ki
, we

form the transport pair (x̃i, z
∗
i,ki

) to train the vector field vθ. The Flow Matching
objective minimizes the regression loss between the velocity and the trajectory:

Lf = Et∼U [0,1], i

∥∥vθ((1−t)x̃i + tz∗i,ki
, t | cm, cki)− (z∗i,ki

− x̃i)
∥∥2 . (3)

To handle multiple modalities and prototypes within a shared network, we utilize
an Adaptive Layer Normalization (AdaLN) MLP architecture. The conditioning
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Algorithm 2 Hierarchical Evidential Synthesis

Require: Transported tokens {x̂(m)
i,k }, router weights w

(m)
i,k .

(1) Intra-Modal Evidence Synthesis:
1: For each m and k, compute gated scores α

(m)
i,k .

2: Aggregate: h(m)
k ←

∑
i(α

(m)
i,k · w

(m)
i,k )x̂

(m)
i,k .

(2) Uncertainty-Aware Cross-Modal Consensus:
3: for each prototype k do
4: Evidence e

(m)
k ← Softplus(MLP(h

(m)
k )) + ϵ

5: Belief b(m)
k ← e

(m)
k /(e

(m)
k + 1)

6: Global uncertainty Uk ← 1/(
∑

m e
(m)
k + 1)

7: Fused feature hfused
k ←

∑
m[b

(m)
k /(

∑
m′ b

(m′)
k + ϵ)]h

(m)
k

8: end for
9: Compute uncertainty-biased attention: A′

ij ← Aij + log(1− Uj + ϵ).
10: Apply multi-head self-attention layer on H← [h,hfused

1 , . . . ,hfused
K ] using bias A′.

11: return Patient representation h, Uncertainties {Uk}Kk=1

signal incorporates timestep t, modality embedding cm, and prototype embed-
ding cki

. This allows modalities flowing toward the same prototype to follow
unique ODE trajectories adapted to source geometry.
Forward Flow. Features flow to the subsequent module via ODE integration
of the learned vector field, implemented using an Euler solver:

x̂
(m)
i,k = x̃

(m)
i +

∫ 1

0

vθ(xt, t | cm, ck) dt, x0 = x̃
(m)
i . (4)

By defining a continuous diffeomorphism, this formulation naturally preserves
the topological structure of the feature distribution during transport. To ensure
computational efficiency, we apply a Top-K Gumbel-Sigmoid activation mask
with straight-through gradient estimation to the routing logits. This acts as a
knowledge-guided filter, restricting each prototype to aggregate features from at
most Nactive source tokens, while preserving end-to-end differentiability.

3.4 Uncertainty-Aware Evidential Synthesis

To effectively convert the per-token, per-prototype transported features into a
reliable patient-level representation, we design a hierarchical aggregation process
grounded in Dempster-Shafer Theory (DST). Structurally, this hierarchical ap-
proach prevents modalities with a massive number of tokens from overwhelming
those with fewer tokens. Furthermore, rather than relying on simple averaging
that may obscure clinical conflicts, the DST formulation allows the model to
explicitly quantify epistemic uncertainty and dynamically weigh evidence.
Intra-Modal Evidence Synthesis. First, for each modality m and prototype
k, we compress the transported token features {x̂(m)

i,k }Nm
i=1 into a prototype-level

vector h
(m)
k ∈ RD. We utilize a gated mechanism, where data-driven attention
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scores are multiplicatively fused with the router weights w(m)
i,k . This ensures that

both router assignments and attention-based semantic importance jointly deter-
mine the aggregation, yielding modality-specific prototype features.
Uncertainty-Aware Cross-Modal Consensus. Next, we fuse the M modality-
specific features {h(m)

k }Mm=1 for each prototype k. To make the cross-modal syn-
thesis transparent, we employ an MLP with Softplus activation to estimate non-
negative evidence masses e(m)

k = Softplus(MLP(h
(m)
k ))+ϵ. Under DST logic, the

corresponding belief is b(m)
k = e

(m)
k /(e

(m)
k +1). The global evidence across modali-

ties is summed via Dirichlet logic as Ek =
∑M

m=1 e
(m)
k , yielding the per-prototype

global uncertainty Uk = 1/(Ek + 1). The fused prototype feature is formulated

as a reliability-weighted combination hfused
k =

∑M
m=1

b
(m)
k∑

m′ b
(m′)
k +ϵ

h
(m)
k . This for-

mulation naturally handles missing modalities, where an absent modality yields
near-zero belief, contributing negligibly to the fusion.

To assemble the final patient representation h ∈ RD, we prepend a learn-
able token to the sequence of fused features [hfused

1 , . . . ,hfused
K ] and process them

through a multi-head self-attention module. Crucially, the derived uncertainty Uk

acts as a global importance weight during this aggregation. We integrate it into
the attention mechanism via a biased score: A′

ij = Aij +log(1−Uj + ϵ), where j
indexes the prototype keys. By doing so, prototypes with high uncertainty are ex-
plicitly suppressed, directing the network to synthesize confident evidence. Fur-
thermore, we introduce an evidential entropy loss Le = − 1

K

∑K
k=1 log(1−Uk+ϵ)

to encourage the accumulation of sufficient cross-modal evidence and explicitly
penalize excessive epistemic uncertainty during training.

3.5 Training Objective

SeekFlow is optimized end-to-end with a task-specific loss Ltask on the aggre-
gated representations. Depending on the downstream task, Ltask adopts the
cross-entropy loss for classification, or the Cox partial likelihood for survival
analysis:

LCox = − 1

|E|
∑
i∈E

[
r(hi)− log

∑
j:Tj≥Ti

exp(r(hj))
]
, (5)

where r(hi) is the predicted risk score, Ti is the survival time, and E denotes
uncensored patients.

To regularize the transport and routing dynamics, we introduce a flow match-
ing loss Lf to approximate the target vector field, and a knowledge regulariza-
tion loss Lk to penalize excessive deviations from knowledge priors. For training
stability, we add an auxiliary loss Laux = λdLd + λeLe, where Ld prevents pro-
totype collapse and Le reduces epistemic uncertainty. The overall objective is:
Ltotal = Ltask + Laux + λfLf + λkLk, where λf and λk are hyperparameters.
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Table 1: Classification Performance (Grading & Staging). Metrics: AUC ↑ and
Accuracy ↑ (mean ± std). Best in bold, second underlined.

Method
TCGA Glioma Chondrosarcoma

Grading Staging Grading
AUC↑ ACC↑ AUC↑ ACC↑ AUC↑ ACC↑

Unimodal Baselines
Radiology-Specific 0.797 ± 0.048 0.591 ± 0.053 0.772 ± 0.136 0.574 ± 0.126 0.658 ± 0.120 0.488 ± 0.181

ABMIL 0.865 ± 0.031 0.688 ± 0.056 0.611 ± 0.121 0.478 ± 0.232 0.903 ± 0.104 0.723 ± 0.165

CLAM 0.863 ± 0.040 0.706 ± 0.073 0.620 ± 0.179 0.494 ± 0.160 0.899 ± 0.118 0.723 ± 0.181

TransMIL 0.891 ± 0.035 0.709 ± 0.062 0.651 ± 0.146 0.425 ± 0.161 0.911 ± 0.086 0.722 ± 0.130

ACMIL 0.857 ± 0.040 0.673 ± 0.076 0.633 ± 0.138 0.490 ± 0.120 0.895 ± 0.117 0.723 ± 0.165

Multimodal Fusion
Concat 0.878 ± 0.036 0.712 ± 0.061 0.663 ± 0.155 0.434 ± 0.166 0.887 ± 0.130 0.725 ± 0.186

MCAT 0.882 ± 0.024 0.697 ± 0.069 0.719 ± 0.105 0.531 ± 0.164 0.924 ± 0.069 0.782 ± 0.148

MOTCat 0.886 ± 0.027 0.682 ± 0.065 0.681 ± 0.140 0.502 ± 0.159 0.918 ± 0.053 0.809 ± 0.166

SurvPath 0.890 ± 0.016 0.706 ± 0.038 0.686 ± 0.122 0.488 ± 0.102 0.890 ± 0.081 0.761 ± 0.115

M4Survive 0.882 ± 0.030 0.718 ± 0.053 0.714 ± 0.141 0.501 ± 0.219 0.914 ± 0.103 0.785 ± 0.123

PIBD 0.886 ± 0.049 0.709 ± 0.055 0.661 ± 0.149 0.545 ± 0.146 0.877 ± 0.084 0.735 ± 0.154

CTF 0.882 ± 0.034 0.736 ± 0.058 0.776 ± 0.147 0.562 ± 0.270 0.853 ± 0.094 0.735 ± 0.142

SeekFlow 0.901 ± 0.011 0.739 ± 0.055 0.820 ± 0.087 0.595 ± 0.128 0.931 ± 0.077 0.832 ± 0.127

4 Experiments

4.1 Experimental Setup

Datasets and Tasks. We comprehensively evaluate SeekFlow on three diag-
nostic and prognostic tasks: survival analysis, tumor grading, and tumor stag-
ing. To this end, we utilize three multimodal datasets, each providing paired
pathology-radiology images and specific clinical labels: (1) TCGA Glioma
(LGG/GBM) [4, 16]: Comprises paired WSI and MRI data. We utilize the
merged cohort with WHO grade labels for 3-way grading, and evaluate the
independent LGG and GBM sub-cohorts with follow-up labels for survival
analysis. (2) Gastric Cancer [20]: Integrates paired WSI and CT imaging,
annotated with prognostic labels specifically for survival analysis. (3) Chon-
drosarcoma: A paired WSI and MRI in-house dataset, providing labels to eval-
uate both 3-class tumor grading and 3-class tumor staging. For all experi-
ments, we employ 10-fold cross-validation. Each fold is partitioned into training,
validation, and testing sets with an 8:1:1 ratio, stratified by patient case ID. We
report the mean and standard deviation (mean ± std) across all folds.
Implementation Details. We extract embeddings using frozen CONCH and
BiomedCLIP. The dimension of the shared feature space is D = 128. Beyond
knowledge-anchored prototypes, we introduce 2 learnable shared and 2 specific
prototypes per modality. Regarding the Flow Matching module, we sample J =
5120 points per prototype in the E-step and select at most Top-K = 2560 tokens
via Gumbel-Sigmoid activation in the M-step. The auxiliary loss weights are
set to λe = 0.01 and λd = 1. Models are optimized via Adam (learning rate
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Table 2: Survival Analysis Performance. Metric: Concordance Index (C-index ↑,
mean ± std). Best in bold, second underlined.

Method TCGA-LGG TCGA-GBM Gastric Cancer

Unimodal Baselines
Radiology-Specific 0.529 ± 0.116 0.536 ± 0.048 0.576 ± 0.047
ABMIL 0.645 ± 0.194 0.496 ± 0.077 0.677 ± 0.064
CLAM 0.669 ± 0.164 0.452 ± 0.083 0.726 ± 0.051
TransMIL 0.730 ± 0.199 0.488 ± 0.097 0.722 ± 0.056
ACMIL 0.680 ± 0.183 0.459 ± 0.111 0.706 ± 0.061

Multimodal Fusion
Concat 0.683 ± 0.169 0.484 ± 0.084 0.697 ± 0.046
MCAT 0.696 ± 0.182 0.524 ± 0.069 0.592 ± 0.091
MOTCAT 0.709 ± 0.198 0.519 ± 0.107 0.719 ± 0.056
SurvPath 0.722 ± 0.181 0.505 ± 0.071 0.715 ± 0.071
PIBD 0.686 ± 0.153 0.550 ± 0.124 0.697 ± 0.052
M4Survive 0.752 ± 0.144 0.485 ± 0.044 0.679 ± 0.061
CTF 0.713 ± 0.179 0.525 ± 0.096 0.721 ± 0.031

SeekFlow 0.793 ± 0.099 0.563 ± 0.062 0.740 ± 0.059

1×10−4, weight decay 1×10−5) for 20 epochs. We set λf = 0.1, and λk = 0.5 for
classification, while 1×10−4, λf = 1, and λk = 1 for survival analysis.
Baselines. We compare against: (1) Radiology-Only: DeepMIL applied to ra-
diology features. (2) Pathology-Only: ABMIL [18], CLAM [26], TransMIL [32],
and ACMIL [49]. (3) Multimodal Fusion: MCAT [6], MOTCat [46], Surv-
Path [19], M4Survive [21], PIBD [48], CTF [7], simple concatenation (Concat).

4.2 Main Results

Tumor Grading and Staging. The quantitative results for the classification
tasks are summarized in Tab. 1. Overall, multimodal fusion methods gener-
ally outperform unimodal baselines, underscoring the necessity of synergizing
radiology and pathology. However, conventional fusion strategies (e.g., MCAT,
SurvPath) often yield suboptimal improvements, particularly on datasets with
extreme scale mismatches like Chondrosarcoma. By reformulating fusion as a
structure-preserving evidence flow, our proposed SeekFlow establishes new state-
of-the-art results across all benchmarks. Notably, on the challenging Chondrosar-
coma staging task, SeekFlow significantly outperforms the second-best method
(CTF) by achieving an AUC of 0.820 (vs. 0.776) and an Accuracy of 0.595 (vs.
0.562). Given that tumor staging inherently relies on macroscopic radiological
assessment, pathology-only methods struggle to capture the full context. Seek-
Flow’s superiority here confirms its effectiveness in successfully integrating these
critical radiological semantics. On TCGA Glioma Grading, SeekFlow surpasses
transformer-based models, reaching an AUC of 0.901 and Accuracy of 0.739.
Survival Analysis. Predicting patient survival is inherently challenging due to
censored data and the complex temporal dynamics of disease progression. As
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Table 3: Ablation Study on Architecture and Mechanisms. Results report the
macro-averaged overall metrics across all classification and survival tasks.

Ablation Model AUC ↑ ACC ↑ C-Index ↑

Full model Ours 0.884 0.722 0.699

(1) Knowledge-Routed Evidence Manifold
Evidence Anchors Full Pipeline ⇒ w/o Evidence Anchors 0.868 (-1.6%) 0.687 (-3.5%) 0.641 (-5.8%)

Prototype Type
Shared + Specific ⇒ All Shared 0.833 (-5.1%) 0.671 (-5.1%) 0.673 (-2.6%)

⇒ All Specific 0.870 (-1.4%) 0.718 (-0.4%) 0.654 (-4.5%)

Knowledge Routing
Synergized Routing ⇒ No Knowledge Prior 0.867 (-1.7%) 0.710 (-1.2%) 0.674 (-2.5%)

⇒ Full Knowledge 0.867 (-1.7%) 0.685 (-3.7%) 0.617 (-8.2%)

(2) Knowledge-Guided Evidence Flow
Transport Assignment Flow Matching ⇒ Optimal Transport 0.567 (-31.7%) 0.507 (-21.5%) 0.501 (-19.8%)

Target Cost Metric + Density Align ⇒ Euclidean Dist. Only 0.872 (-1.2%) 0.715 (-0.7%) 0.668 (-3.1%)

(3) Uncertainty-Aware Evidential Synthesis
Global Aggregation Hierarchical Synthesis ⇒ Flat Aggregation 0.815 (-6.9%) 0.663 (-5.9%) 0.577 (-12.2%)

Intra-Modal Synthesis Router-Guided Gated ⇒ Standard Gated 0.878 (-0.6%) 0.717 (-0.5%) 0.656 (-4.3%)

Cross-Modal Consensus
Uncertainty-biased ⇒ Gated Attn 0.854 (-3.0%) 0.712 (-1.0%) 0.653 (-4.6%)

⇒ Multi-head Attn 0.837 (-4.7%) 0.701 (-2.1%) 0.663 (-3.6%)

shown in Tab. 2, SeekFlow consistently maintains its superiority across diverse
cancer types. Specifically, on the notoriously difficult TCGA-GBM cohort, where
many advanced models perform near random guessing (C-index ∼ 0.50) due to
severe tumor heterogeneity, SeekFlow achieves a C-index of 0.563, demonstrat-
ing its robustness to complex microenvironments. For TCGA-LGG and Gastric
Cancer, SeekFlow outperforms the best-performing baselines by substantial mar-
gins (0.793 vs. 0.752, and 0.740 vs. 0.726, respectively), underscoring its superior
ability to capture and integrate complex prognostic signals.

4.3 Ablation Studies

To dissect the contribution of each component, we conduct extensive ablation
studies. We evaluate the Overall Classification Performance (mean AUC/ACC
across TCGA Glioma Grading, Chondrosarcoma Staging, Chondrosarcoma Grad-
ing) and Overall Survival Performance (mean C-index across TCGA-LGG/GBM,
Gastric Cancer). Baseline SeekFlow achieves Overall Classification AUC/ACC
of 0.884/0.722, and Survival C-index of 0.699.
Effect of Structural Mechanisms. Table 3 organizes ablations according to
the three-stage pipeline of SeekFlow. (1) Clinical Evidence Anchoring: Re-
moving routed evidence anchors degrades AUC/C-index by 1.6%/5.8%, con-
firming the necessity of grounding raw tokens with clinical prototypes. The
finer-grained rows further show that a hybrid of shared and modality-specific
prototypes is crucial: replacing it with purely shared or purely specific pro-
totypes drops AUC by 5.1% and 1.4%, respectively. Relying purely on data-
driven routing (No Knowledge Prior) or exclusively on static VLFM-derived
priors (Full Knowledge) also weakens clinical alignment and data adaptability,
especially in survival analysis, where C-index drops by 2.5% and 8.2%, respec-
tively. (2) Evidence Flow Transport: The Static OT row is an internal no-
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Fig. 3: Ablation on Objective Functions and Hyperparameters. We analyze
the sensitivity of the model across objective loss weights (λ), knowledge temperature,
latent dimensions, and prototype configurations.

flow ablation rather than a comparison to OT-fusion methods such as MOTCat.
It keeps the prototype-mediated evidence space but replaces continuous Flow
Matching trajectories with discrete OT assignments, causing unstable gradi-
ents, convergence difficulty, and feature collapse. Consequently, AUC drops from
0.884 to 0.567 (-31.7%) and C-index to 0.501 (-19.8%), validating the need for
smooth topology-preserving transport. Substituting our density-aligned target
cost with pure Euclidean distance also yields sub-optimal alignments (-3.1% in
C-index). (3) Uncertainty-Aware Synthesis: Removing uncertainty synthesis
severely degrades overall performance (C-index drops by 12.2%), showing that
flat aggregation is easily overwhelmed by token-heavy modalities (e.g., WSI).
Furthermore, our router-guided intra-modal synthesis and uncertainty-biased
cross-modal consensus consistently outperform standard gated pooling, Gated
Attention, and Multi-head Attention, demonstrating that quantifying epistemic
conflict facilitates more robust multimodal fusion.
Ablation on Objectives and Hyperparameters. As visualized in Fig. 3,
we analyze the sensitivity of objective weights, core representation and proto-
type hyperparameters. (1) Objective Losses: Beyond proving the necessity of
each module (metrics drop significantly when any λ = 0), the varying weights
reveal distinct optimization dynamics. For the flow matching loss, increasing λf

introduces a trade-off: λf = 0.1 yields the highest AUC, while stronger vec-
tor field constraints (λf = 1) heavily favor the C-Index. Knowledge regulariza-
tion exhibits a similar decoupling, with AUC and C-Index peaking at λk = 0.5
and λk = 1, respectively. Crucially, the evidential entropy loss (Le) requires
a minimal penalty (λe = 0.01) to prevent over-regularization, whereas proto-
type diversity (Ld) steadily improves both metrics as its weight increases to
λd = 1. (2) Hyperparameter Sensitivity: We observe an optimal temper-
ature at τ = 0.2. Lower values create overly sharp priors, while higher values
dilute semantic routing. The latent dimension D = 128 strikes the best balance
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Table 4: Ablation on Foundation Backbones and Knowledge Elicitation
LLMs. Results report the overall metrics across all classification and survival tasks.

Configuration AUC ↑ ACC ↑ C-Index ↑
Vision-Language Foundation Model Backbone
MUSK + BiomedCLIP 0.840 0.689 0.695
MUSK + GenMedCLIP 0.849 0.705 0.668
CONCH + GenMedCLIP 0.895 0.737 0.661
CONCH + BiomedCLIP 0.884 0.722 0.699

Knowledge Elicitation LLM
GPT-5.5 0.881 0.710 0.684
Grok 4.3 0.877 0.709 0.675
Gemini 3.0 Pro 0.884 0.722 0.699

between representational capacity and overfitting. (3) Prototype Configura-
tions: For prototype scaling, the 5+5+5 setup (Shared+Rad+Path) yields peak
performance. Expanding to 7+7+7 introduces redundancy, while 1+1+1 causes
a semantic bottleneck. Furthermore, adding exactly two purely learnable proto-
types to complement explicitly defined anchors provides optimal flexibility for
discovering latent morphological patterns.
Robustness to Foundation Models. To verify that SeekFlow is not tied to
specific encoders, we swapped the backbones (Tab. 4). While changing CONCH
to MUSK [44] for pathology, or BiomedCLIP to GenMedCLIP [17] for radiology,
naturally causes slight fluctuations reflecting the distinct pre-training capacities
of models, SeekFlow maintains highly competitive performance across all com-
binations, proving its robustness as an agnostic evidence-synthesis framework.
Robustness to LLM Knowledge Elicitation. To verify that SeekFlow is
not tied to a single LLM during concept construction, we regenerate the struc-
tured evidence library with different modern LLMs and keep the prompt tem-
plate, VLFM backbones, and other components fixed, as shown in Tab. 4. The
resulting AUC, ACC, and C-Index remain stable across Gemini 3.0 Pro, GPT-
5.5, and Grok 4.3, with only minor fluctuations caused by different summariza-
tion and terminology preferences of each LLM. This robustness stems from our
constrained elicitation protocol: prompts require guideline-grounded, auditable
WHO/AJCC-style visual concepts and separate shared, pathology-specific, and
radiology-specific evidence. Therefore, SeekFlow relies on traceable clinical con-
cept structure rather than idiosyncratic generations from a particular LLM.

5 Conclusion

In this paper, we tackle the feature space disparities between heterogeneous
radiology and pathology foundation models in multimodal diagnosis and prog-
nosis. Moving beyond conventional static fusion which often results in subop-
timal cross-modal synergy, we introduce SeekFlow, which utilizes knowledge-
guided flow matching to continuously transport disjoint macro- and micro-scale
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embeddings toward task-specific clinical prototypes, thereby grounding diverse
modalities as coherent clinical evidence. Furthermore, we employ a hierarchical
evidential aggregator to quantify uncertainty and derive comprehensive insights.
Extensive evaluations across three cancer cohorts demonstrate that SeekFlow
achieves state-of-the-art performance. Future work will focus on incorporating
additional modalities for broader clinical applicability.
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