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Abstract. Partial label learning in the instance-dependent setting (ID-
PLL) poses significant challenges, as candidate labels are highly corre-
lated with sample features, and strong semantic overlap among candi-
dates often leads to error-prone disambiguation. Meanwhile, the infor-
mative dark knowledge inherent in non-candidate labels remains largely
underexplored. To address these issues, we propose DKDP, a dual dis-
tillation method that extracts and transfers more stable and reliable
knowledge from the teacher model. Specifically, we first use constrained
projection to structurally rectify the teacher’s prediction distribution,
enforcing the prior that the minimum value of candidate labels exceeds
the maximum value of non-candidate labels. On this basis, we guide the
student model to fit the corrected teacher outputs. We further derive the
minimum modification required to satisfy the prior, which theoretically
guarantees the interpretability of the rectification process. Moreover, we
introduce class prototypes to model the distribution of fine-grained se-
mantic relations, extending reliable knowledge distillation from the out-
put space to the embedding space. This yields a stable, separable geomet-
ric structure in the feature space. Extensive experiments on benchmark
datasets demonstrate the effectiveness of our proposed method.

Keywords: Partial Label Learning · Label Disambiguation · Knowledge
Distillation

1 Introduction

The remarkable advancement of modern deep neural networks depends heavily
on large-scale datasets with accurate annotations. However, in real-world sce-
narios, collecting massive high-quality data remains extremely time-consuming
and labor-intensive, even for experienced annotation experts [40]. To alleviate
this bottleneck, PLL, as a typical weakly supervised learning paradigm, has at-
tracted increasing attention in recent years [6, 21, 23]. In PLL, each sample is
assigned a candidate label set that contains the ground-truth label. By relax-
ing the requirement for exact annotations, PLL effectively eases the annotation
burden. Consequently, PLL has found widespread applications in various prac-
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Fig. 1: Illustration of IIPLL and IDPLL, where the red label denotes the ground-truth
label. In IIPLL, the noisy labels within the candidate label set are randomly generated.
In contrast, in IDPLL, noisy labels are instance-dependent and are highly similar to
the ground-truth label.

tical domains, including automatic image annotation [4], multimedia content
analysis [30,36], web mining [14,33], and object recognition [1].

The core challenge of PLL is label disambiguation, i.e., identifying the ground-
truth label from a candidate label set. For instance, [11, 22] use feature-level
similarity as a disambiguation criterion: if two samples share highly consistent
representations in feature space, they are more likely to belong to the same
true category. Feng et al . [7] employs self-training to progressively identify the
ground-truth label. In [23], class prototypes are introduced and integrated with
contrastive learning to facilitate disambiguation. Wu et al . [26] employs consis-
tency regularization to identify the true label. Despite these advances, most ex-
isting methods assume that candidate labels are instance-independent (IIPLL).
Recent studies have demonstrated that instance-dependent partial label (ID-
PLL) learning can better align with real-world scenarios [32]. As illustrated in
Fig. 1, under IIPLL, noise labels within the candidate set are generated ran-
domly and differ substantially from the ground-truth label. In contrast, under
IDPLL, noisy candidates closely resemble the features of the true class, making
them more easily confused by annotators. Specifically, these noisy candidates
exhibit high similarity to the ground-truth label in terms of semantics, color,
and shape. As a result, the aforementioned advanced disambiguation meth-
ods tend to yield unsatisfactory performance when applied to IDPLL. Fig. 2
shows the experimental results of two representative disambiguation strategies
under IIPLL and IDPLL. It is clear that under IIPLL, performance degrades
smoothly as the ambiguity level q increases and converges stably. This suggests
that random noise mainly increases disambiguation difficulty without destroying
the inherent data structure. In contrast, under IDPLL, the performance curve
drops sharply and training becomes more unstable. This indicates that IDPLL
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(a) RC. (b) CC.

Fig. 2: Classification accuracy of representative deep PLL methods (RC and CC) under
IIPLL vs. IDPLL (q denotes ambiguity level in IIPLL ). Under IIPLL, the curves
faster convergence with higher accuracy, whereas under IDPLL, instance-dependent
candidate label confusion substantially hinders learning and degrades performance.

is not merely a more ambiguous variant of PLL; instead, it directly weakens
the separability of discriminative signals among candidates by introducing noisy
candidates highly similar to the true class, thereby severely degrading model
performance. Recently, several approaches have been developed specifically for
IDPLL [19, 28, 31]. Nevertheless, existing methods fail to ensure the partial la-
bel priors that the minimum value of candidate labels should exceed the max-
imum value of non-candidate labels. Moreover, they typically underutilize the
implicit dark knowledge contained in non-candidate labels. Previous study has
shown that the underlying dark knowledge in non-candidate labels is crucial for
improving model performance [2]. Although the recent method DIRK [27] at-
tempts to tackle IDPLL via distillation and achieves promising results, it relies
on a heuristic rectification method to adjust the teacher’s predictions. Such rec-
tification is not guaranteed to correspond to minimal constrained perturbations
and may disrupt the relative structure of the original prediction distribution.
Furthermore, its effectiveness depends on a strong assumption, thereby limiting
the method’s robustness. The above analysis raises a compelling question: can
we enforce partial label priors through explicit constraints while in-
ducing minimal perturbation to the teacher’s predictive distribution,
and subsequently transfer the reliable knowledge obtained from the
output space to a more extensive embedding space?

To this end, we revisit knowledge distillation and propose a dual distilla-
tion framework for IDPLL that transfers reliable supervision at both the output
and representation levels. Specifically, for the teacher model’s original prediction
distribution, we propose a constrained projection method that maps teacher pre-
dictions to a feasible space consistent with the partial label prior. This constraint
enforces that the maximum value among non-candidate labels is lower than the
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minimum value within the candidate set, thereby explicitly encoding the prior
that true label lies in the candidate label set. We further provide detailed theo-
retical derivations to verify the interpretability of such a correction mechanism.
Based on the corrected teacher model, we guide the student model to learn the
refined teacher outputs. Additionally, to capture fine-grained semantic relation-
ships and enhance representational separability, we introduce class prototypes
for the student model and update them in an online manner. By aligning the pro-
totype similarity with the corrected teacher model, reliable knowledge transfer
is extended beyond the output layer to the representation space, enabling iso-
morphic and fine-grained reliable knowledge distillation. Extensive experimental
results validate the effectiveness of our proposed method. The main contributions
of this paper can be summarized as follows:

– We propose a dual distillation framework for IDPLL, which performs joint
distills knowledge at both the output and representation levels. This design
delivers more reliable soft supervision to facilitate disambiguation, while si-
multaneously capturing fine-grained semantic structures and improving fea-
ture separability.

– We introduce a minimal perturbation constrained projection mechanism,
which maps the teacher’s original predictions into a feasible domain satisfy-
ing the constraint that the minimum value of candidate labels exceeds the
maximum value of non-candidate labels. This projection explicitly encodes
the structural prior that the ground-truth label is contained within the can-
didate label set.

– We present a formal theoretical derivation for the proposed projection cor-
rection, which reformulates the rectification process as an interpretable op-
timization solution and guarantees its rationality.

– Extensive experiments conducted on benchmark datasets demonstrate that
the proposed method consistently outperforms state-of-the-art methods.

2 Related Wrok

In this subsection, we briefly survey representative PLL approaches from two
perspectives: conventional PLL and deep PLL. Conventional PLL mainly focuses
on classical machine learning techniques and employs linear models to solve PLL
problems, whereas deep PLL is devoted to designing deep learning methods to
cope with PLL challenges.

2.1 Conventional Partial Label Learning

The core of conventional partial label learning lies in disambiguating candidate
labels using either averaging-based or identification-based strategies. Averaging-
based approaches treat each candidate label equally [4,38]. For instance, Zhang
and Yu [38] directly disambiguated the candidate label set through iterative label
propagation. In contrast, identification-based methods aim to detect the hidden
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true label from candidate labels during training [5, 16, 39]. Typical works [5, 39]
iteratively computed confidence scores for each candidate label based on the
manifold structure of the feature space and then identify the true label. Yu
and Zhang [35] used alternating optimization to directly maximize the margin
between the true label and other labels for disambiguation. Nevertheless, tra-
ditional PLL methods rely on simple linear models and inefficient optimization
strategies, which restrict their performance on modern large-scale datasets [9,10].

2.2 Deep Partial Label Learning

To overcome the limitations of traditional PLL in large-scale data scenarios, deep
PLL methods have received sustained interest in recent years. For example, Lv
et al . [15] proposed a progressive disambiguation method with theoretical guar-
antees for identifying the ground-truth label from candidate sets, and achieved
remarkable performance on large-scale image datasets. Similarly, Feng et al . [7]
presented a theoretical analysis of the candidate label generation process and
proposed risk consistency and classifier consistency methods. Wen et al . [25]
introduced a family of loss functions to balance losses for candidate and non-
candidate labels, offering theoretical justification for the proposed formulation.
In contrast, Wu et al . [26] employed consistency regularization to improve model
robustness and disambiguation capability. Inspired by contrastive learning, [23]
was the first to use contrastive learning in PLL and constructed a prototype
classifier to guide the disambiguation of linear classifiers. More recently, Tian
et al . [20] adopted sample selection techniques to leverage historical prediction
information from the model, thus improving the reliability of true label identifica-
tion. Li et al . [13] proposed an asymmetric dual branch collaborative framework,
which guides two networks to learn from complementary perspectives through
differentiated tasks, further enhancing PLL performance.

Recently, IDPLL has garnered growing attention as a more practical and real-
istic learning setting. For instance, Xu et al . [32] formally introduced the IDPLL
setting and recovered the underlying label distribution of samples through label
augmentation. Xia et al . [28] leveraged contrastive learning to extract additional
ambiguity information from candidate sets to facilitate label disambiguation. Xu
et al . [31] progressively pruned the candidate label set during training and theo-
retically proved its convergence to a Bayesian optimal classifier. Qiao et al . [19]
innovatively modeled the candidate label generation process by decomposing the
underlying probabilistic model. Furthermore, Yang et al . [34] highlighted the
double-edged sword nature of the IDPLL problem, modeling different character-
istics using class-level embeddings and class prototype alignment, respectively.
However, these approaches typically incur substantial computational overhead.
A recent attempt [27] tackled IDPLL via distillation and achieved competitive
performance, yet it still relies on strong idealized assumptions. Moreover, its
heuristic modification of the teacher prediction distribution fails to guarantee
minimal alteration, which may destroy the relative structure of the original pre-
diction distribution.
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Fig. 3: Illustration of our method DKDP. DKDP comprises two complementary mod-
ules: logits output distillation and fine-grained feature distillation. DKDP first corrects
the teacher model’s output, and using the corrected output as the learning signal to
guide the student model’s optimisation. In parallel, it maintains a set of class proto-
types within the student model and updates them online during training. By leveraging
prototype similarity, the reliable knowledge embedded within the corrected teacher out-
put is further transferred from the output space to the feature space.

3 Methods

3.1 Preliminaries

Notations. We first introduce the notations used throughout this paper. Let
X 2 Rd denote the d-dimensional instance space, and Y = f1; 2; :::cg denote the
label space with c classes. Given a PLL dataset D = fxi; Signi=1 with n samples,
where xi 2 X is the training sample and Si 2 2Y n f;;Yg is the candidate
label set. Notably, unlike traditional supervised learning, the true label yi 2 Y
is concealed within Si. The objective of PLL is to train a multi-class classifier
f : X 7! Y from the dataset D.

As discussed above, the key challenge in PLL is label disambiguation that
identifies the true label from a candidate label set. To this end, deep PLL meth-
ods [7, 28] commonly compute a confidence score p 2 [0; 1]c for each candidate
label based on the model output. Specifically, the label confidence vector p is
initialized as pij = 1

jSij , where jSij denotes the number of candidate labels of the
sample xi. Then, pij is updated as follows:

pij =

8<:
rijP
k2Si

rik
if j 2 Si;

0 otherwise;
(1)

where rij denotes the model prediction on j-th class of sample xi. The update
rule defined in Eq. (1) aims to eliminate the influence of non-candidate labels
of sample xi. Based on the disambiguated confidence scores pij , the model is
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trained using the cross-entropy loss:

Lcls = �
mX
i=1

cX
j=1

pij � log(rij); (2)

where m is the current batch size. As a commonly used label disambiguation
strategy, it has demonstrated its effectiveness in IIPLL [15]. However, IDPLL
presents a more challenging disambiguation task, as noise candidate labels ex-
hibit high visual similarity to the true label, thereby reducing intra-set discrim-
inability. Moreover, the dark knowledge embedded in non-candidate labels is
generally under-exploited. Together, these factors results in significant perfor-
mance degradation under the IDPLL setting.

3.2 Logits output distillation

When addressing IDPLL, an ideal learning paradigm should progressively estab-
lish a confidence-based ranking among candidate labels. Meanwhile, it should
exploit the implicit dark knowledge carried by non-candidate labels to construct
more discriminative decision boundary. Knowledge distillation provides a natu-
ral approach to fulfill these objectives. Specifically, the teacher model produces
a soft probability distribution that explicitly encodes both candidate-level re-
liability and non-candidate dark knowledge. This distribution can then serve
as a transferable supervisory signal to guide the student model toward stable
and progressive label disambiguation. As illustrated in Fig. 3, we denote the
logit prediction outputs of the teacher and student models as fT and fS , re-
spectively, with �T and �S representing their corresponding parameters. In the
vanilla self-distillation framework, the student model is trained as follows:

Lce =

CX
c=1

pT � log(fS); (3)

where pT represents the softmax output of fT . Then, the teacher model is up-
dated using the following way:

�T = m�T + (1�m)�S ; (4)

where m is the momentum hyperparameter. However, as emphasized in DIRK
[27], directly employing the teacher model’s raw predictions as distillation su-
pervision for the student can lead to distillation collapse. This is because such
predictions do not adhere to the candidate labels constraint imposed in partial
label learning. To address this issue, we propose a constrained projection strat-
egy to rectify the prediction distribution of the teacher model, ensuring that
the minimum prediction value within the candidate label set is greater than
the maximum prediction value within the non-candidate label set. Formally, we
define the constraint as follows:

q� = arg min
q2�C

KL(q k pT ) s.t. min
i2S

qi � max
j =2S

qj + �; (5)
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where q is the re�ned teacher prediction, and � is a extremely small constant.
Considering the substantial computational overhead of solving the entire prob-
abilistic simplex in each iteration, we constrain the search scope to a candidate
rescaling family. This approach constructs a projection operator amenable to
e�cient closed-form solutions. The design preserves the relative structure within
teacher distributions while only adjusting the inter-group intervals, which is con-
sistent with the minimal modi�cation principle of KL projections.

Theorem 1. Let p T 2 � C be the predictive distribution of the teacher for a
sample x, and let S and �S denote the candidate and non-candidate label sets,
respectively. De�ne the candidate mass PS =

P
i2S pT

i , no-candidate mass P�S =
1 � P S . Consider the following candidate re-scaling family parameterized by a
scalar r > 0:

qi (r) =

8
<

:

rp T
i

rP S +P �S
i 2 S;

pT
i

rP S +P �S
i =2 S:

(6)

The proof is provided in Supplementary Material. Speci�cally, qi (r) satis�es
the above constraints. As r increases monotonically, the relative advantage of
the candidate label group over the non-candidate label group is further ampli-
�ed; meanwhile, the relative probability structure within each group remains
unchanged.

Theorem 2. Based on Theorem 1, let pmin = min i2S pT
i and pmax = max j2 �SpT

i
under the constraint of pmin � �P S > 0. The minimal scaling factor satisfying
Eq. (5) is calculated by the following formula:

r min =
pmax + �P �S

pmin � �P S
: (7)

Let r � = max(1; r min ), and the recti�ed teacher target is obtained in closed form
as q� = q(r � ) using Eq. (6).

The proof is provided in Supplementary Material. Subsequently, based on the
re�ned teacher prediction, Eq. (3) can be rewritten as the new distillation loss:

L kd =
CX

c=1

q � log(f S ) (8)

3.3 Fine-grained semantic distillation

It is noteworthy that the above logit-level distillation alleviates the issue of dis-
rupted relationships between candidate and non-candidate labels. However, it
primarily provides reliability supervision at the output layer. In IDPLL, due
to strong instance dependence, the structural integrity of the sample feature
space is easily compromised, which hinders intra-class sample clustering and
blurs class boundaries. An ideal distillation method should not only re�ne
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the teacher's supervisory distribution but also calibrate the directions
that student features ought to approach and deviate from. To com-
plement logit-level distillation, we further introduce prototype-based reliability
distillation at the �ne-grained level. First, in the student model, for sample x i ,
initialize a prototype vector ! c, where c 2 f1; 2; :::; Cg denotes di�erent classes.
To reduce computations, we use a moving average manner to update !c within
mini-batches:

! c = Normalize(
 � ! c + (1 � 
) � �e c); (9)

where 
 2 [0; 1] is the momentum coe�cient and Normalize(v) = v=jjv 2jj. Here,
�e c denotes the mean embeddings of samples that are assigned to class c, which
is calculated as follows:

�e c =
1

jI cj

X

i2I c

ei ; I c = fijŷ i = cg; (10)

where Ic is the index set of samples predicted as class c. The pseudo-label ŷi is
calculated within the candidate set Si :

ŷi = argmax j2S i
~PS

ij ; ~PS
ij =

PS
ij I(j 2 S i )
P

k2S i
PS

ik

; (11)

where PS is the softmax output of f S . Then, leveraging the continuously updated
prototype !, we compute the prototype similarity for each class of sample xi :

� ik =
exp(ei � ! k =� )

P C
c=1 exp(ei � ! c=� ))

; (12)

where � is the temperature coe�cient. Next, the �ne-grained semantic distilla-
tion loss is calculated as follows:

L fd = KL(�jj�): (13)

Speci�cally, � denotes the re�ned teacher's prediction con�dence distribution
over the candidate label set, initialized as �i = 1

jS i j and updated as follows:

� i = � � � i + (1 � �) � ~q i ; ~qij =

( qijP
k2S i

qik
j 2 S i ;

0 otherwise;
(14)

where � 2 [0; 1] is a trade-o� factor. We update � via a moving average to
mitigate the prediction bias in IDPLL induced by highly similar candidate labels.

In summary, the overall loss is de�ned as:

L = L kd + � � L fd ; (15)

where � is the trade-o� parameter for logits output distillation and �ne-grained
semantic distillation. The pseudo-code of proposed method is summarized in
Algorithm 1.



10 L. Duan et al.

Algorithm 1 Our Method
Input: The PLL training dataset D, encoder network f T (�), f S (�); projection network
gT (�), g S (�); classi�er h T (�), h S (�) epoch T .
Output: Parameters of f S (�), g S (�).
1: for t to T do
2: Fetch a mini-batch B from D
3: for b to D

B do
4: Obtain the teacher's original prediction distribution p T ;
5: Perform projection constraints for p T by Eq. (5).
6: Obtain the corrected teacher prediction distribution q;
7: Calculate logits output distillation by Eq. (8);
8: Student model initializes prototypes ! c for each class and updates by Eq. (9).
9: Calculate prototype similarity by Eq. (12);

10: Calculate �ne-grind semantic distillation by Eq. (13);
11: Update model parameters by minimizing Eq. (15);
12: end for
13: end for

4 Experiments

4.1 Experiment Setup

Datasets. To evaluate the e�ectiveness of our method, we conduct comparative
experiments on four widely used benchmark datasets, including Fashion-MNIST
[29], Kuzushiji-MNIST [3], CIFAR-10 [12], and CIFAR-100 [12], and further on
three �ne-grained datasets, including Flower-102 [17], Oxford-IIITPet [18], and
CUB-200 [24]. Dataset details are presented in Supplementary Material.
Compared methods. We compare our method with 12 deep PLL methods,
including 5 IDPLL methods and 7 IIPLL methods. Speci�cally, the IIPLL meth-
ods comprise CC [7], RC [7], LWS [25], PRODEN [15], PICO [23], CAVL [37],
and DPLL [26], while the IDPLL methods include VALEN [32], ABLE [28],
IDGP [19], POP [31], and DIRK [27].
Implementation details. For the Fashion-MNIST and Kuzushiji-MNIST datasets,
we use ResNet-18 [8] as the encoding network f , while ResNet-34 [8] is used for
the other datasets. Additional details of the experimental are available in Sup-
plementary Material.

4.2 Experiment Results

Classi�cation performance. Tab. 1 and Tab. 2 report the experimental re-
sults of all compared methods on four benchmark datasets and three �ne-grained
datasets. As can be observed, the proposed method consistently outperforms
the comparison methods across all dataset, which su�ciently validates its su-
periority in addressing the IDPLL problem. Notably, although the �ne-grained
datasets exhibit higher inter-class semantic similarity compared to the bench-
mark datasets, the proposed method still yields signi�cantly improvements in
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Table 1: Classi�cation accuracy (mean � std) comparison on benchmark datasets,
where the best result is highlighted in bold.

Type Method FMNIST KMNIST CIFAR-10 CIFAR-100

IIPLL

CC 79.98 � 0.01% 92.08 � 0.02% 82.14 � 0.01% 62.28 � 0.01%
RC 84.87 � 1.48% 93.21 � 0.78% 87.53 � 0.94% 65.26 � 0.40%

LWS 75.52 � 0.29% 83.61 � 2.11% 78.32 � 2.11% 65.74 � 0.60%
PRODEN 83.77 � 0.58% 92.51 � 0.67% 83.18 � 0.29% 67.77 � 0.38%

PICO 85.92 � 0.38% 92.12 � 0.42% 82.91 � 1.43% 58.56 � 0.13%
CAVL 78.06 � 3.10% 91.08 � 6.06% 79.89 � 0.07% 59.76 � 0.49%
DPLL 79.67 � 6.95% 92.78 � 4.04% 80.29 � 0.18% 56.93 � 1.47%

IDPLL

VALEN 82.91 � 0.12% 90.09 � 0.28% 81.29 � 0.39% 60.19 � 0.82%
ABLE 89.81 � 0.08% 94.67 � 0.02% 83.92 � 0.67% 63.92 � 0.39%
IDGP 85.14 � 0.39% 93.88 � 0.72% 84.12 � 0.99% 62.27 � 1.89%
POP 81.91 � 0.37% 94.99 � 1.18% 89.55 � 0.36% 64.57 � 0.37%
DIRK 91.48 � 0.21% 96.80 � 0.52% 90.87 � 0.25% 68.77 � 0.49%
DKDP 91.81 � 0.10% 98.49 � 0.05% 93.64 � 0.17% 70.72 � 0.20%

Table 2: Classi�cation accuracy (mean � std) comparison on �ne-grained datasets,
where the best result is highlighted in bold.

Type Method Flower-102 Oxford-IIITPet CUB-200

IIPLL

CC 40.92 � 0.40% 52.99 � 1.20% 40.87 � 0.28%
RC 41.20 � 0.23% 54.01 � 0.05% 42.04 � 0.24%

LWS 21.24 � 0.63% 31.21 � 0.47% 15.99 � 0.60%
PRODEN 41.28 � 0.57% 52.77 � 0.66% 41.85 � 0.26%

PICO 33.76 � 1.30% 62.64 � 0.45% 40.21 � 0.84%
CAVL 40.69 � 1.93% 50.64 � 0.11% 41.67 � 0.82%
DPLL 42.42 � 0.12% 49.13 � 2.49% 42.15 � 1.70%

IDPLL

VALEN 32.89 � 0.88% 50.74 � 0.91% 31.94 � 0.49%
ABLE 43.51 � 0.93% 54.19 � 1.01% 45.82 � 0.27%
IDGP 41.26 � 1.33% 59.74 � 0.71% 46.71 � 0.64%
POP 33.02 � 2.62% 53.83 � 1.55% 39.13 � 0.14%
DIRK 44.03 � 0.02% 64.95 � 2.11% 49.29 � 1.00%
DKDP 48.92 � 0.35% 70.50 � 0.49% 54.04 � 0.23%

classi�cation performance. This demonstrates that the dual distillation strategy
e�ectively mitigates label ambiguity.
Teacher Output Analysis. To validate the proposed constrained projection
correction, we randomly select identical samples from the CIFAR-10 dataset and
keep this set �xed across all methods. We then compare the original teacher out-
puts with those corrected by DIRK's heuristic scaling and our constrained pro-
jection approach, with corresponding results reported in Tab. 3. Notably, while
satisfying the required constraints, our method yields the smallest deviation from
the original teacher outputs, demonstrating its superior structural �delity. We
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Table 3: Comparison of teacher outputs.

0 0 0 1 0 1 0 0 0 0

TRO 0.0201 0.1132 0.2689 0.0189 0.0635 0.0336 0.1332 0.1335 0.0968 0.1182
DIRK 0.0013 0.0075 0.0177 0.3373 0.0042 0.6004 0.0088 0.0088 0.0064 0.0078
Our 0.0102 0.0575 0.1366 0.1866 0.0322 0.3321 0.0676 0.0678 0.0492 0.0601

Fig. 4: Teacher outputs distribution comparisons under heuristic scaling and constraint
projection.

further quantitatively assess the discrepancy between each corrected distribu-
tion and the original teacher outputs using three metrics: Kullback-Leibler (KL)
divergence, total variation (TV) distance, and Jensen�Shannon (JS) divergence.
As shown in Fig. 4, compared with heuristic scaling, our method achieves a sig-
ni�cant reduction in the mean and standard deviation across all three metrics.
This indicates that, compared with heuristic scaling, constraint projection not
only guarantees feasibility of the corrected outputs, but also better preserves
the structure of the teacher predictions. Moreover, it substantially suppresses
overcorrection on non-candidate labels.

Representation visualization. To evaluate the e�ectiveness of �ne-grained
semantic distillation, we utilize t-SNE to visualize the image features produced
by the proposed method and two instance-dependent partial label learning meth-
ods, VALEN and DIRK. As shown in Fig. 5, VALEN consistently exhibits sig-
ni�cant overlap among multiple classes in the embedding space across all three
datasets, which makes it di�cult to form stable and well-separated class struc-
tures. Although DIRK mitigates this phenomenon to some extent, bridging tran-
sition zones still emerge between some minority classes. In contrast, our method
generally yields fewer cross-class overlaps and better inter-class separability on
all datasets. Notably, several clusters exhibit elongated, thread-like structures
yet maintain high class consistency. These observations demonstrate that �ne-
grained semantic distillation suppresses misleading learning signals while pre-
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