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Abstract. Single-image 3D human reconstruction often suffers from
over-smoothed textures and geometric inconsistencies. While diffusion
models improve generative quality, their reliance on multi-view synthe-
sis prior to 3D reconstruction is computationally expensive and prone
to view inconsistency. We propose DiGS-Avatar, which reformulates this
task as an efficient, diffusion-based UV-latent completion task, ensur-
ing 3D consistency by design. To capture accurate spatial structure, we
introduce a teacher-student framework where a multi-view teacher pro-
vides geometrically aligned pseudo-ground-truth latents to supervise a
single-view diffusion student. Treating this inferred latent as a robust
structural skeleton, our method injects high-level semantic features to ac-
curately recover fine textural details without disrupting spatial integrity.
The refined representation is then decoded into 3D Gaussian primitives.
Extensive experiments demonstrate that DiGS-Avatar achieves state-of-
the-art or highly competitive visual fidelity and zero-shot generalization,
while reconstructing a fully animatable 3D avatar in just 0.71 seconds.
Code is available at https://github.com/KLMAV-CUC/DiGS-Avatar.
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1 Introduction

Reconstructing high-fidelity, animatable 3D humans from a single image is fun-
damental to applications such as virtual reality, gaming, telepresence, and 3D
content creation. This task, however, is a highly ill-posed and challenging prob-
lem due to the complexity of clothing, the diversity of human poses, and severe
occlusions.
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Fig. 1: Comparison of paradigms for single-image 3D human reconstruction. (a) Feed-
forward methods (e.g., IDOL [51]) directly regress 3D representations, enable fast infer-
ence but struggle with unseen regions and texture diversity. (b) Diffusion-based meth-
ods (e.g., Human3Diffusion [44]) synthesize multi-view images before reconstruction,
incurring high cost and view inconsistency. (c) Our DiGS-Avatar performs diffusion-
based UV-latent completion in a canonical, surface-aligned space, achieving both pho-
torealistic and geometrically consistent 3D avatars with efficient inference.

To address the inherent ambiguity of single-view reconstruction, recent re-
search has explored several paradigms. The first is a direct feed-forward ap-
proach, in which large models are trained to regress 3D representations di-
rectly from a single image. Some methods employ style-based encoders to gen-
erate triplanar representations [5,10], while others leverage large-scale synthetic
datasets to train transformers that predict 3D Gaussian attributes [14] in canon-
ical space [27, 51]. However, these purely deterministic regressors lack strong
generative priors, often producing over-smoothed geometry and struggling to
hallucinate plausible details in unseen or occluded regions. A second line of re-
search leverages the generative power of diffusion models [29,30]. Many methods
synthesize multi-view representations—either rendered images or latent feature
maps—before reconstructing 3D shapes [12,23,44], which is prone to subtle view
inconsistencies. To bypass this, recent native 3D diffusion models [6, 38] apply
generative priors directly in 3D or triplane spaces. While these native 3D ap-
proaches achieve strict geometric consistency, they rely heavily on explicit 3D
supervision and computationally expensive volumetric processing, resulting in
slow training and inference speeds that hinder practical application.

In this work, we take a fundamentally different perspective on single-image
3D human reconstruction by reformulating it as an efficient, diffusion-based UV-
latent completion task within a canonical, surface-aligned domain. Because ev-
ery UV pixel maps to a unique surface point, our pure 2D formulation is 3D-
consistent by design. Given an input image, features are first mapped to UV
space using the SMPL-X model [21, 24], producing a partial UV latent that
preserves spatial correspondence in visible regions. A 2D diffusion model is then
utilized to complete this latent, inferring the missing texture and geometry. This
approach effectively reduces the computationally heavy 3D generative process
to a highly efficient 2D inpainting task, achieving a perfect balance between
geometric consistency, generative flexibility, and inference speed.
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Training a diffusion model for UV-latent completion requires structured su-
pervision that is both geometrically consistent and semantically expressive. Since
the complete, geometry-aligned UV-space latent corresponding to a single in-
put image is unobservable, we introduce a novel teacher-student framework.
A multi-view teacher is utilized to construct geometry-aligned, pseudo-ground-
truth UV latents to supervise a single-view diffusion student. This enables the
student to leverage a diffusion prior to infer a geometrically coherent UV la-
tent directly from a single input image. Treating this inferred latent as a robust
structural skeleton, we further propose the Geometry-Aligned Semantic Aggre-
gation (GASA) module. GASA seamlessly injects high-level semantic features—
extracted via a pretrained ViT-based appearance encoder—into the geometry-
consistent skeleton. This ensures the accurate recovery of fine textural details
without disrupting spatial integrity. The refined feature maps are finally de-
coded into a canonical 3D Gaussian Splatting (3DGS) [14] representation for
photorealistic rendering and animation.

Our main contributions are as follows:

– We reformulate single-image 3D human reconstruction as an efficient 2D
UV-latent completion task. Because every UV pixel maps to a unique sur-
face point, this pure 2D approach is 3D-consistent by design, successfully
bypassing both the computational bottlenecks of native 3D diffusion and
the heavy synthesis costs of multi-view approaches.

– We implement this formulation via a teacher-student framework that enables
robust 3D reconstruction using only 2D rendering supervision. This avoids
inference-time multi-view image generation. Within this framework, a shared
GASA module injects high-level semantic features to recover fine details,
overcoming the texture loss inherent to VAE compression.

– Our model, DiGS-Avatar, generates photorealistic, fully rigged, and animat-
able 3D avatars from a single image in just 0.71 seconds. Extensive exper-
iments show that it achieves state-of-the-art or highly competitive visual
fidelity and zero-shot generalization with substantially higher inference effi-
ciency.

2 Related Work

2.1 Single-Image 3D Human Reconstruction

Single-image 3D human reconstruction has progressed from implicit-field repre-
sentations to efficient, large-scale models capable of producing animatable re-
sults [7,10,11]. Early clothed human reconstruction methods such as PIFu [31],
PIFuHD [32], ARCH [9, 13], and PaMIR [49] adopt implicit surface represen-
tations but are computationally expensive and sensitive to SMPL estimation
errors. Tex2Shape [2] takes a different approach by directly regressing UV dis-
placement and texture maps from a single image, providing pixel-aligned su-
pervision in UV space but showing limited geometric detail and generalization
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ability. Hybrid approaches integrate explicit priors for improved robustness, in-
cluding optimization-based methods [1,40,41,47] and side-view-conditioned net-
works [47,48]. Recent efforts focus on feed-forward reconstruction using expres-
sive 3D representations. E3Gen [46] combines UV maps and Gaussian splat-
ting [14] to directly generate Gaussian attribute maps in UV space, though it
is constrained in handling arbitrary image inputs. IDOL [51] learns UV-aligned
3DGS primitives from a single image, while LHM [27] employs a transformer-
based architecture to decode multi-scale image tokens into 3DGS attributes in
canonical space. These models offer fast inference and high-quality reconstruc-
tion but, as purely deterministic regressors, remain limited in hallucinating un-
seen geometry or texture owing to the inherent ambiguity of single-view input.

2.2 Diffusion-Based 3D Human Reconstruction

To address the ill-posed nature of single-view reconstruction, another active di-
rection leverages the generative priors of diffusion models [17,18,20,33,42,43,52].
SIFU [48] refines UV-space textures via diffusion after an initial coarse re-
construction, improving appearance realism but remaining inefficient due to
pixel-domain processing and an inability to correct underlying geometric er-
rors. Human-LRM [37] and GAS [22] adopt generalizable human NeRFs for
canonical-space reconstruction followed by diffusion-based view or video refine-
ment. HumanSplat [23], PSHuman [16], and AniGS [28] extend this paradigm
by generating multi-view latent, color, or normal maps for 3D or 4D Gaus-
sian reconstruction. Human3Diffusion [44] and AdaHuman [12] jointly integrate
multi-view synthesis and 3DGS reconstruction. Dream, Lift, Animate [4] sim-
ilarly constructs animatable Gaussian avatars through multi-view generation
and lifting, whereas DiGS-Avatar avoids inference-time multi-view synthesis by
completing a single canonical UV latent. Although these multi-view approaches
achieve impressive photorealism, generating representations in high-dimensional,
view-dependent spaces increases computational cost and frequently introduces
subtle geometric inconsistencies.

To resolve these inconsistencies, recent approaches have turned to native
3D generative models. For instance, TRELLIS [38] utilizes rectified flow mod-
els over a sparse 3D grid to generate structured 3D latents for versatile asset
creation. Building on this 3D-native paradigm, SyncHuman [6] proposes a com-
plex framework that synchronizes a 2D multiview generative model with a 3D
structure generative model to enhance human reconstruction. While achieving
strict geometric consistency, these methods rely heavily on computationally ex-
pensive 3D volumetric processing and multi-stage pipelines, resulting in slow
training and inference speeds (e.g., SyncHuman requires 51 seconds per image).
In contrast, our method reformulates the task as diffusion-based completion in
a structured, canonical 2D UV latent space. By utilizing a multi-view teacher to
distill geometrically aligned pseudo-ground-truth latents into a single-view stu-
dent, we bypass both the view-inconsistencies of multi-view synthesis and the
computational bottlenecks of native 3D generation, achieving highly efficient,
3D-consistent reconstruction in under a second.
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