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Abstract. Existing person search methods assume access to complete
visual queries or exhaustive tracking, yet real-world witness accounts are
vague, partial, and spread across cameras and time. We introduce AR-
GOS (Agentic Retrieval with Grounded Observational Search), a bench-
mark and agent framework that recasts multi-camera person search from
one-shot retrieval on a complete query into interactive reasoning from
partial clues. To our knowledge, ARGOS is the first interactive bench-
mark to couple witness dialogue with camera-network topology, requiring
an agent to plan, question, and eliminate under information asymmetry.
An ARGOS agent receives a vague witness statement and must decide
what to ask, when to invoke spatial or temporal tools, and how to in-
terpret ambiguous natural-language responses, all within a limited turn
budget. To ground reasoning in physical constraints, the agent accesses a
Spatio-Temporal Topology Graph (STTG) encoding camera connectiv-
ity and empirically validated transition times. The benchmark comprises
2,691 tasks across 14 real-world scenarios in three progressive tracks:
semantic perception (Who, 989 tasks), spatial reasoning (Where, 550
tasks), and temporal reasoning (When, 1,152 tasks). We propose Turn-
Weighted Success (TWS) as the primary metric, jointly measuring cor-
rectness and turn efficiency. Experiments with four LLM backbones show
the benchmark is far from solved: the best agent achieves TWS of 0.383
(Track 2) and 0.590 (Track 3). Ablations confirm each component is es-
sential: removing domain-specific tools drops Top-1 accuracy by up to
49.6 percentage points, and removing strategic reasoning halves TWS
while barely affecting Top-1.

Keywords: Multi-Camera Person Search · Agentic Benchmark · Spatio-
Temporal Reasoning

1 Introduction
Identifying a target person of interest in a large physical area is a fundamen-
tal requirement in intelligent surveillance systems, such as tracking a criminal
suspect or locating a missing child in complex environments like large buildings
or urban spaces. Consequently, this problem has been extensively studied in the
computer vision community.
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Interpreter Agent – Interpret User’s Request
(Visual of Target: “woman”, “mask”, “black top”)

Analyst Agent – Analyze informative question.
(Ask about spatial rather than visual or temporal.)

Interviewer Agent – Generate question in text
(“Where did you see her?”)

The woman wearing a 
mask and a black top.

Where did you see her?

On the 1st floor.

Long hair or short hair?

Witness

Any other sightings?

Saw her again 2nd floor 
one minute later.

I don’t remember.

Key Features of Problem Formulation.
1. Interactive chat-based person search
2.  Inclusion of spatio-temporal clues.
3.  Ambiguity in witness response

Fig. 1 Interactive multi-camera person search. Given only a vague witness state-
ment, the ARGOS agent asks targeted questions and issues spatial and temporal tool
calls over multiple turns to locate the target across a 16-camera network. This couples
interactive dialogue with spatio-temporal reasoning, which prior person-search formu-
lations handle separately.

In the early stage, the traditional setup of person re-identification (ReID) [36,
40,42] aims to identify a target person from a gallery constructed from multiple
CCTV cameras deployed across different locations. In this setting, the system
searches for the same individual based on direct visual observations captured at
a specific time and location, typically provided as an image crop of the target
person. Despite the tremendous advances, such approaches still exhibit a funda-
mental gap from real-world scenarios, as they rely on clear visual observations
of the target person, which are often unavailable in urgent situations.

To bridge the gap between academic settings and real-world needs, several
new formulations of the target search problem have recently emerged. One no-
table direction is text-based person ReID [33,39], which relaxes the requirement
of visual observations and instead assumes that witnesses provide textual de-
scriptions of the target person’s visual appearance. Building upon this direction,
interactive person retrieval [3,25] has been proposed, in which a witness provides
partial and potentially vague descriptions through multi-turn interactions. The
system iteratively refines the candidate pool based on the ongoing dialogue.

Despite these advances toward more realistic formulations, existing approaches
remain limited along two critical dimensions. First, they operate on static queries,
with no mechanism for an agent to actively plan which questions to ask. Sec-
ond, they rely solely on visual appearance, neglecting spatial and temporal cues
that are central to real-world investigations: witnesses routinely report where
and when a person was last seen, and physical constraints on movement be-
tween cameras can rule out candidates entirely. These two gaps define an un-
occupied position at the intersection of interactive dialogue and multi-camera
spatio-temporal reasoning.
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In this paper, we introduce ARGOS (Agentic Retrieval with Grounded Ob-
servational Search), a benchmark and agent framework that reformulates person
search as an active reasoning problem under information asymmetry (Figure 1).
In ARGOS, an agent receives a vague initial witness statement about a target
identity and must decide what to ask, when to use spatial or temporal tools,
and how to interpret ambiguous responses, all within a limited turn budget.
The agent is grounded by a Spatio-Temporal Topology Graph (STTG) that en-
codes physically validated camera-to-camera transition statistics, enabling it to
eliminate candidates whose movements are infeasible.

Our contributions are as follows:
– We define interactive multi-camera person search, a new task at the

intersection of multi-turn witness interaction and spatio-temporal reasoning
over camera networks. While spatio-temporal filtering is long established
in person re-identification, ARGOS is the first to place it under interactive
agent control for multi-camera person search, where the agent decides what
to ask, when to test physical feasibility, and how to interpret ambiguous
responses.

– We construct the ARGOS benchmark, comprising 2,691 tasks across 14
real-world scenarios in three progressive tracks: semantic perception (Who,
989 tasks), spatial reasoning (Where, 550 tasks), and temporal reasoning
(When, 1,152 tasks) over directly observed camera pairs. Each track isolates
a distinct capability while sharing a common gallery, evaluation protocol,
and agentic metrics.

– We introduce the Spatio-Temporal Topology Graph (STTG), a di-
rected weighted graph built from multi-camera tracking data that encodes
camera connectivity and transition-time statistics. The STTG serves as both
the structural backbone for task construction and the agent’s grounding tool
for temporal feasibility reasoning.

– We provide a strong baseline agent equipped with a four-module pipeline
and eight environment tools, demonstrating that tool-augmented agentic
interaction substantially outperforms direct LLM inference for person search.
Experiments across four LLM backbones confirm the benchmark is far from
solved (best TWS: 0.383 on Track 2, 0.590 on Track 3) and that removing
tools or strategic planning causes performance to collapse.

2 Related work

2.1 Language-based Person Re-identification
Language-based person re-identification aims to identify a target person based
on natural language descriptions. It can generally be categorized into two groups:
(1) text-to-image Re-ID [5,23,28,33,39] and (2) interactive Re-ID [3,25]. These
two setups mainly differ in whether the interaction between the system and the
user occurs in a single turn or multiple turns. In text-to-image Re-ID, a single
textual query is assumed to contain sufficient information about the target’s
visual appearance. Consequently, most methods focus on constructing robust



4 M. Kim et al.

vision–language joint embeddings that align images with their corresponding
textual descriptions, building on CLIP [29] and progressing from global [13, 43]
to fine-grained, multi-granularity alignment [6, 14,15,19,32].

In contrast, interactive Re-ID simulates multi-round interactions between
the system and the witness [10]. The system generates questions about the tar-
get person, and the witness provides answers that progressively refine the de-
scription. These approaches typically leverage multimodal large language mod-
els [7, 16, 22] to handle multi-turn dialogues and generate informative questions
that narrow down the candidate pool.

However, these methods rely solely on visual appearance, neglecting where
and when the target was observed. We instead propose multi-turn, spatio-temporal
aware interactive person search, an agentic setting in which the agent fuses vi-
sual, spatial, and temporal evidence across a camera network through dialogue
rather than a single static query.

2.2 Spatial-Temporal Person Re-identification

A parallel line of work constrains person retrieval with camera topology and
transition times. Wang et al . [34] estimate a camera-to-camera transition-time
distribution that discounts temporally infeasible gallery matches, and Cho et
al . [8] jointly infer camera-network topology and cross-view identities. In both,
a single transition distribution is fixed at training time and applied as a post-
hoc filter over a static gallery. ARGOS moves this decision to inference time:
the agent chooses when to test temporal feasibility and which sightings to query,
turning the same physical constraint from a retrieval post-process into an inter-
active planning step.

2.3 Interactive Cross-Modal Retrieval

Interactive cross-modal retrieval iteratively searches for a target through multi-
turn user interactions, where the user provides feedback [31, 38] or clarifica-
tions [4, 11, 26]. Recent works leverage LLMs [1] for interactive retrieval of im-
ages [20, 21, 44] and videos [17, 18, 24, 41]. ChatIR [21] introduced a chat-based
image retrieval protocol where an LLM refines the user’s intent through dia-
logue. PlugIR [20] generates questions that target current retrieval bottlenecks.
In video retrieval, UMIVR [41] models multiple sources of uncertainty to improve
question quality.

Unlike these systems, which refine a representation to improve ranking, AR-
GOS treats dialogue as an investigative process: the agent collects evidence,
invokes spatio-temporal tools, and eliminates candidates through grounded rea-
soning rather than embedding refinement.

2.4 Agentic Video Understanding

Recent work equips LLM-based agents with tools to reason over long-form video.
VideoAgent [12, 35] formulates video understanding as iterative frame retrieval
guided by an LLM planner. EGAgent [30] introduces entity scene graphs as
structured memory for multi-hop reasoning over very long egocentric streams,
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and DVD [9] further scales agentic search to hour-long videos through multi-
granular tool use.

These systems share our tool-augmented iterative reasoning but target video
QA on single streams, without multi-camera topology or transition constraints.
ARGOS instead identifies persons across a camera network, grounded by the
STTG, and adds a benchmark whose metric (TWS) jointly measures correctness
and interaction efficiency.

3 The ARGOS Benchmark
3.1 Problem Formulation
Standard text-based person retrieval takes a fixed natural-language description q
and ranks a gallery G = {g1, . . . , gN} by visual similarity. The query is given
once, with no mechanism for the system to request clarification. This formula-
tion assumes the description suffices to identify the target—an assumption that
rarely holds in surveillance, where witnesses provide partial, ambiguous, and
incrementally recalled information across multiple cameras and time periods.

We formulate spatio-temporal aware interactive multi-camera person
retrieval as follows. An agent π receives an initial statement from a witness
about a target g∗ ∈ G and engages in a multi-turn dialogue with a witness
simulator W. At each turn t the agent selects an action at—asking about visual
attributes, querying spatial location, or invoking temporal reasoning tools—and
the witness responds according to g∗’s ground-truth attributes and trajectory.
The agent also accesses a Spatio-Temporal Topology Graph T that encodes
camera connectivity and transition-time statistics.

Let C0 ⊆ G denote the initial candidate set consistent with the opening state-
ment, and Ct the set after turn t. A task is solved when Ct = {g∗}. Performance
is measured by correctness (g∗∈ Cfinal, |Cfinal| = 1) and efficiency (turn count τ
relative to the oracle-optimal τ∗).

This formulation differs from prior interactive retrieval work [3, 25] in three
respects. First, the query arrives incrementally—the agent decides what to ask.
Second, the gallery spans multiple cameras with known spatial topology, en-
abling location-based reasoning. Third, temporal constraints (transition times
between cameras) allow the agent to eliminate candidates whose movements
are physically impossible. Existing interactive methods [3, 20, 21, 25] build on
single-view re-ID or image retrieval datasets that structurally lack multi-camera
spatial and temporal information; ARGOS builds on MTMMC [37], whose syn-
chronized multi-camera video, tracking annotations, and instance labels make
such reasoning possible.

3.2 Benchmark Overview
ARGOS consists of 2,691 task instances across 14 scenarios, organized into three
tracks that test progressively complex reasoning (Table 1). All tasks draw from a
common gallery of 1,273 annotated persons observed by 16 synchronized cameras
in two environments: an industrial factory (7 scenarios, summer) and a university
campus (7 scenarios, autumn), sourced from the MTMMC dataset [37]. Each
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Table 1 ARGOS benchmark statistics across three tracks.

Track 1 (Who) Track 2 (Where) Track 3 (When)

Task count 989 550 1,152
Interaction mode Single-turn Multi-turn Multi-turn
Core capability Semantic parsing Spatial reasoning Temporal reasoning
Avg. dialogue context 5.6 turns — —
Avg. oracle turns (τ∗) — 2.02 1.89
Primary metric Top-1 Acc TWS TWS

person is annotated with 24 visual attributes (Sec. C). On average, each person is
observed by 5.9 cameras (range 4.9–7.4), providing rich multi-camera trajectories
for spatial and temporal task construction.
Dataset construction. All three tracks share a two-stage pipeline (Sec. A). Stage 1
generates deterministic ground truth through algorithmic computation: information-
theoretic clue selection for Track 1, zone-based spatial disambiguation for Track 2,
and STTG-based temporal feasibility classification for Track 3. No language
model is involved; task validity and optimal turn sequences are computed from
the attribute database, camera topology, and trajectory records. Stage 2 wraps
the structured ground truth in natural-language dialogues via an LLM, con-
verting attribute labels and camera identifiers into conversational witness state-
ments. This separation ensures benchmark correctness does not depend on language-
model behavior, while the natural-language surface prevents agents from bypass-
ing comprehension by directly matching structured labels.

3.3 Spatio-Temporal Topology Graph

The STTG encodes camera relationships in space and time. It serves two roles:
the benchmark derives ground-truth tasks from it (Tracks 2 and 3), and agents
receive it as an environment representation for spatio-temporal reasoning.

Definition. The STTG is a directed weighted graph T = (V,E) where each
node vi ∈ V represents a camera, annotated with a zone label and a natural-
language sub-area description (e.g., “deep inside the warehouse, near the tall
shelves”). Each directed edge eij = (vi, vj , λij , σij) carries a type λij ∈ {OVERLAP,
SOFT_ADJ, TRAVEL} and transition-time statistics σij = (tmin, tmed, tmax, n) com-
puted from observed movements. OVERLAP edges connect cameras with shared
fields of view (near-zero transition time); their connected components define
zones. SOFT_ADJ edges connect cameras separated by a door or passage with
no visual overlap but small transit (< 2 s). TRAVEL edges cover all remaining
transitions, with times ranging from seconds to minutes.

Construction. The STTG is built from multi-camera tracking ground truth
through a three-phase pipeline: transition extraction, priority-based labeling
with human verification, and directed-edge aggregation (Sec. A). The result-
ing graphs contain 110 edges (factory) and 149 edges (university), all satisfying
tmin≤ tmed≤ tmax (Fig. 2).
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Cam 1 Cam 3 Cam 13

Cam 5 Cam 14 Cam 15

Fig. 2 Left: STTG for the factory (16 cameras). Nodes are grouped into zones (shaded)
by OVERLAP connectivity. Edge types: OVERLAP (blue), SOFT_ADJ (orange), TRAVEL
(gray); labels show median transition time. Right: 3-D camera layout with sample
RGB–Thermal pairs. The university STTG (Sec. C) has 149 edges.

Zones. OVERLAP components define atomic zones (e.g., a 4-camera warehouse
zone, a 6-camera building-core zone). SOFT_ADJ edges link adjacent zones into
composite zones corresponding to floors or building sections. This bottom-up
derivation grounds zone membership in measured camera co-visibility rather
than architectural assumptions.

3.4 Three Tracks

ARGOS defines three tracks that isolate progressively complex capabilities (Fig. 1).
All tracks share the same gallery, attribute schema, and scenarios. Track 1 can be
evaluated independently; Tracks 2 and 3 presuppose Track 1’s semantic parsing.

Track 1: Who—Semantic Perception (989 tasks). The agent receives a com-
pleted multi-turn dialogue (avg. 5.6 exchanges) in which a witness describes
the target’s appearance. The dialogue is generated by converting an optimal
attribute-elimination sequence into natural language (Sec. A) and contains syn-
onyms, hedged responses, and implicit references that require robust parsing.
The agent extracts attributes, filters the gallery, and returns a single prediction.
Each task targets a unique person; Track 1 serves as a prerequisite for Tracks 2
and 3.

Track 2: Where—Spatial Reasoning (550 tasks). The witness reports seeing the
target in a multi-camera zone (e.g., “the warehouse area,” spanning 4 cameras).
The agent resolves which sub-area within the zone through ask-spatial questions
(e.g., “Was it indoors or outdoors?”), whose answers map to specific cameras via
the zone’s disambiguation structure (Sec. A), and further narrows candidates via
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ask-attribute questions before issuing a predict action. Every task requires at
least one spatial turn by construction. The oracle path averages 2.02 turns (1.14
spatial, 0.91 attribute).

Track 3: When—Temporal Reasoning (1,152 tasks). The witness reports two
sightings at different locations and approximate times (e.g., “in the warehouse
right at the beginning, then on the second floor a few minutes later”). The
agent applies a temporal elimination tool that evaluates each candidate against
the STTG: a candidate must have been present at both cameras and have a
transition time within the STTG’s observed range. Candidates are eliminated
by time reversal (arrived at the second camera before leaving the first) or as too
slow (transition exceeds the observed maximum). Absence-based filtering (never
observed at the reported camera) is applied as preprocessing; Track 3 tasks
specifically require at least one temporal elimination beyond simple presence
checks. The oracle path averages 1.89 turns.

Only camera pairs with direct observed edges in the STTG generate temporal
claims; multi-hop route inference is excluded, ensuring every elimination rests
on empirical data.

3.5 Evaluation Protocol

Witness Simulator. ARGOS evaluation uses a deterministic witness simula-
tor W. For the three observable attributes—visual gender, upper clothing color,
and lower clothing color, selected for high class variation and perceptual salience [27]—
W returns the ground-truth value in varied natural-language templates (Sec. C).
For other attributes it responds with uncertainty; for spatial and temporal
queries it returns pre-computed responses from the ground-truth path.

This controlled-fidelity design ensures reproducibility (identical witness
behavior across runs) and diagnostic clarity (agent failures trace to parsing,
reasoning, or strategy—not witness noise). The templates nonetheless require
robust language understanding; an agent that cannot parse hedged phrasing
loses information at every turn.

Metrics. For Track 1 (single-turn) the primary metric is Top-1 Accuracy. An
auxiliary Parsing Accuracy measures attribute extraction quality independent
of retrieval success. For Tracks 2 and 3 (multi-turn) the primary metric is Turn-
Weighted Success (TWS):

TWS =
1

N

N∑
i=1

si ·
τ∗i

max(τi, τ∗i )
(1)

where si∈{0, 1} indicates correctness, τi is the agent’s turn count, and τ∗i is the
oracle-optimal turn count pre-computed for every task. An agent solving every
task at exactly the oracle count achieves TWS = 1.0. TWS follows the design
principle of SPL [2] in embodied navigation—weighting success by efficiency—
but replaces path length with dialogue turns. Because τ∗ is embedded in the
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Witness
Simulator

State Manager

Evaluator

Gallery Service
Filter Service

SessionController

Evaluation Result
T8: predict (Submit)

Response (Data/State Update)

Response (Witness Statement)
T4: ask_witness (Call)

T1: query_gallery (Call)

T2: analyze_dist (Call)

T3: get_zone_info (Call)

T5: check_temporal (Call)

T6: filter_attr (Call)

ARGOS Agent Evaluation Environment

T1  query_gallery

T2  analyze_dist

T5  check_temporal

T6  filter_attr

T7  filter_spatial

T8  predict

Analyst

Planner

Interviewe

r

Interpreter

T3  get_zone_info

T4  ask_witness

Fig. 3 System architecture. Left: the ARGOS Agent consists of four LLM-driven mod-
ules that form an observe-think-act loop. Right: the evaluation environment provides
a Witness Simulator (Sec. 3.5) and a deterministic State Manager. Arrows denote tool
calls (downward) and responses (upward). The agent selects actions; the environment
executes them.

dataset, evaluation requires no oracle computation at test time. TWS decom-
poses into Top-1 Accuracy (correctness) and Average Turns on successful
tasks (efficiency), both reported alongside TWS. Additional diagnostic metrics
(SR_turn@T , per-scenario breakdowns) are provided in Sec. B.

4 ARGOS Agent: A Strong Baseline
To establish a reference point for the benchmark, we introduce ARGOS Agent,
a tool-augmented LLM agent that interacts with the evaluation environment
through a structured observe-think-act loop. Unlike existing person search sys-
tems that operate in a single forward pass, ARGOS Agent couples multi-turn
investigative dialogue with tool-grounded spatio-temporal reasoning. The agent
is designed to be strong yet transparent: it achieves competitive performance
across all three tracks while exposing clear bottlenecks for future work.

4.1 System Architecture

Figure 3 shows the separation between the agent (LLM-driven) and the envi-
ronment (deterministic).
Environment. The environment consists of two components. The Witness Sim-
ulator, defined in Sec. 3.5, returns natural-language answers to the agent’s ques-
tions. The State Manager provides three deterministic services: a Gallery Ser-
vice that exposes the attribute database (read-only), a Filter Service that per-
forms exact-match attribute filtering and spatial camera mapping, and a Ses-
sion Controller that enforces the 20-turn budget and termination conditions. All
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Table 2 Information boundary of the ARGOS Agent. The agent cannot observe
which attributes the witness will answer, forcing strategic decisions under uncertainty.

Accessible Not accessible

Gallery DB (24 attributes, read-only) Candidate–camera mapping
Current candidate ID list Ground-truth disambiguation path
Zone structure (sub-areas, cameras) Which attributes the witness can answer
STTG statistics (min, median, max, std) Per-candidate feasibility details
Available action types Witness’s internal observable set

State Manager responses are deterministic and require no LLM reasoning; the
agent selects actions and the environment executes them, following a standard
env.step(action) paradigm.

Agent. The agent processes each turn through four modules in sequence:

1. Analyst queries the gallery, computes attribute distributions over the cur-
rent candidate set, and retrieves zone structure (Track 2). It identifies which
attributes have the highest elimination power among remaining candidates.

2. Planner receives the Analyst’s summary together with the full dialogue
history and decides the next action: ask about an attribute, request a spatial
description, or issue a temporal check.

3. Interviewer executes the chosen action by invoking the appropriate tool.
For Track 3, check_temporal (T5) is available in the Planner’s action menu
from the first turn, alongside attribute and spatial queries, and the agent
falls back to attribute questions when a temporal cue cannot be parsed. We
do not fix a call order: the ablation in Sec. 5.3 shows that letting the agent
decide when to invoke check_temporal performs on par with or slightly
better than invoking it early (Table 6), so the Track 3 improvement reflects
the tool’s informational value rather than a fixed scaffold.

4. Interpreter parses the witness’s natural-language response into a canonical
attribute value and applies the corresponding filter to update the candidate
set.

This sequential pipeline runs until the agent issues a prediction or exhausts
the turn budget. A critical design property is that the same tool set serves all
three tracks, yet the Planner must make qualitatively different strategic decisions
in each: in Track 1, the agent extracts attributes from a single dialogue turn;
in Track 2, it balances attribute questions against a one-time spatial query; in
Track 3, it must integrate STTG-based temporal elimination with attribute-
based narrowing. Fig 2 makes the agent’s information boundary explicit.

The last row is particularly consequential. The agent does not know that
the witness can only report on three observable attributes (gender, upper-body
color, lower-body color) out of 24 in the gallery; if the highest-elimination-power
attribute happens to be non-observable, the turn yields no information, forcing
the agent to adapt its strategy from failed queries.
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Table 3 Tool registry. The agent invokes eight tools via structured function calls,
each executed by the environment (State Manager or Witness Simulator). Tool names
are tinted by track role (Who/attribute, Where/spatial, When/temporal; shared
tools stay neutral). Parsing the witness reply at filter_attr is the primary bottleneck:
free-form answers must map to an exact canonical value, and errors propagate into
filtering.

ID Name Input Output Tracks

T1 query_gallery candidate IDs attribute records 1,2,3
T2 analyze_dist candidate IDs counts, elim. power 1,2,3
T3 get_zone_info — sub-areas, camera list 2
T4 ask_witness question type NL response (string) 2,3
T5 check_temporal candidate IDs filtered partition 3
T6 filter_attr attr, value, IDs filtered IDs 1,2,3
T7 filter_spatial camera ID, IDs filtered IDs 2
T8 predict candidate ID correctness flag 1,2,3

4.2 Tool Definitions

Table 3 lists the eight tools available to the agent. Tools T1–T3 support analysis,
T4–T5 support interaction with the environment, and T6–T8 produce filtering
or prediction actions.

Two aspects of this tool design merit attention. First, T5 (check_temporal)
provides the agent’s interface to the Spatio-Temporal Topology Graph intro-
duced in Sec. 3.3. Given the current candidate set and a reference timestamp,
the State Manager queries the STTG and returns the subset of candidates whose
traversal times are feasible. This single call can eliminate a substantial frac-
tion of candidates without any dialogue, making it the most information-dense
tool in the registry. Second, T6 (filter_attr) takes as input a canonical at-
tribute value that the agent must extract from the witness’s natural-language
response. Because the witness uses varied phrasings (12 response templates and,
in Track 2, GPT-generated conversational responses), natural-language parsing
is a non-trivial step where errors directly degrade the candidate set. We quantify
this bottleneck in Sec. 5.

5 Experiments

5.1 Experimental Setup

We evaluate across all three tracks using four LLM backbones (GPT-5.2, GPT-
4o, GPT-5-mini, Claude Sonnet 4) at temperature 0.0 with a maximum of 20
turns per episode and seed 42. TWS (Sec. 3.5), which jointly measures accuracy
and turn efficiency, serves as the primary metric for Tracks 2 and 3; Top-1
accuracy and SR@K are reported for Track 1. Ablation baselines are specified
in Table 7, where each row names the component removed from the full agent.
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Table 4 Track 1 results (GPT-4o). LLM Direct outputs a single ID (SR@1= SR@5).

Agent SR@1 SR@5 Parse Acc.

Oracle 100.0 100.0 100.0
LLM ToolCall 81.1 82.3 90.8
LLM Direct 73.3 73.3 93.0
Rule-based 32.2 48.0 66.0

(%) SR@K: success rate within top-K.

Table 5 Main results on Tracks 2 and 3 across four LLM backbones. Best TWS
per track is bolded. Blue shading highlights the best value in each column.

Track 2 (Spatial) Track 3 (Temporal)

Backbone TWS Top-1 SRt@5 AvgTs TWS Top-1 SRt@5 AvgTs

Oracle 1.000 100.0 100.0 2.05 1.000 100.0 100.0 1.88

GPT-5.2 0.338 73.1 33.6 7.04 0.590 88.2 65.8 3.91
GPT-4o 0.323 74.5 31.6 7.49 0.567 80.6 60.8 3.91
GPT-5-mini 0.319 74.9 32.2 7.48 0.556 88.0 60.5 4.40
Claude Sonnet 4 0.383 76.0 38.4 6.71 0.548 83.6 59.5 4.25

SRt@T : success rate (budget T ); AvgTs: avg. turns (success cases)

5.2 Main Results

Track 1. Structured tool-calling outperforms end-to-end LLM inference (Ta-
ble 4). LLM ToolCall achieves 81.1% SR@1, +7.8 pp over LLM Direct (73.3%).
Although LLM Direct attains slightly higher parsing accuracy (93.0% vs. 90.8%),
it cannot recover from filtering errors and produces only a single unranked pre-
diction.

Tracks 2 and 3. The benchmark remains far from solved: the best TWS reaches
0.383 on Track 2 (Claude Sonnet 4) and 0.590 on Track 3 (GPT-5.2), both
well below the Oracle (Table 5). No single backbone dominates both tracks:
Claude Sonnet 4 leads Track 2 but ranks last on Track 3, while GPT-5.2 shows
the reverse. This crossover indicates that spatial and temporal reasoning stress
different capabilities. The SRt@5 column reveals that Claude Sonnet 4 resolves
Track 2 tasks earliest, consistent with its TWS lead.

5.3 Ablation Study

We ablate using GPT-4o (Table 7).
(a) Domain-specific tools are indispensable. Without any tool (w/o All Tools),
Track 3 Top-1 collapses to 11.4%, on par with random guessing over the gallery.
Removing only the track-specific tool is equally destructive: w/o Temporal Tool
falls to 31.0% (−49.6 pp) and w/o Spatial Tool to 40.7% (−33.8 pp), with TWS
near zero in both cases. The temporal drop is not an artifact of forcing this tool
first: when check_temporal is instead offered in the action menu for the agent
to invoke at will, Track 3 Top-1 rises from 80.6% to 83.9% and TWS from 0.567
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Table 6 Autonomous vs. temporal-first invocation (GPT-4o). Letting the agent
decide when to call check_temporal matches or slightly improves fixed early invocation,
while removing the tool collapses Track 3.

Track 3 variant Top-1 TWS AvgTurns

Temporal-first 80.6 0.567 3.91
Autonomous 83.9 0.572 4.05
w/o Temporal Tool 31.0 0.054 13.44

Table 7 Ablation results (GPT-4o). Each row removes one component. Single-pass
baselines have no meaningful TWS or AvgTs. Red shading marks the steepest drop
per track.

Track 2 Track 3

Agent Removed TWS Top-1 AvgTs TWS Top-1 AvgTs

Oracle (upper bound) 1.000 100.0 2.05 1.000 100.0 1.88
ARGOS Agent (none) 0.323 74.5 7.49 0.567 80.6 3.91

w/o Strategy LLM reasoning 0.136 47.6 10.78 0.373 76.9 7.73
w/o Spatial Tool Spatial queries 0.063 40.7 14.20 —
w/o Temporal Tool Temporal queries — 0.054 31.0 13.44

Single-Pass (Full) Interaction — 56.2 — — 29.6 —
Single-Pass (Initial) Interaction + dialogue — 64.7 — — 11.3 —
w/o All Tools All tools N/A — 11.4 —

to 0.572 (Table 6, Fig. 4), so its contribution reflects the candidates it eliminates
rather than its position in the sequence.

(b) Strategic reasoning improves efficiency beyond accuracy. On Track 3, w/o
Strategy nearly matches the full agent in Top-1 (76.9% vs. 80.6%), yet its TWS is
sharply lower (0.373 vs. 0.567) because it requires twice the turns (7.73 vs. 3.91).
Top-1 alone masks this efficiency gap; TWS captures it directly. On Track 2, the
accuracy gap itself is large (+26.9 pp), and TWS compounds it further.

(c) Agentic interaction is the only viable path. On Track 3, both Single-Pass (Ini-
tial) and w/o All Tools converge near 11% Top-1, a structural floor replicated
across all backbones. Neither stronger LLMs nor richer prompts overcome this
barrier; only the combination of tool access and multi-turn interaction reaches
80.6%. On Track 2, Single-Pass (Full) unexpectedly falls below Single-Pass (Ini-
tial) (56.2% vs. 64.7%), a pattern consistent across two backbones, which we
attribute to parsing difficulty (Sec. B).

5.4 Analysis

Failure patterns reveal distinct behavioral profiles. On Track 3, GPT-4o fails pri-
marily through premature commitment: 91% of its failures are wrong predictions,
with negligible timeout (1.6%). Its turn count barely differs between successful
and failed episodes (3.91 vs. 3.93 overall). GPT-5.2 shows the opposite profile:
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Figure S-B (T3_s01_74)

✓ARGOS Agent (w/ Temporal) ✗w/o Temporal Tool

"I saw them in the warehouse right at the beginning, then 
almost at the same time near the lobby entrance."Initial Clue0

• T-Clue: "warehouse → lobby, almost simultaneously“

• Known attributes: upper_color=White

• Initial candidates: 19 candidates - [16, 26, … , 132, 133]

Check Temporal1 Ask Attribute1
A: “Temporal check(STTG constraint check)“: 19 → 3 (16 eliminated) .

temporal

Ask Attribute2

Ask Attribute3
Q: "What color were their pants or bottoms?“

A: “Something like Black, I think."

lower_color

Q: “What was the layout or pattern of their outfit colors? “

A: “I’m not sure about that, I didn’t get a good look."

age_style

Ask Attribute2 bag, body_shape, ...

Ask Attribute6 gender

Ask Attribute9 hair_color

… …
color_layout

Q: "About how old would you say they appeared?"

A: “Hmm, Not sure"

Q: "What was the person's gender?"

A: “Not totally sure, but Female-ish"

Q: "Do you remember their hair color?"

A: “Not sure"

Predict Target is ID #72 (3 turn → ✓ Correct) (20 turn →✗ Failed)

[19→10]

[3→3]

[3→1]

[19→19]

[19→19]

[10→10]

[19→3]

… …

Fig. 4 Track 3 temporal-tool demonstration (Factory, Hard). One
check_temporal call eliminates 16 of 19 candidates via STTG feasibility; the
agent then identifies the target in 3 turns, while the ablated agent (no temporal tool)
exhausts its 20-turn budget and fails.

46% of failures are timeouts from extended evidence gathering, yielding fewer
total errors and the highest TWS despite higher per-task latency. These profiles
suggest that TWS rewards sustained disambiguation over rapid commitment.

Tracks probe distinct capabilities. Track 2’s bottleneck is natural-language un-
derstanding (78.6% parse success vs. 94.2% for Track 3; per-template breakdown
in Sec. B), while Track 3’s bottleneck is temporal reasoning (w/o Temporal Tool:
−49.6 pp, the steepest drop). This explains the backbone crossover in Table 5
and confirms the two tracks evaluate complementary aspects of agentic person
search.

Efficiency emerges from interaction. Figure 5 plots cumulative success rate
against turn budget. The ARGOS Agent resolves tasks substantially faster than
w/o Strategy; at turn 5 on Track 3, the gap is 60.8% vs. 34.7%, visually con-
firming the efficiency advantage that TWS quantifies.

Results hold across seeds and surface variation. Across three seeds, ARGOS is
stable (TWS std within ±0.006; Sec. B). Under paraphrased witness responses,
performance tracks witness uncertainty rather than surface form: hedged phras-
ing lengthens dialogues and lowers TWS, while concise rewording matches the
default templates.
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Fig. 5 Cumulative success rate (SRt@T ) vs. turn budget for Track 2 (left) and
Track 3 (right), GPT-4o. The ARGOS Agent (blue) reaches high accuracy faster than
w/o Strategy (orange). w/o Spatial/Temporal Tool (red) stays near zero through early
turns.

6 Discussion and Conclusion

We presented ARGOS, a benchmark and agent for interactive multi-camera
person search. Across four LLM backbones, only tool-augmented interaction
grounded in the STTG reaches meaningful performance, and the benchmark
remains far from solved.

Limitations and broader impact. Three limitations merit discussion. First, the
witness simulator is deterministic by design, which isolates agent reasoning fail-
ures from witness noise. Real witnesses still exhibit memory errors and incon-
sistencies beyond our templates, and a stochastic or adversarial simulator is a
natural next step. Second, ARGOS currently covers two physical environments
(factory, campus); scaling the STTG to highly disparate, city-scale camera net-
works with heterogeneous layouts and densities remains untested and may strain
the construction pipeline. Third, the technology underlying this work, namely
identifying specific individuals from vague descriptions across camera networks,
carries inherent risks of misuse in surveillance and privacy violation. We em-
phasize that ARGOS is designed as a research benchmark evaluated on fully
consented, public datasets [37]; any deployment in real-world surveillance sys-
tems must comply with applicable privacy regulations and ethical guidelines.

Future work. Promising directions include adversarial witness settings with mis-
information and contradiction, multi-hop STTG reasoning over indirect camera
paths, and transferring the ARGOS evaluation protocol to additional multi-
camera datasets and environments.

Acknowledgements. This work was supported by the Korea Institute of Sci-
ence and Technology (KIST) Institutional Program (Project No. 26K0030).
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