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Fig. 1: In this paper, we present RCM (Rotate your Character Model), an advanced
image-to-video diffusion model tailored for high-quality character generations, featur-
ing pose canonicalization given single/multi-view images, high-resolution generations,
controllable viewpoints given camera poses and robustness to various background dis-
tractions. The generated mesh in the last column is from Hunyuan3D 2.0 based
on our multi-view generation results.
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Abstract. Generating high-quality 3D characters from single images re-
mains a significant challenge in digital content creation, particularly due
to complex body poses and self-occlusion. In this paper, we present RCM
(Rotate your Character Model), an advanced image-to-video diffusion
framework tailored for high-quality novel view synthesis (NVS). Com-
pared to existing diffusion-based approaches, RCM offers several key
advantages: (1) transferring characters with any complex poses into a
canonical pose, enabling consistent novel view synthesis across the entire
viewing orbit, (2) high-resolution orbital video generation at 1024 x1024
resolution, (3) controllable observation positions given different initial
camera poses, and (4) multi-view conditioning supporting up to 4 input
images, accommodating diverse user scenarios. Extensive experiments
demonstrate that RCM outperforms state-of-the-art methods in novel
view synthesis on character generations. The deliverables will be updated
here.

Keywords: Character Generation - Video Diffusion Models - Novel View
Synthesis

1 Introduction

From Hollywood blockbusters to immersive VR experiences, converting a single
image into a fully realized 3D character has been a long-standing and difficult
goal. Compared to painstaking manual modeling, such automated solutions sig-
nificantly slash production time and even open doors for non-experts. Yet, the
core challenge persists: inferring comprehensive 3D geometry from flat images
demands sophisticated reasoning about the character’s hidden sides and spatial
structure.

Motivated by the recent success of diffusion models in image synthesis [12[22]
23/42], researchers have begun exploring how these generative frameworks can be
extended to 3D content creation. Given the scarcity of large-scale 3D character
datasets, early approaches sought to distill the knowledge of powerful 2D diffu-
sion models for 3D content generation [7,27,32,/41./54]. However, such 2D-to-3D
lifting methods often suffered from severe multi-view inconsistency—commonly
known as the Janus problem—and incurred notably slow generation speeds. To
overcome these limitations, subsequent works extended 2D diffusion models into
multi-view generation frameworks [241[30}31},341/40%/44,45.147], enabling the syn-
thesis of consistent multi-view renderings in a feed-forward manner. Meanwhile,
with the rapid advancement of video diffusion models |21}26}51,(60L|66], recent
studies have explored leveraging these temporal-consistency frameworks to fur-
ther enhance cross-view coherence [504/59,68|]. Nevertheless, under the unique
and demanding setting of 3D character generation, these methods continue to
face substantial challenges, primarily due to characters’ highly articulated body
poses, intricate textures, and the diverse requirements of user-driven scenar-
ios—such as handling multiple conditional input images.

In this paper, we present RCM (Rotate your Character Model), an advanced
image-to-video diffusion framework designed for high-quality novel view synthe-
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sis (NVS) on character generations. Specifically, RCM offers the following key
capabilities: 1) Pose canonicalization — given a character image in an arbi-
trary pose with random backgrounds, RCM can transfer the character into a
standard A/T pose while maintaining consistent appearance throughout a full
orbital rotation; 2) High-resolution generation — RCM produces character
videos at a resolution of 1024x1024, ensuring fine detail and visual fidelity; 3)
Controllable viewpoints — RCM allows users to specify diverse initial cam-
era poses, providing flexible observation angles of the generated character; and
4) Multi-view conditioning — RCM supports up to four input images to de-
scribe a single character, enhancing consistency and adaptability across varied
user scenarios. These advantages underscore the practicality of RCM in handling
complex, industry-level character generation tasks, as illustrated in Figure

To construct our proposed RCM, we revisit video diffusion models and de-
sign an architecture featuring an external Camera Encoder to capture subtle
variations across viewpoint conditions. This module processes Pliicker embed-
dings |46] to enable geometry-aware conditioning by mapping 3D rays to the
spatial dimensions of the diffusion backbone. Besides, by utilizing a conditioning
scheme of channel-wise concatenation and element-wise summation, RCM effec-
tively suppresses distractions from complex backgrounds and maintains strict
visual fidelity to the input characters despite diverse articulated poses. Further-
more, to effectively optimize this framework, we design a progressive three-stage
training strategy. The process is systematically divided into three phases, each
dedicated to learning pose canonicalization, viewpoint initialization, and char-
acter rotation, respectively. This well-designed training pipeline enables RCM
to systematically achieve robust pose canonicalization and smooth viewpoint
transitions, ultimately yielding high-quality character synthesis.

In experiments, we conduct comprehensive experiments to assess the effec-
tiveness of our proposed RCM. To this end, we establish two challenging bench-
marks targeting both in-the-wild and hard-case scenarios. The first benchmark,
dubbed RCM-Wild, consists of Al-generated characters and is evaluated through
extensive human perceptual studies, while the second benchmark, dubbed RCM-
Hard, includes professionally designed character models and is assessed automat-
ically using objective metrics. Both quantitative results and qualitative compar-
isons demonstrate the superior performance of our proposed RCM over existing
methods, highlighting its strong potential for real-world character content cre-
ation and production pipelines.

Overall, the contributions of this paper are summarized as follows. 1) We
present RCM, an advanced image-to-video diffusion framework that achieves
high-quality 3D character generation with pose canonicalization, high-resolution
generation, controllable viewpoints, and multi-view conditioning capabilities. 2)
We design a progressive three-stage training strategy that systematically teaches
the model pose normalization, viewpoint initialization, and character rotation.
3) We establish two rigorous benchmarks for evaluating character generations,
which will be open-sourced to the community. Through extensive experiments,
we show that RCM achieved superior performance on character generations.



4 J. Wang et al.

2 Related Work

2.1 Video Diusion Models

A 4

Recent advances in di usion models |[11], 15, 22, 42] have extended their gen-
erative capabilities from static images to dynamic videos, enabling the syn-
thesis of temporally coherent and visually compelling motion sequences. Early
works [2,3/5,16] focused on short video generation by adapting image di u-
sion backbones with temporal attention modules to model frame-to-frame cor-
relations. With the emergence of large-scale video datasets||8,/53] and powerful
training techniques |29, 33], subsequent models such as Sota [[38], Open-Sora
[66], CogVideoX [60], Seedance [13], Wan [51], Veb [10], and HunyuanVideo
[21] have signi cantly improved video quality, resolution, and duration. These
state-of-the-art video di usion models demonstrate strong temporal consistency,
better motion understanding, and controllable generation abilities, laying a solid
foundation for downstream applications such as editing|[5b], novel view synthe-
sis [50] and 3D content generation| [59].

2.2 Diusion Models for 3D Content Generation

Di usion-based approaches have recently shown great promise for 3D content
creation [5€], leveraging the strong generative priors learned from large-scale 2D
image datasets. Early works|[7,18,27,32,41,48,54,/62,67] such as DreamFusion
[41], Fantasia3D [7], and Magic3D|[2VF] pioneered the idea of distilling knowledge
from 2D di usion models to optimize 3D representations, typically using score
distillation sampling (SDS). While these methods marked signi cant progress,
they often suered from multi-view inconsistency and slow optimization. To
address these issues, later methods [17,24/28,30/31,34,35,40,44,45,47,49,52,57,
58] introduced multi-view di usion architectures that generate consistent images
across di erent viewpoints in a feed-forward manner, such as SyncDreamer [34],
Zerol23++ [44], and CharacterGen [40]. More recent e orts [9, 36, 50, 59, 68]
have explored integrating temporal consistency from video di usion models to
enhance view coherence and enable smoother viewpoint transition. Despite these
advances, generating high-quality 3D characters remains particularly challenging
due to complex articulated poses, intricate surface details, and the need for
generalization across diverse user conditions.

3 Method

3.1 Model Architecture

The architecture of our proposed RCM, illustrated in Figure 2, is built upon

recent advancements in video di usion models. It comprises a Di usion Trans-
former (DiT) [39] backbone for spatio-temporal latent denoising, a 3D causal
VAE for e cient video compression and reconstruction, and a Text Encoder for

semantic prompt conditioning.
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Fig. 2: Model Architecture and Training Strategies of the Proposed RCM.

The proposed RCM is built upon a video di usion model and incorporates a Camera
Encoder to achieve precise viewpoint control. To optimize learning, we adopt a pro-
gressive three-stage training strategy, where each stage focuses respectively on pose
canonicalization, viewpoint initialization, and character rotation.

Flow Matching Formulation. RCM is formulated within the ow matching
framework [29, 33]. Formally, let a character video latent be denoted as ¥ 2
Rfhwe  where f;h;w, and c represent the number of latent frames, latent
height, latent width, and latent channels, respectively. We de ne the forward
process via a linear interpolation between the clean data ¥ and Gaussian noise
x1 N(O;I):

Xt =1 tx o+txq; t2][0;1]: (1)

Given a conditional signal ¢, the RCM v (x¢;t;c) is a neural network parame-
terized by that learns to predict the underlying velocity eld v=x 1 Xx g that
directs the denoising trajectory.

Training RCM. During the training phase, the model is optimized to recon-

struct the velocity conditioned on multi-view inputs and camera poses. Speci -
cally, the training inputs consist of a set of reference images ks (where jl (¢t j 2
[1;4]), a sequence of target camera poses represented as Plicker embeddings [46]
P, and a noisy latent x;.

For reference image conditioning, we employ the frozen, vanilla 3D VAE from
the underlying video di usion model to process the character images. Speci -
cally, each reference image in ks is encoded individually by the 3D causal VAE,
treating each as a single-frame video. The resulting condition latents are subse-
quently concatenated along the temporal axis. This independent encoding strat-
egy e ectively prevents temporal interference between distinct reference views.
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Crucially, no noise is applied to these reference latents. Moreover, to prevent the
model from misinterpreting the reference images as initial frames and producing
unintended image continuations, the obtained condition latent are then zero-
padded leftwards along the temporal axis to match the temporal shape of noisy
latents®. Consequently, similar to the design in [6], the reference information is
positioned at the end of the video latent sequence to yield the image condition
latent cimg . Finally, the noisy latent x ; and the condition latent c;ng are then
concatenated along the channel dimension, i.e., X C img , Which will be summed
with the camera latent featuring camera pose information.

For camera pose conditioning, we introduce a lightweight Camera Encoder
module responsible for integrating geometric information into the generative pro-
cess. Our Camera Encoder is a CNN-based module designed to preserve spatial
correspondence. It takes Pliicker embeddings P 2 RHW 6 as input, where
F;H; W represent the number of video frames, video height and video width,
following recent advances in camera-conditioned generation [14, 25]. This repre-
sentation provides a geometrically meaningful way to capture per-pixel viewing
information, thereby preserving the spatial relationships between image pixels
and their corresponding 3D rays. The extracted Pliicker embeddings are pro-
cessed through the Camera Encoder to match the resolution of the input video
latent, resulting in the camera latent c.ym . This latent is then element-wise
summed with the input video latent before being fed into the RCM backbone.
This conditioning design allows RCM to generate high- delity videos from spec-

i ed initial camera poses while maintaining consistent motion and smooth view-
point transitions during character rotations.

In summary, the training objective of RCM is to minimize the ow-matching
loss:

Lrem () = E txox1:cimg ccam KV (Xt € img ]+ Ccam;t) (X 1 X ks 5 (2

where denotes channel-wise concatenation. The camera latent g, is element-
wise summed with the concatenated latent before being fed into the DiT-based
RCM backbone. x; x ¢ represents the ground-truth velocity in the ow-matching
framework.

Inference of RCM. At inference time, RCM synthesizes high- delity 3D char-
acter rotation videos through the reverse process of ow matching. Given user-
provided reference images ks and a target camera pose P, we rst sample pure
Gaussian noise x N (0; ) in the latent space. The image condition latent ¢ jmg
and camera latent ¢,m are constructed following the same processing pipeline
established during training, providing the necessary appearance and geometric
guidance. Starting from t = 1, the generation process is formulated as solving
the ordinary di erential equation (ODE):

dX’[
dt
! We nd that positioning condition latents of reference images at the beginning of

the temporal axis tended to trigger image-to-video generation capability, posing
challenges for RCM to learn pose canonicalization for the rst frame.

=v (x: ¢ img]+Ccam;t); (3)
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integrating toward t = O using an e cient numerical solver. This iterative de-
noising trajectory e ectively transforms the initial noise into a structured latent
representation xg that conforms to the speci ed character identity and orbital
motion. Finally, the denoised latent xg is passed through the 3D causal VAE
decoder to produce the high-resolution orbital video. Overall, our design ensures
that RCM maintains strict character consistency and robust geometric structure
across all frames, while providing users with the exibility to explore speci ed
viewpoints through user-de ned camera pose.

3.2 Training Strategy Decomposition

To e ectively equip RCM with the abilities of pose canonicalization, high-resolution
generation, controllable viewpoints, and multi-view conditioning, we also design
a progressive training strategy, as shown in the lower part of Figure 2. Speci -
cally, the training process is divided into three sequential stages, each designed
to achieve a distinct learning objective.

Stage I: Pose Canonicalization. In this stage, the model is trained to
normalize character appearances into a canonical pose. Speci cally, the input
data consist of reference images depicting characters in diverse and random
poses, while the target output is a static video of the same character shown in a
canonical A/T pose. During this stage, the Camera Encoder module is not in-
corporated, as camera pose information is not utilized for pose canonicalization.
To improve the generalization capability of RCM, we randomly composite each
character onto di erent background images, encouraging the model to focus on
reconstructing the character itself rather than the surrounding environment?.

In implementation, the entire model is ne-tuned end-to-end during this op-
timization stage. Through this process, RCM e ectively learns to canonicalize
character poses, producing stable static videos that depict consistent A/T-pose
representations across diverse characters.

Stage II: Viewpoint Initialization. Once pose canonicalization has been
established, the second stage introduces camera pose conditioning to enable con-
trollable viewpoints in the generated videos. The training data for this stage con-
sists of character reference images with diverse poses and backgrounds, paired
with the randomly sampled camera pose. The target output of this stage remains
a static video showing the same character in a canonical A/T pose, while the
observation viewpoint changes according to the provided camera pose. This cam-
era pose input is represented as Plicker embeddings, which are spatially aligned
with the video dimensions. Note that the input Pliicker embeddings remains the
same across all frames of a sequence, as no relative character motion is intro-
duced during this stage. During training, the Camera Encoder module is jointly
trained with other parameters to achieve full integration between appearance
conditioning and camera conditioning. As a result, RCM acquires controllable

2 We nd that without such background augmentations, RCM tended to con ate
background noise with character features, undermining characters' visual delity.
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viewpoint capability, enabling users to synthesize static character videos from
speci ed perspective positions.

Stage Ill: Character Rotation. In the nal stage, RCM is trained to
synthesize dynamic character rotations covering a complete viewing orbit. The
input data of this stage contains character reference images with diverse poses
and backgrounds, paired with the randomly sampled camera pose. The target
output is a video depicting the character smoothly rotating in place, conditioned
on the provided camera pose information. Note that unlike the previous stage,
the input camera poses now vary across the frame sequence, following a precise
orbital path around the character. During this stage, the entire model is ne-
tuned end-to-end to learn rotational motion generation. Consequently, RCM
attains the capability to generate high- delity videos of characters in canonical
A/T-poses, while providing the exibility to observe these character rotations
from a user-de ned viewpoint.

To point out, during all three training stages, we provide RCM with multiple
character reference images in random poses and backgrounds (i.e., 1 4 images).
This design choice re ects practical user scenarios, where multiple reference im-
ages may be uploaded to capture di erent aspects of the same character, con-
sidering that users may want to keep certain parts of their character designs
unchanged. To further enhance the visual quality and preserve ne-grained de-
tails, RCM is trained at a resolution of 1024 1024.

4 Experiments

4.1 Implementation Details

In our experiments, we adopted Wan 2.2 [51] as our base model due to its
exceptional video generation quality. Considering that Wan 2.2 contains a low-
noise model and a high-noise model targeting di erent timesteps, we applied
our model architecture modi cations and training strategies to both the low-
noise model and the high-noise model. These two model components were then
trained separately according to di erent timestep values, i.e., the low-noise one
was trained with t no less than 900 and the high-noise one was trained with t
greater than 900, both following our divided training strategies.

To train our RCM, we curated and manually rendered approximately 46K
proprietary character models, each featuring a standard A/T pose alongside
multiple complex poses. For camera con gurations, we employed three view-
points per character: one horizontal observation point and two randomly sampled
viewpoints with camera distances ranging from 4 to 7 units and viewing angles
spanning 4 to z. We then rendered character rotation videos under such con-
gurations, yielding approximately 120K training videos in total after manual
Itering. The detailed data Itering pipeline is demonstrated in the Appendix.

4.2 Evaluation Protocol

Evaluation benchmarks. Due to the lack of high-quality character animation
datasets, we propose two challenging benchmarks encompassing both in-the-
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Fig. 3: Qualitative comparisons with previous methods, including CharacterGen [40],
Hi3D [59], AR-1-to-3 [64], Wan 2.1 [51], SyncDreamer [34], SV3D [50], Epidi [19] and
Wan 2.2 [51]. Our method e ectively transformed characters with complex poses into
standard A/T poses while preserving a complete orbital visualization of each character.

wild and complex character cases. The rst benchmark, dubbed RCM-Wild,
comprises diverse character images. Speci cally, we engage domain experts to
design prompts covering multiple dimensions, including gender, art style, hair
design, costumes, facial expressions, and poses. These prompts are then fed into
state-of-the-art text-to-image generative models [4,37,43], yielding 756 candidate
images. Domain experts subsequently curate this collection through rigorous
quality ltering, retaining 113 high-quality examples for evaluation. The sec-
ond benchmark, termed RCM-Hard, consists of challenging character images
characterized by intricate textures, elaborate accessories, and complex structural
details that rigorously test ne-grained generation capabilities. It includes 140
high-quality character models created by domain experts, each containing three
images in random poses and one reference video in the standard A/T pose. Both
benchmarks will be publicly released to advance community research in character
generation.

Baselines. We adopted multi-view di usion models and image-to-video gen-
erative models as baselines, including CharacterGen [40], SyncDreamer [34],
SV3D [50], Epidi [19], Hi3D [59], AR-1-t0-3 [64], Wan 2.1 [51], Wan 2.2 [51] for
both qualitative and quantitative comparisons.

4.3 Qualitative Comparisons

We conducted qualitative comparisons on our proposed RCM-Wild benchmark,
as illustrated in Figure 3. For Wan 2.1 [51] and Wan 2.2 [51], we prompted
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Table 1. Subjective quantitative comparisons in the user study on the RCM-Wild
benchmark. The results demonstrate that our method delivered superior performance
in terms of image-video consistency (IVC), prompt-video consistency (PVC), aesthetic
quality (AQ), motion quality (MQ) and pose canonicalization (PC).

Method IVC PVC AQ MQ PC Overall
SyncDreamer 1.28 1.31 1.10 1l.16 1.12 1.15
Epidi 142 140 112 116 1.17 1.19
Hi3D 200 191 133 172 1.48 1.56
AR-1-t0-3 207 209 172 192 162 1.80
CharacterGen 252 297 251 279 248 2.64
Wan 2.1 286 209 251 178 154 2.05
Wan 2.2 3.73 292 356 3.05 226 3.03

RCM(Ours) 3.73 4.40 4.15 433 4.36 4.25

the models to generate videos depicting a full orbit of each input character. As
shown in these gures, most multi-view di usion models failed to canonicalize
characters into the standard A/T pose. Although CharacterGen [40] success-
fully performed the pose transformation, it often struggled to preserve character
identity when processing images with complex poses and ne-grained details. In
contrast, the video di usion models Wan 2.1/2.2 demonstrated stronger identity
preservation but frequently failed to generate canonical A/T poses or complete
orbital trajectories. Our proposed method achieved both accurate pose canon-
icalization and consistent identity preservation even with 2D-based character
inputs while simultaneously producing smooth and complete orbital visualiza-
tions. Please see the Supplementary Material for more video examples.

4.4 Quantitative Comparisons

Results on the RCM-Wild benchmark. We conducted a user study on the
proposed RCM-Wild benchmark to evaluate perceptual quality and subjective
preferences. Speci cally, the evaluation was based on ve criteria designed to
capture di erent aspects of generation quality: (1) subject consistency between
the input character image and the output video (Image-Video Consistency), mea-
suring how well the generated video preserves the character's distinctive features
and identity; (2) consistency of the video with the input prompt (Prompt-Video
Consistency), assessing alignment between the text description and visual con-
tent; (3) video aesthetic quality, evaluating overall visual appeal, color harmony,
and rendering quality; (4) motion quality, measuring the smoothness and nat-
uralness of viewpoint transitions; and (5) pose canonicalization, assessing the
accuracy and completeness of transformation to standard A/T pose. Each cri-
terion was rated on a 15 Likert scale, where 1 represented the lowest quality
(poor/inconsistent) and 5 represented the highest quality (excellent/highly con-
sistent). A total of 18 domain experts with professional experience in computer
graphics, computer vision, or 3D character design participated in the study to
assess the generated character videos according to these criteria. Participants
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Table 2: Quantitative Comparison on the RCM-Hard Benchmark. We evalu-

ated our method against state-of-the-art approaches across four metrics: PSNR, SSIM,
Chamfer Distance (CD) and Fréchet inception distance (FID). Results demonstrate
that RCM achieved superior performance across all metrics, outperforming both multi-
view generation methods and video di usion models baselines.

Method PSNR" SSIM" CD # FID #
SyncDreamer 11.90 0.87 0.1318 187.20
Epidi 11.80 0.87 0.1102 189.37
SV3D 11.84 0.87 0.1010 177.55
Hi3D 12.10 0.88 0.1074 183.66
AR-1-t0-3 11.62 0.85 0.0979 188.98
CharacterGen 9.31 0.80 0.2819 458.06
Wan 2.1 7.33 0.64 0.1814 92.21
Wan 2.2 16.78 0.84 0.1616 80.87
RCM (Ours) 19.41 0.89 0.0909 25.31

were shown randomly ordered characters from all methods for the same input
to minimize bias. As shown in Table 1, experimental results demonstrate that
our method signi cantly outperformed existing approaches across all ve eval-
uation perspectives, achieving the highest average ratings in image-video con-
sistency, prompt-video consistency, aesthetic quality, motion quality, and pose
canonicalization. The superior performance in image-video consistency validated
our method's ability to preserve character identity through complex pose trans-
formations, while the high scores in motion quality and pose canonicalization
con rmed the e ectiveness of our progressive training strategy and geometry-
aware camera conditioning. These human evaluation results provided perceptual
validation that RCM generated character videos with higher subjective quality
as perceived by expert evaluators.

Results on the RCM-Hard benchmark. We performed quantitative com-
parisons on the proposed RCM-Hard benchmark by reporting PSNR, SSIM,
Chamfer Distance (CD) and Fréchet inception distance (FID) metrics for novel
view synthesis, following the evaluation protocols established in previous stud-
ies [34,40,59]. Specically, we used the same single-view image as input for
each character across all methods to ensure fair comparison. To measure CD,
we exploited Hunyuan3D 2.0 [65] for 3D reconstruction based on the multi-view
generation results. Results are summarized in Table 2, where our method sur-
passed all baseline methods. Compared with multi-view di usion methods, such
as SyncDreamer [34], our method exhibited the lowest CD and higher visual
delity, e ectively capturing complex character silhouettes that often appear
over-smoothed in prior works. Compared with image-to-video generative mod-
els, such as Wan 2.1 [51], our method achieved superior semantic alignment and
360-degree consistency, while Wan series models often failed to achieve the full
orbit rotations for characters. Such comparisons demonstrate that our method
generated images that are semantically aligned with the input while maintaining
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Fig. 4. E ects of multi-view images. Single-image input yielded plausible occluded
regions (i.e., the rst row); additional viewpoint images enabled geometric re nement
through cross-view consensus (i.e., the second and the third rows). Note that in the
rst row, RCM was prompted to generate a feather pattern on the character's back.

superior multi-view consistency, demonstrating the comprehensive advantages of
our approach for character generation.

4.5 Ablation Studies

Multi-view Condition Images. In this section, we demonstrate the e ect of
providing multi-view images as inputs to our proposed RCM. Speci cally, as
shown in Figure 4, when given a single-view image, RCM can reasonably infer
occluded or missing parts, producing a complete and coherent reconstruction of
the character. When multiple views were provided, RCM e ectively leveraged
the additional information to align details across views, resulting in more accu-
rate geometry, consistent appearance, and higher overall delity. This capability
provides users with a exible interface for character creation, enabling them to
customize and re ne their designs according to their preferences. Moreover, we
performed quantitative experiments, comparing single-view (1-view) vs. multi-
view (3-view) inputs on the RCM-Hard benchmark. Results in Table 3 show
that compared with single-view, 3-view input further improved performance on
PSNR and SSIM. This con rms RCM e ectively leverages cross-view consensus
to align details, resulting in more accurate geometry and higher delity.

Camera Pose Conditions. In this section, we demonstrate the e ect of cam-
era pose conditioning in our proposed RCM. As shown in Figure 5, the model
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