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Abstract. Reliable Radar-inertial fusion hinges on accurate extrinsic
calibration, yet mmWave Radar poses unique calibration ambiguities:
sparse and noisy returns, limited angular resolution, and a fundamental
lack of stable geometric correspondences. Prior approaches typically rely
on dedicated calibration targets, restrictive motion patterns, or strong
scene assumptions, limiting their practicality for real-world deployment.
In this paper, we present RadarCalib, a targetless, plug-and-play calibra-
tion framework that uses rigorous steering on the SO(3) manifold to es-
tablish reliable Radar-inertial constraints. Our key insight is that 3D ro-
tational motion naturally induces a temporal synthetic aperture (TSA),
which enables recovery of a fine-grained, high-resolution azimuthal spec-
trum. This TSA-enhanced representation reveals a highly stable rotation-
dependent azimuthal shift, which we use as a calibration signal to tightly
couple Radar observations with IMU preintegration on the SO(3) man-
ifold. Unlike point-based or motion-prior paradigms, RadarCalib estab-
lishes motion-consistent alignment in the spectral domain, regularizing
SO(3) optimization and avoiding collapse induced by sparse Radar re-
turns. Extensive real-world experiments show that RadarCalib achieves
sub-degree rotational accuracy and outperforms state-of-the-art Radar-
IMU baselines in accuracy, robustness, and computational efficiency.
Our self-collected dataset and code is released at https://github.com/
MetaIoT-WHU/RadarCalibl

Keywords: Spatiotemporal Calibration - mmWave Radar- Inertial mea-
surement units - Spectral Domain Alignment

1 Introduction

Modern autonomous systems increasingly depend on multi-sensor fusion for ro-
bust perception in complex environments [3}23}[34,/35,/38]. Among these modali-
ties, mmWave Radar has become a crucial complement to cameras, LiDARs, and
IMUs due to its robustness to adverse weather, penetrative sensing, and direct
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Fig. 1: Motivation: from sparse points to spectral angular cues. Top: Conventional
point-based calibration relies on sparse detections whose coarse angular resolution leads
to ambiguous correspondences and unstable extrinsics. Bottom: Our approach exploits
temporal synthetic-aperture effects formed during Radar rotation, reading consistent
angular-difference patterns from the spectral domain to stabilize SO(3) optimization
via building cycle-invariance spectral regularization, thus avoiding collapse induced by
sparse and noisy Radar returns.

Doppler velocity measurements . However, fully exploiting its poten-
tial requires precise calibration with inertial and geometric sensors, ensuring
that motion estimates and Radar observations are expressed in a common refer-
ence frame . Even minor extrinsic or temporal misalignments severely degrade
downstream perception and fusion performance. Unlike optical sensors, mmWave
Radar measurements are sparse, noisy, and lack angular resolution, often con-
taminated by multipath effects and spurious reflections . These proper-
ties prevent straightforward feature association, rendering traditional camera-
IMU or LiDAR-IMU calibration techniques ineffective
when applied to Radar, as they rely on repeatable features or consistent geo-
metric structures.

Some works sidestep this limitation by introducing external calibration tar-
gets such as trihedral reflectors or fiducial boards [10,[28]. While highly accu-
rate, these approaches require controlled environments, surveyed infrastructure,
and cannot support in-situ recalibration during normal operation. While recent
studies EI, focus on targetless methods by environmental structure or kine-
matic consistency, they rely on restrictive assumptions like constant velocity
or static scenes, which rarely hold in practical environments [15[21]. Further-
more, in degraded environments characterized by sparse reflections, point-based
paradigms suffer from insufficient geometric constraints. Such sparsity, com-
pounded by measurement noise, fails to provide adequate topological support
within the calibration manifold, frequently leading to optimization divergence
or ill-conditioned solutions.

Our motivation is to exploit the rich informative spectral domain to regu-
larize manifold alignment of Radar-IMU angular variations, leading to compact
and well-conditioned subspace convergence. As illustrated in Fig. [T} rotational
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motion induces two complementary phenomena. First, as the sensor continuously
changes its viewing direction, the sequence of measurements naturally forms a
temporal synthetic aperture, which enlarges the effective antenna aperture and
improves azimuthal resolution beyond the physical array limit. Second, the tem-
poral evolution of these patterns exhibits a distinctive rotation-dependent az-
imuthal shift: the frame-to-frame drift of spectral energy depends solely on the
Radar’s self-rotation, remaining largely insensitive to scene geometry or target
distribution. Thus, these properties reveal an important insight: although indi-
vidual Radar frames are sparse and noisy, their time-aggregated behavior encodes
both enhanced angular structure and stable rotation cues. By exploiting these
temporally coherent patterns, we can infer the Radar’s rotation directly from
spectral observations and use it as a reliable constraint for target-free Radar-
inertial calibration.

To fully unlock such inspiring potential, we introduce a unified Radar-IMU
calibration framework that reinterprets Radar-IMU alignment as a temporally
constrained optimization on SE(3). Our temporal synthetic aperture model ag-
gregates observations to enhance angular discriminability and establish a reliable
orientation prior even under sparse, noisy Radar returns. We then couple this
prior with velocity and pose consistency terms, linking Radar Doppler motion
to IMU preintegration through rigid-body kinema tics and short-horizon odome-
try. Together, these residuals form a differentiable, physically grounded objective
that intrinsically rejects dynamic outliers and jointly optimizes the extrinsic ro-
tation and translation, enabling stable convergence from coarse initialization in
unconstrained environments.

The main contributions of this paper are as follows: (1) We present the first
spectral-domain Radar—Inertial calibration framework that jointly optimizes ro-
tation, velocity, and pose consistency on the SE(3) manifold, leveraging the
rotation-dependent azimuthal shift as a stable calibration signal. (2) We in-
troduce a novel temporal synthetic aperture formulation for Radar-Inertial cal-
ibration that accumulates spectral observations over time to enhance angular
resolution and recover rotation. (3) Through extensive real-world experiments
in both static and dynamic environments, we demonstrate sub-degree rotational
accuracy and centimeter-scale translation precision, surpassing state-of-the-art
targetless baselines while simultaneously enhancing Radar perceptual quality.

2 Related work

Heterogeneous Sensor Calibration: Calibration across heterogeneous sen-
sors has been extensively studied as a prerequisite for reliable multi-sensor fusion.
Classical works use distinct physical targets, such as checkerboards or AprilT-
ags [104/181/30,31,141], and trihedral reflectors, to establish point-to-plane or PuP
constraints across modalities. While these approaches achieve high accuracy,
their reliance on controlled environments restricts long-term autonomy. Target-
less approaches remove the need for explicit calibration artifacts by exploiting
motion or scene constraints [13}/29,/40]. These methods often exploit feature cor-
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respondences, or optimization frameworks to estimate the relative pose between
sensors. Hand-eye formulations align sensor trajectories derived from separate
odometry pipelines [5], whereas mutual-information objectives maximize spatial
consistency without explicit correspondences [39]. Continuous-time splines fur-
ther improve temporal alignment [6l/19]. However, these kinematics-based solvers
require rich excitation motions to ensure observability and struggle under de-
generate trajectories. Learning-based and joint-optimization frameworks have
recently emerged to automate cross-modal calibration. Networks such as RC-
AutoCalib [24] and CaRaCTO [5] regress extrinsics directly from paired sensor
data using cross-attention or multi-constraint supervision. Other systems embed
calibration variables within SLAM graphs, continuously refining them during op-
eration. While these approaches improve robustness to noise and can run online,
they depend heavily on training data diversity and often entangle geometric
alignment with appearance cues, reducing interpretability.

Radar-related Calibration: Radar calibration is challenging due to low angu-
lar resolution, specular returns, and multipath. Early methods rely on high-RCS
reflectors or surveyed references to establish geometric correspondences. Corner
reflectors and HD maps have been used to calibrate Radar-Radar or Radar-
IMU systems with centimeter-level precision |1528]. Recent examples with 4D
imaging Radar minimize reflector-map discrepancies to estimate Radar-IMU ex-
trinsics [4]. Although these methods achieve excellent accuracy, they depend on
controlled setups and physical targets, making them unsuitable for in-situ or
long-term deployment.

To operate without infrastructure, trajectory-alignment methods use motion
consistency across Radar, LIDAR, or camera trajectories but often recover only
partial parameters (e.g., yaw or scale) and rely on motion richness |22]. Filter-
based systems such as x-RIO [9] and Radar-inertial odometry pipelines |7}/161/26|
integrate Radar ego-velocity and IMU preintegration into unified optimization
or EKF formulations, enabling online extrinsic and temporal calibration with-
out explicit targets. However, these methods cannot fundamentally overcome the
inherent low angular resolution of millimeter-wave Radar, which limits the relia-
bility of feature association and motion estimation. Recent deep networks learn
cross-modal correspondences directly from Radar tensors and optical features.
Representative works such as Scholler et al. [33], Zhuang et al. |[44], and Luu et
al. |24] perform end-to-end Radar-camera calibration via attention-based feature
fusion or adaptive convolution. These methods achieve centimeter-level accuracy
and robust generalization on public datasets, but require extensive training data
and may overfit to specific Radar models or environments.

3 Preliminary

3.1 Notation

We consider a sensor suite consisting of a single IMU and a mmWave Radar,
whose coordinate frames are denoted by F; and Fg, respectively. Their spatial
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Fig. 2: System overview of RadarCalib. Radar ADC and IMU streams feed three
constraints: (1) Rotation via TSA with cycle-invariant alignment; (2) Velocity
from Doppler aggregation with lever-arm kinematics; (3) Pose from short-window
Radar/IMU odometry. All residuals (Rw, Ry, Ro) are jointly minimized in Ceres on
SE(3) to estimate the extrinsics T = [RF |tF].

relationship is expressed as a 3-D rigid-body transformation from the IMU frame
F1 to the Radar frame Fg:

TE = Rf tF R €SO(3), tff e R? 1
I — ) 1 € ( ), I € ’ ( )
0143 1

where T® € SE(3) jointly encodes the rotation and translation between the
IMU and Radar frames. At each time step t, the relative ego-motions of the
IMU and Radar over a short integration window are given by T;(¢) and Tg(t),
respectively. The IMU provides linear acceleration a;(t) and angular velocity
wi(t), both expressed in Fy, which are preintegrated to obtain relative velocity
and pose. Similarly, the linear and angular velocities of the Radar in Fgr can
be denoted by vgr(t) and wg(t), respectively. For any transformation matrix
T € SE(3), the logarithmic map log(-) projects T onto its Lie algebra se(3), and
the exponential map exp(-) performs the inverse operation. The vee operator
(\)V extracts the R® vector from an se(3) element, while the hat operator (/\)
maps an R? vector to its skew-symmetric matrix form in so(3).

3.2 Radar Sensing Properties

Each frame of a frequency-modulated continuous-wave (FMCW) Radar provides
a set of detections

Z,={zi=(ri,0;,v,a;) } 1, (2)

where 7;, ;, and v; denote range, azimuth angle-of-arrival (AOA), and Doppler
velocity, respectively, and a; is the reflection amplitude. Among these quantities,
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Doppler and azimuth exhibit sharply different levels of reliability. Doppler esti-
mates are high-SNR, temporally stable, and remain informative even in sparse
or textureless scenes, providing a physically grounded constraint on sensor mo-
tion that is unavailable to cameras or LiDAR. In contrast, azimuth information
is derived from phase differences across a small receive array, leading to inher-
ently limited angular resolution (typically 10°-30° for automotive Radars). This
coarse discrimination, compounded by specular reflections and multipath, makes
point-level geometric correspondence highly unreliable and prevents direct ori-
entation estimation from individual Radar frames. These sensing characteristics
(strong Doppler, weak angle) fundamentally distinguish Radar from optical and
geometric sensors, making direct feature associations across frames unreliable.

4 Methodology

4.1 Problem Formulation

The goal of Radar-IMU calibration is to recover the rigid transformation be-
tween the Radar and IMU coordinate frames by enforcing kinematic consistency
across their motion observations. We aim to estimate the extrinsic parameters
TF = [RE|tF] that best align the dynamics captured by both sensors. This can
be expressed as a nonlinear least-squares optimization problem involving three
complementary residuals:

Jnin, D IRl g, + IRl g, + IRa(®) 5, }
Ro(t) = log (T(t) TP, (1) (7)) Q
Ry(t) = vr(t) — R (vr(t) + wi(t) x th)

Ro(t) = wr(t) — RFw,(t)

where Ro(t), Ry(t), and R (t) are the relative odometry, linear velocity, and
angular velocity residuals at time ¢, respectively. The matrices X, 3, and X,
are the corresponding robust covariance matrices. Here, tf, = —RFtf represents
the translation lever arm from the IMU to the Radar frame. Together, these
residuals constrain the motion on SE(3), enforcing rotational, translational, and
dynamic consistency and forming the core of our calibration framework summa-
rized in Fig. 2]

4.2 Rotation Constraint via Synthetic Aperture

Among the three residuals in Eq. , the rotational component is the most
critical for accurate Radar-IMU calibration. Due to the sparsity and low SNR
of mmWave Radar returns, individual frames provide only coarse and unreli-
able azimuth estimates. To address this limitation, we introduce a temporal
synthetic aperture model that accumulates Radar observations over time, ef-
fectively enhancing angular discriminability without requiring dense geometry
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or external targets. The key consequence is an rotation-dependent azimuthal shift
across consecutive frames: the inter-frame azimuthal shift primarily reflects the
Radar’s ego-rotation, providing a scene-agnostic signature of orientation change.
Intuitively, as the Radar rotates, each Radar frame observes only a narrow az-
imuthal slice of the environment. By temporally aggregating successive frames,
the Radar synthesizes a larger effective aperture whose span equals the accu-
mulated rotation, thereby sharpening azimuthal resolution without modifying
hardware. Unlike synthetic aperture Radar (SAR) imaging, our objective is not
to reconstruct spatial reflectivity but to extract the ego-rotation pattern encoded
in the azimuthal drift of spectral energy across frames. We now formalize this
temporal aperture mechanism and derive a rotation constraint on SO(3) that
couples Radar-inferred rotation increments with IMU preintegration.

Temporal Synthetic Aperture Model: Following the notation in Sec. [3]
let the IMU provide angular velocity w;(t) expressed in F;. Our framework
naturally accommodates 3D rotational motion by projecting it onto a designated
synthesis axis. Let ar € S? denote an arbitrary unit vector representing this
target axis in the Radar frame Fr. Through the extrinsic rotation R €S0(3),
the effective angular velocity driving the temporal synthetic aperture along ag
is given by

wr(t) =apREw(t). (4)

The accumulated azimuth and corresponding synthetic-aperture span follow as

t
o) = o+ | walr)dr, (5)
to

which tracks the instantaneous azimuthal position of the virtual aperture ele-
ments. Let p,, € R? denote the physical coordinate of the m-th receive element
in Fr. Under continuous rotation around the arbitrary synthesis axis apr, the
m-th virtual element at time t forms a 3D spatial trajectory defined by the
exponential map on SO(3)

X (t) = exp((t) ar)pm. (6)

By applying Rodrigues’ rotation formula, this generalized 3D trajectory can be
explicitly expanded as:

XV (t) = ppm cos d(t) + (ar X pm) sin d(t) + aR(aEpm)(l — cos ¢(t)). (7)

In practice, standard automotive Radars predominantly feature horizontal MIMO
arrays optimized for azimuthal sensing. To maximize spatial phase diversity, we
align the synthesis axis with the array’s normal vertical axis (agr = e.), and
the elements lie at p,, = [d;,0,2,] ", where d, is the effective rotation radius.
Under this hardware-specific configuration, Eq. naturally degrades to a lo-
calized cylindrical trajectory: For upright rotation (ag = e.), this simplifies to
a cylindrical trajectory

X () = [dy cos §(t), dy sin §(t), 2] | - (8)

™m
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Sampling at frame times {t;}5  vields a K x M set {x)V (t;)} forming a dense
synthetic array whose spatial sampling density is dynamically governed by wgr (tx).

For a far-field direction u(#, ), let j be the imaginary unit, A the Radar
wavelength, and & = 27/ the wavenumber. The steering phase at the virtual
element x (¢;.) is denoted by eIk uxu (t) | Let s,,(¢s) be the complex snap-
shot (after range compression and Doppler bin selection) acquired at xV (¢1).
Coherent integration over the temporal synthetic aperture produces:

K M

ye(0, ) Z Z Wk S (tx) exp( — 7k u(@,go)TanZ(tk)), 9)

k=0m=1

where wj, compensates for the nonuniform angular sampling induced by the
varying ego-motion. Guided by the change of variables in temporal integration,
we define wy, = w®(t})/w, with @ being the mean angular velocity over the
integration window. As the accumulated rotational span grows, the azimuthal
mainlobe narrows, significantly improving angular discriminability while keeping
the physical antenna configuration fixed.

Rotation Consistency Residual: The azimuthal energy profile |y(0,-)| be-
tween consecutive frames shifts by an amount corresponding to the sensor’s
ego-rotation. Qur goal is to exploit this shift to estimate the Radar’s rotation
without explicitly regressing fragile frame-to-frame angular changes.

We marginalize the beamformed response over elevation ¢ € B to obtain
a robust 1D azimuthal energy profile E¢(0) = > ly:(0, »)|?, where B is a
selected set of elevation bins to suppress vertical multipath noise. Assuming
dynamic scatterers are filtered via Doppler cues, the profile shifts purely due to
ego-rotation: Fyy1(0) = Fy(0 + wr(t)At).

Directly regressing this differential shift is highly susceptible to local minima.
Instead, we leverage a cycle-invariance property: after one full 2 yaw rotation,
the azimuthal energy distribution strictly repeats. Defining the accumulated yaw
as ¥(t) = ftf) wi(1)dr, we softly aggregate nearby frames completing a rotation

using a Gaussian kernel centered at 27 to construct a reference profile Ey,(6):

exp( — (P(ty) — W(1) — 2m)?/20)
Siexp( — ((t;) —¥(t) — 2m)2/202)
(10)
This soft-aggregation mechanism bypasses fragile frame-wise regression and re-
mains fully differentiable with respect to R¥. We define the cycle-invariance
spectral residual as the weighted shape divergence:

Eiy(0) =Y on(t) By (0),  a(t) =
k

Rcycle(t; R?) = Wé/Z (NEt - NEtO )a (11>

where N(+) is a log-power normalization operator and Wy represents SNR con-
fidence. In the final joint SE(3) optimization, this spectral residual directly sub-
stitutes the unobservable kinematic residual R, (t), elegantly linking the signal-
level aperture synthesis to the geometric IMU kinematics.
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4.3 Velocity and Pose Consistency Constraints

With the rotation anchor established, we complement it with two consistency
terms that couple translation through rigid-body kinematics and stabilize short-
horizon alignment: a velocity consistency constraint and a pose consistency con-
straint. The former leverages the classical lever-arm effect w x t to make t¥
observable under rotational excitation, while the latter mitigates drift by enforc-
ing local trajectory coherence.

Velocity consistency: For static landmarks, each Radar return provides a
radial Doppler velocity v] = —vg(t) cos(oy; — 3) that lies on a sinusoidal curve
parameterized by the instantaneous Radar velocity vg(t). By fitting this curve
through differentiable least squares, we recover v%(t) up to scale, while dynamic
scatterers are naturally rejected as outliers. The recovered Radar velocity is then
linked to IMU motion through rigid-body kinematics:

vr(t) = Ri(vr(t) + wi(t) x tg), (12)

where RE is the extrinsic rotation and t4 the lever arm. Crucially, the cross-
product term wy(t) x th renders the translation lever arm t4 observable exclu-
sively under rotational excitation.

We obtain v;(t) and wy(t) from standard IMU preintegration over short
windows with gravity and bias compensation. Substituting these into the global
objective in Eq. , the kinematic velocity residual R, (¢) is minimized via a ro-
bust loss p(|| Ry (£)[|3;, ) In scenarios where only specific components of v*(t) are
reliably observable (e.g., longitudinal along the array normal), we introduce an
orthogonal projection matrix P(t) to filter out unobservable degrees of freedom,
yielding the projected residual R, (t) = P(t)R,(t). Furthermore, the adaptive
temporal weights from the TSA module can be reused to balance kinematic
contributions across nonuniform motion segments.

Pose consistency: To regularize drift and promote global alignment, we in-
troduce a pose consistency constraint that directly enforces agreement between
short-horizon Radar and IMU motion estimates. The core idea is to ensure that
the relative pose predicted by Radar and that reconstructed by IMU preinte-
gration remain mutually consistent up to the extrinsic transform. Formally, we
define the residual

Ro(t) = log (Ta(t) " TFT:(1) (Tf) ") (13)

where Ty(t) is the preintegrated IMU motion and Tg(¢) is the Radar pose
estimated using the corrected rotation increments from Sec. Unlike tradi-
tional odometry-based calibration that accumulates error over long sequences,
we evaluate Eq. within sliding windows of a few frames. This short-horizon
formulation suppresses integration noise and enables rapid, local correction of
extrinsic drift while preserving differentiability. Each residual is minimized as
A[IRo(t)]I3;,), where X, reflects the uncertainty propagated from both Radar-
based pose reconstruction and IMU preintegration.
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4.4 Joint Optimization

Objective: Given the rotation, velocity, and pose residuals from Sec. [£:2] and
Sec. we estimate T by minimizing Eq. with optional robust losses. We
implement the optimization using Ceres Solver |1, representing rotations with
minimal axis-angle perturbations. We use minimal manifold updates:

RE+ REexp(30),  tE«t+t. (14)

Initialization and convergence: We initialize RF from the rotation anchor
in Sec. and set t¥ = 0 (optional weak Gaussian prior). A two-stage schedule
is used in practice: (i) refine R with R, then (ii) jointly refine (R, t%) with
all terms. Ceres terminates on small relative cost decrease or update norm. Each
iteration forms residuals in O(T') and solves a 6 x 6 system; 30 ~ 40 iterations
typically suffice from coarse rotation initialization.

5 Experiments

5.1 Experimental Setup

Setup: To comporehensively evaluate our calibration method, we build a real-
world testbed by rigidly mounting a TT AWR1843BOOST Radar together with
a MicroStrain 3DM-GX5-45 IMU on a precisely designed and 3D-printed fixture.
As shown in Fig. [3] the fixture provides repeatable, surveyed mounting interfaces
at multiple slots, allowing us to realize different IMU-Radar pose configurations
TE by relocating the IMU while keeping the Radar fixed. The ground truth
extrinsics TF* are known from the CAD specification. An NVIDIA Jetson Orin
Nano serves as the main controller. All data are acquired in ROS2.

Data collection: We evaluate calibration robustness across varied IMU place-
ments, motion profiles (slow/fast, smooth/jittery), and scene types spanning
both indoor (corridor, lab, hall) and outdoor environments. Each session records
synchronized Radar ADC (raw IF samples), Radar point clouds, and IMU streams.
To our knowledge, this is the first dataset that jointly provides all three modal-
ities for Radar-IMU calibration.

3DM-GX5-45 IMU

Jetson Nano  Ti AWR1843Boost = Corridor Outdoor

Fig. 3: Hardware platform and the four typical scenarios used in our experiments.
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Baselines: We compare our method against state-of-the-art Radar-inertial cali-
bration systems iKalibr [8], which rely on point-based geometric correspondences
and optimize for extrinsics via nonlinear least squares. We ensure a fair com-
parison by providing all methods with the same time-synchronized data and
recommended initialization.
Evaluation metrics: We evaluate our method comprehensively along three
dimensions: extrinsic calibration accuracy, downstream perceptual performance,
and computational efficiency.
(1) Calibration Accuracy. Let TR = {RE t2} denote the estimated extrinsic
parameters, and TF* = {RF* t/*} the corresponding ground-truth values. We
rigorously quantify the rotation error e using the geodesic distance on the SO(3)
manifold, and the translation error e; using the standard Euclidean distance in
R3:

er = ZRIRT), e =[ltf — 72 (15)

where Z(R) = arccos((tr(R) — 1)/2) extracts the absolute magnitude of the
angular error.
(2) Compute profile. We report the number of Ceres iterations to convergence, the

average per-iteration runtime, and the total optimization time. All measurements
are conducted on an Intel Xeon 6226R CPU (3.9 GHz).

5.2 Main Results

Overall calibration accuracy: We quantify accuracy on all real sequences
and IMU placements introduced in Sec. Each sequence is split into fixed-
length windows (50s) set of calibration trial. For every window we estimate the
rotation and translation errors defined in Eq. (I5): er (deg) and e; (cm). We
report median/std over all windows and additionally stratify by scene. Tab.
summarizes aggregate errors. Across all scenes and mounts, RadarCalib attains
the lowest rotation error and competitive or better translation error. The ad-
vantage is most pronounced in indoor hall sequences and outdoor rotation seg-
ments, where sparse-point correspondences are ambiguous: our median er de-
creases markedly relative to iKalibr with tighter interquartile ranges. Outdoor
sequences with smoother motion reduce the gap, yet our method remains best on
both metrics, indicating that TSA-based angular-difference cues generalize be-
yond high-ambiguity regimes. Per-mount results exhibit narrow clusters around
the CAD reference, evidencing repeatability under re-mounting.

Ablation study: We study the effectiveness of several key components on our
real-world dataset and present the results in Tab.[2] The temporal synthetic aper-
ture (TSA) module is important to accurately recover the Radar’s ego-rotation,
as it overcomes the inherently poor azimuthal resolution of individual sparse
scans. We also compare to a configuration without the pose consistency term,
which performs significantly worse in translation estimation, as it falls short in
leveraging local trajectory coherence on the SE(3) manifold to mitigate drift.
Furthermore, the velocity consistency constraint R, helps to explicitly activate
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| | | Extrinsic | Temporal
Method|Scene|Pose| Rotation Error (deg) | Translation Error (cm) [Time Offset
[ | | dé6(r) 36(p) 50(y) | dp(=) dp(y) dp(z) | 7 (ms)
L. P.1| 0.11 £0.04 0.22 £0.22 0.15 £0.25 0.03 £0.12 0.21 £0.17 0.05 +0.03|-68.2740.13
/,f P.2| 0.20 £0.22 0.15 £0.17 0.18 £0.19 0.28 £0.22 0.19 £0.18 0.25 +0.17|-57.854+0.28
=3
@) Ie P.1| 0.25 £0.22 0.14 +£0.21 0.12 +0.12 0.21 +£0.23 0.02 £0.14 0.03 +0.15]-57.19+0.16
: | P.2| 0.25 £0.32 0.30 £0.27 0.28 £0.25 0.30 £0.14 0.20 £0.18 0.18 +0.20}-76.64+0.18
:T; H P.1| 0.23 £0.11 0.21 £0.21 0.22 £0.12 0.11 £0.12 0.08 £0.02 0.02 +0.01-41.914+0.33
Q *|P.2| 0.25 £0.24 0.18 £0.20 0.21 £0.22 0.22 £0.10 0.16 +0.12 0.19 £0.20}-56.60+£0.42
5}
9 ) P.1 [(0:427%£0:25 0.34 £0.12/70:46"£0:18 0.16 £0.09 0.34 £0.02 0.22 +0.01]-71.914+0.33
~ ©|P.2| 0.40 £0.35 0.42 £0.28 0.35 £0.26 0.30 £0.10 0.15 +0.12 0.18 £0.14}-56.60£0.12
L P.1| 0.61 £0.96 0.57 £0.82 0.63 £0.80 0.23 £0.31 0.35 £0.29 0.23 +0.18J-66.60+0.17
| P.2] 0.73 £0.64 0.75 +£0.72 0.88 +0.83 0.68 £0.94 0.67 £0.88 0.61 £0.79|-76.45+0.21
[50] Ie P.1 [ 0.97 £0.72 1.08 £0.91 0.92 £0.98 0.30 £0.24 0.19 £0.18 0.27 +0.21}-76.534+0.42
o | P.2| 1.02 £0.47 0.80 £0.51 0.83 £1.07 0.75 £0.80 0.58 £0.92 0.63 +0.72|-76.254+0.34
'~§ H P.1| 0.60 £0.727 1.02 £0.88 0.95 £0.90 0.36 £0.30 0.34 £0.27 0.39 +0.31]-86.604+0.45
Q *|P.2| 0.81 £1.16 0.90 £1.01 1.08 £0.98 0.78 +£0.66 0.62 +0.61 0.81 £0.75]-76.40£0.25
o) P.1 1125072 1.02 £0.88 0.95 £0.90 0.36 £0.30 0.34 £0.27 0.39 +0.31}-76.534+0.46
©|P.2| 1.41 £1.36 1.30 £1.11 1.28 +0.98 0.78 +0.66 0.62 +0.61 0.81 +0.75]-86.62+0.14

Table 1: The spatiotemporal calibration results of RadarCalib and iKalibr in Monte-
Carlo real-world experiments. (Notes: Darker cells indicate larger errors. L, C, H and
O denote the indoor lab, corridor, hall and outdoor scenarios, respectively. P.1 and P.2
denote two different IMU placements.)

Configuration Rotation(°) Translation(cm)
Mean 60(r) 50(p) 660(y) Mean X Y Z
Full (Oul‘s) 0.254 0.264 0.245 0.254 0.173 0.121 0.189 0.210
w/o TSA 0.929 0.930 0.905 0.953 0.661 0.844 0.563 0.578
w/o Velocity 0.435 0.485 0.412 0.409 0.421 0.398 0.455 0.410
w/o Pose 0.491 0.482 0.455 0.538 0.852 0.794 0.912 0.850

Table 2: Ablation study on the contribution of each component in RadarCalib.

the kinematic lever-arm effect (w! x t?), rendering the translation parameters
fully observable under rotational excitation.

Computational efficiency: Fig. [5| summarizes the computational profile of
each method. RadarCalib converges in 45 iterations, requiring 20.25 s in total-
2.4x faster than iKalibr, despite similar per-iteration cost (0.45 s vs. 0.40 s).
This speedup stems from the stronger rotational constraints introduced by our
TSA formulation, which substantially reduces the number of iterations needed
for convergence. This efficiency makes RadarCalib suitable for online or frequent
re-calibration scenarios.

5.3 Downstream Tasks Validation

Radar-inertial calibration primarily serves as a precursor to robust downstream
perception and navigation. Therefore, beyond standalone extrinsic accuracy, we
thoroughly assess the external validity of our framework by evaluating its direct
impact on point cloud reconstruction fidelity and Radar-IMU SLAM.
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Sparse& Structureless
Method| Scene | ATE (m) | RPE (deg) '

| |[RMSE Median| RMSE Median

" Lab 0.12 0.10 0.08 0.07
E Corridor| 0.15 0.13 0.09 0.08
o Hall 0.18 0.16 0.11 0.10

Outdoor| 0.20 0.18 0.12 0.11

Lack of Geometric Structure

E La‘b 0.18 0.15 0.13 0.1‘0
E Co}xlgﬁor 83% gé? 8 %é g ig Point Cloud Azimuth Spectrum Our TSA-Enhanced Spectrum
=] Outdoor| 0.28 0.24 0.20 0.18

. Fig. 6: TSA-enhanced geometric reconstruc-
Fig. 4: Radar-IMU SLAM results tjon. Compared to the extreme spatial sparsity

with different calibrations. of the raw Radar point cloud (Left) and the
Method|Tterations Time/iter. (s) Total time (s) severe angular blur of a single-frame azimuth
Ours 45 0.45 20.25 spectrum (Middle), our TSA-aggregated spec-
{Kalibr| 120 0.40 48.00 trum (Right) accurately recovers the fine-grained

. ) structure of the parallel walls. This enhancement
Fig.5: Computational overhead n;4viding high-fidelity geometric cues essential for

analysis. robust targetless calibration.

Perceptual enhancement: Qualitative Geometric Reconstruction: As illus-
trated in Fig. [6] raw Radar point clouds in feature-deprived environments suffer
from extreme spatial sparsity. Single-frame azimuthal spectra remain severely
blurred by physical resolution limits. In contrast, our TSA-aggregated spectrum
accurately restores the continuous geometric boundaries of parallel walls, yield-
ing a dense representation highly compatible with standard vision pipelines.
Quantitative Point Cloud Fidelity: We further quantify the structural coherence
of point clouds extracted from our TSA-enhanced heatmaps against standard
CFAR-processed baselines. Using LiDAR as the geometric ground truth Q, we
evaluate Chamfer Distance (CD), F-score, and Valid Point Ratio (VPR). VPR
is defined as 1 — [Peiutter|/|P], where the extracted Radar points P are classified
as clutter if their distance to the nearest LiDAR return exceeds a tolerance
threshold 7 (set to 1m):

Pcluttcr = {P € P ‘ min ||p - q||2 > T} . (16)
qeQ

As shown in Tab. [3, TSA enhancement substantially improves Radar perception
across varying power thresholds. The CD is consistently reduced to 0.93-1.10
(compared to 1.16-1.35 for CFAR), indicating significantly more accurate local-
ization. Furthermore, the F-score increases to 0.81-0.84, and the VPR elevates
to 0.70-0.71 (vs. 0.61-0.68), demonstrating denser, more reliable point coverage
with fewer spurious artifacts.

Kinematic Consistency and Resolution: Reliable perception strictly requires pre-
cise ego-motion compensation. By fitting the sinusoidal Doppler-azimuth relation
of stationary returns in quasi-static scenes, RadarCalib achieves a significantly
higher R? and lower RMSE than uncalibrated configurations and iKalibr, con-
firming cleaner segmentation of dynamic scatterers. Finally, measuring the 3 dB
mainlobe width reveals that our TSA calibration narrows the mainlobe by 20%
and resolves adjacent targets 2°-3° closer than single-frame baselines. This con-
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Methods Scene 1 Scene 2 Scene 3
CD (m) |} F-score t VPR 1+ CD (m)] F-score t+ VPR 1+ CD (m) | F-score 1 VPR 1
CFAR (a =0.04 1.52 0.78 0.65 1.25 0.75 0.60 1.28 0.73 0.57
CFAR (a =0.05 1.45 0.78 0.64 1.13 0.76 0.62 1.19 0.71 0.56
CFAR (a = 0.06) 1.43 0.82 0.70 1.01 0.79 0.66 1.10 0.79 0.66
CFAR (a =0.07) 1.40 0.81 0.69 1.05 0.81 0.69 1.03 0.80 0.67
Ours .04) 0.96 0.85 0.75 1.12 0.78 0.65 1.03 0.80 0.67

5) 1.04 0.86 0.76 1.10 0.81 0.68 1.15 0.79 0.65
.06) 0.89 0.86 0.76 0.93 0.83 0.71 0.97 0.80 0.67
7) 0.90 0.87 0.77 0.98 0.82 0.70 0.94 0.82 0.70

Table 3: Comparison of spatial perception performance across the heatmaps before
and after TSA-Based Angular Enhancement.

firms that TSA materially upgrades the sensor’s inherent angular discriminabil-
ity for high-precision spatial reasoning. Eztensive quantitative and qualitative
results demonstrating our method’s superiority in highly challenging scenarios
are detailed in the supplementary material.

Radar-Inertial SLAM evaluation. To isolate the impact of calibration, we
adopt a standard RIO backend [12| where the estimated extrinsics T¥ remain
strictly fixed during odometry optimization. All sequences feature 6-DoF mo-
tions with identically initialized IMU biases to prevent confounding effects. We
evaluate Absolute Trajectory Error (ATE) and Relative Pose Error (RPE) using
RMSE and median metrics. As shown in Tab. @] RadarCalib consistently yields
the lowest ATE and RPE across indoor and outdoor scenarios, reducing global
drift by up to 20% compared with iKalibr. In particular, the improvement is
pronounced in low-texture environments where Radar feature degeneracy limits
point-based calibration. The superior rotation alignment provided by our TSA-
based constraint produces smoother Radar-IMU fusion and mitigates orientation
bias accumulation. Outdoor sequences with longer trajectories show sustained
performance stability, indicating that the calibrated extrinsics generalize to un-
seen motion patterns. Additional results and extended analyses are provided in
the supplementary material.

6 Conclusion

In this work, we present RadarCalib, a novel targetless calibration framework
exploiting arbitrary rotational motion. By formulating Radar-IMU alignment
through angular-difference invariance and adaptive aperture modeling, our method
achieves sub-degree rotational accuracy under realistic motion conditions. Ex-
tensive experiments on real-world datasets demonstrate RadarCalib’s superiority
over existing approaches, particularly in challenging environments with limited
translation.
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