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Abstract. Hyperspectral imaging (HSI) promises material-level percep-
tion beyond RGB vision, yet current models remain tightly coupled to
sensing hardware. Minor changes in spectral discretization or spatial res-
olution can invalidate trained networks, despite all sensors observing the
same material reflectance physics. We introduce OneHSI, a unified hy-
perspectral foundation model that aligns representations across hetero-
geneous sensing configurations through physically motivated inductive
biases. Rather than treating bands and resolutions as arbitrary tensor di-
mensions, OneHSI reparameterizes spectral channels in a shared continu-
ous wavelength space, separates scale-invariant relational attention from
scale-conditioned feature transformation, and balances cross-domain con-
tributions to learn sensor-invariant representations. Cross-domain exper-
iments demonstrate state-of-the-art performance and strong robustness
under sensor and scale shifts, supporting physics-aligned representation
learning as a principled path toward cross-sensor generalization.

Keywords: Hyperspectral imaging - Foundation model - Cross-sensor
generalization - Spectral representation learning

1 Introduction

Hyperspectral imaging (HSI) promises material-level perception beyond RGB
vision [24,64], supporting applications from satellite crop monitoring [60,62] to
intraoperative tumor assessment [42,58]. Across these settings, sensing configura-
tions differ dramatically, spanning hundreds of meters to micrometers in spatial
scale [93,106], with varying spectral bands [25,71], wavelength coverage [27,94],
and noise characteristics [67, 83]. Consequently, models trained on one sensor
often generalize poorly on another [37,806,906], trapping hyperspectral learning
in a device-dependent paradigm where minor hardware changes can invalidate
trained models and compromise reproducibility [69,92].

* Corresponding author.



2 Y. Wen et al.

Multi-Scale Comparison of Water Spectral Reflectance Hyperspectral Dataset Characteristics Hyperspectral Dataset Scale
(] Sampled region Vater reflectance spectra observed at different spatial scales Spatial Resolution & Spectral Bands ‘Across four major HSI domains
o I
~ o ® i
-
gosq [ H ® 8 -
| H ® R\ -
E | H "=
: 1 ;, H
HE N
H H HSI Dataset
L. / ‘ I e L
. E o = S
H K] [ ] % AL 7 o,
m oam) HS1 ’ S & \
? s\\/ & ; &

g e &
», > s \\ ,
i
spun al Band Wavelength (nm) Number of Spectral Bands (number) 3

Scale & ! Scale -0 @ Remote Imaging @ Proximal Imaging ~ Medical Imaging @ Driving Imaging

(a) (b) (©)

Microwapic St

Fig.1: The hyperspectral landscape motivating OneHSI. (a) Normalized water re-
flectance curves [68] observed at macro- [106], meso- [2], and micro-scales [93] share
consistent spectral structure, indicating underlying physical commonality across di-
verse sensors and resolutions. (b) Representative datasets exhibit variation in spatial
resolution and spectral dimensionality (C1 and C2), demonstrating the inher-
ent cross-domain sensing heterogeneity. (c) Dataset scale across major HSI domains
reveals severe domain imbalance (C3).

Recent efforts attempt to extend Vision Foundation Models (VFMs) [61,101,
113] to hyperspectral imagery, including SpectralGPT [38], HyperSIGMA [99],
SpectralEarth [12], and HyperFree [16]. However, these approaches are predomi-
nantly trained on relatively homogeneous satellite imagery and implicitly assume
stable spectral configurations and spatial scales [96, 119]. As a result, when de-
ployed in ground-level scenarios such as medical imaging [42,58] or autonomous
driving [29,105], where spectral bands, spatial resolutions, and acquisition condi-
tions differ substantially, their performance often degrades significantly [10,85].

Although remote and ground-level hyperspectral systems differ in observation
geometry and spatial scale (as illustrated in Fig. 1), their measurements share
a common physical basis: intrinsic spectral signatures are largely gov-
erned by material composition rather than the sensing device [15,24,64].
Acquisition-dependent factors such as spectral mixing, atmospheric and medium
effects, and sensor noise do vary with scale and platform; nonetheless, the relative
spectral shape (band ratios, peak structure) remains broadly informative across
sensors, which can be viewed as sampling related spectra with different wave-
length responses and physical resolutions [25,89]. Yet current learning pipelines
consistently fail to exploit this physical commonality. Three primary factors
fundamentally break this cross-sensor consistency: (i) spectral misalignment
across sensor-specific wavelength coordinates (C1); (ii) spatial-scale incon-
sistency caused by heterogeneous resolutions (C2); and (iii) data imbalance
that biases representation learning toward dominant domains (C3).

To improve physical consistency, we design OneHSI, a unified hyperspec-
tral foundation model that promotes invariance to sensing configurations by
aligning representations with the underlying material physics. Specifically, at
spectral level, Spectral Coordinate Reparameterization (SCORE) repa-
rameterizes band heterogeneity in a shared continuous wavelength space, learn-
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ing wavelength-conditioned spectral embeddings that remain stable under ar-
bitrary discretizations (C1). At spatial level, Scale-Equivariant Adaptive
Transformation (SEAT) treats resolution changes as variations in physical
sampling density, sharing relational attention while conditioning feature trans-
formation on physical scale (C2). At domain level, Cross-Domain Represen-
tation Equalization (CORF) balances per-domain contributions and applies a
domain-adversarial objective to learn sensor-invariant representations, prevent-
ing dominant domains from distorting spectral similarity (C3). Our contribu-
tions are summarized below.

— We build on the premise that hyperspectral observations across satellites and
ground-level sensors share a common reflectance structure largely governed
by material composition, despite large variations in spectral configurations
and spatial scales. This physical commonality, which OneHSI demonstrates
empirically, provides the foundation for unified cross-domain hyperspectral
representation learning.

— We design OneHSI with three modules: (i) Spectral Coordinate Reparameteri-
zation models cross-sensor band heterogeneity as sampling of a shared continu-
ous function over wavelength, (ii) Scale- Equivariant Adaptive Transformation
reinterprets spatial resolution as variation in physical sampling density and
conditions feature transformation on physical scale, and (iii) Cross-Domain
Representation Fqualization balances per-domain contributions through cross-
domain sampling and adversarial alignment.

— Comprehensive experiments across heterogeneous hyperspectral domains show
that OneHSI achieves state-of-the-art performance while remaining robust
to sensor shifts, scale variations, and domain imbalance, demonstrating the
benefit of physics-aligned representation learning.

2 Related Work

Deep Learning for Hyperspectral Imaging. Deep learning has significantly
advanced HSI analysis [48,74,92], but progress remains highly domain-specific.
Most methodological development has focused on remote sensing [43], supported
by large-scale benchmarks and practical demand. This has led to increasingly so-
phisticated spectral-spatial CNNs [112] and Transformer-based architectures [16,
,33,57,111], and more recently, Mamba-style state space models [50, 100, 104].
In contrast, ground-level applications, including proximal sensing [13,82], med-
ical imaging [30,91], and autonomous driving [6,29], remain data-limited and
fragmented. Models developed for satellite imagery often fail to transfer to fine-
grained ground-level scenes, exposing a persistent domain gap [18,53,108].
Heterogeneity of Hyperspectral Data. The domain gap largely stems from
intrinsic heterogeneity in sensing configurations [79]. At the sensor level, dif-
ferences in Spectral Response Functions (SRFs) [72] result in incompatible
band discretizations. Existing approaches attempt to address this through spec-
tral super-resolution [1,20] or explicit cross-sensor normalization [98], but such
reconstruction-based solutions are typically inflexible and generalize poorly to
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Fig. 2: Overview of OneHSI. CORE first balances multi-domain HSI samples to mit-
igate dataset imbalance (Sec. 3.5). SCORE then reparameterizes sensor-specific spec-
tra into a shared physical wavelength space (Sec. 3.3). Following the MAE paradigm,
masked tokens are processed by transformer blocks equipped with SEAT which adap-
tively handles spatial scale variations (Sec. 3.4). A lightweight decoder reconstructs the
aligned HSI cube from the visible tokens. Training is jointly supervised by the recon-
struction loss L,ec, domain adversarial loss L441, and expert balancing loss Lpai-

unseen hardware [45, 115]. At the physical level, acquisition scales vary dramati-
cally, from meter-level satellite imagery [65] to micrometer-level microscopy [70].
While conventional multi-scale architectures capture intra-image hierarchies,
they do not resolve the inter-dataset feature shift induced by orders-of-magnitude
changes in physical resolution [11,45].

Hyperspectral Foundation Models. Inspired by VFMs (e.g., ViT [17], MAE [34],
and CLIP [81]), recent works extend large-scale pre-training to hyperspectral
imagery [61, 101, 113]. Models such as SpectralGPT [38], HyperSIGMA [99],
and SpectralEarth [12] adopt the Masked Autoencoder (MAE) paradigm [34] to
learn spectral-spatial representations from remote sensing datasets, while Hyper-
Free [16] explores prompt-based segmentation pre-training. Despite their strong
performance, these models are predominantly trained on satellite imagery and
implicitly assume fixed spectral bands and spatial scales, limiting their ability to
generalize across heterogeneous sensors. While concurrent works pursue broader
generalization across spectral channels [44] or cameras [7], OneHSI instead ad-
dresses spectral, spatial-scale, and domain heterogeneity jointly.
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3 Method

3.1 Problem Formulation

We consider multi-domain hyperspectral datasets 2 = {w,,, }}_,, where w,, =
(X € REXWXCo N Fach domain m is associated with its own spectral
coordinate system \,, € R and spatial scale s,,, inducing incompatible spec-
tral grids and spatial resolutions across domains. Our goal is to learn a unified,
domain-agnostic representation Z,, ; via a mapping function

f@ . (X’H'L,i) Amv Sm) = Z’m,ia (1)

that is invariant to domain-specific spectral coordinates and spatial scales.

3.2 Overview of OneHSI

As illustrated in Fig. 2, we introduce OneHSI, a unified hyperspectral founda-
tion model with physically motivated inductive biases that addresses coordi-
nate mismatch at three structural levels: spectral, spatial, and domain. At the
spectral level, Spectral Coordinate Reparameterization (SCORE) lifts discrete
channels into a shared continuous wavelength space via wavelength-conditioned
projections (Sec. 3.3). At the spatial level, Scale-Equivariant Adaptive Trans-
formation (SEAT) decouples relational modeling from scale-specific adaptation:
shared self-attention preserves long-range spectral-spatial dependencies, while
resolution-aware experts modulate feed-forward transformations (Sec. 3.4). At
the domain level, Cross-Domain Representation Equalization (CORE) balances
per-domain contributions and, together with a domain-adversarial objective,
learns sensor-invariant representations (Sec. 3.5).

3.3 Spectral COordinate REparameterization (SCORE)

Hyperspectral sensors sample reflectance at sensor-specific wavelength coordi-
nates, so channel indices lack a consistent physical meaning across domains [36,
|. Rather than aligning discrete indices or inverting the imaging process,

SCOREFE reparameterizes each spectral channel as a sample of a shared con-
tinuous function over wavelength.
Spectral Alignment. Given a hyperspectral cube X,,; € RT*WxCm with
wavelength coordinates \,, € R, we normalize wavelengths into a canonical
range: \ \

3 m — /\min

)\m >\max - )\min ’ (2>
where Apin and Apax denote the global minimum and maximum wavelengths
computed over all pre-training domains. We then construct a coordinate-conditioned
spectral projection matrix W, € R¢»*P by applying a shared mapping func-
tion ®,,.p : R — R to each normalized wavelength coordinate independently:

W) = ®,.,(A), Vee{1,...,Cpn}. (3)
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This maps sensor-specific channel bases into a shared spectral basis:
Xpi =X iWn, X, € RIEXWXD (4)

Consequently, channel-index dependency is removed, aligning heterogeneous spec-

tral representations in shared physical wavelength space.

Statistical Modulation. Even after coordinate alignment, sensors exhibit domain-

specific statistical biases [45,98]. To preserve the shared spectral geometry while

adapting global statistics, we apply a lightweight FiLM modulation [78]. A global

context vector ¢y, ; is obtained via spatial adaptive average pooling over X7, ;:
¢m.i = AdaptiveAvgPool(X], ), c¢mi € RP, (5)

m,i

and mapped to the channel-wise FiLM affine parameters vy, i, 6m,; € RP:
(Ymi> Om,i) = FRiLM(Cmi)- (6)
Feature modulation is then performed as:
Xoni = X0 i © (1 +Yimyi) + O, (7)

where ® denotes channel-wise multiplication broadcast across the spatial di-
mensions. Finally, the resulting tensor )N(m,i is partitioned into non-overlapping
patches and linearly projected to form a sequence of token embeddings Z,, ; €
RN*D for subsequent processing.

3.4 Scale-Equivariant Adaptive Transformation (SEAT)

Physical scale alters local spatial frequency characteristics but preserves long-
range relational structure [22,52]. This suggests that scale invariance primarily
concerns relational dependencies rather than local feature statistics. In trans-
formers, such relational dependencies are naturally modeled by self-attention,

whereas feed-forward layers refine localized transformations [76,95]. We therefore
introduce the SEAT, which shares self-attention layers across domains and con-
ditions only the feed-forward components on physical scale [23, 77]. Intuitively,

two views of the same material at different resolutions share the same relations
among regions but may need different local filters; SEAT therefore keeps atten-
tion shared while only scale-conditioned experts adapt the feed-forward path. We
do not assume semantic equivalence across scales: the experts absorb the (pos-
sibly non-smooth) scale-dependent variation through smooth Gaussian gating
over log;g s.

Given a sample (m,i) from domain m with physical scale s, (meters per
pixel), we operate in logarithmic space s, = log;,(s,) to reflect multiplicative
resolution differences. We instantiate E scale-aware experts, each parameterized
by a learnable scale anchor j, and bandwidth o2. The affinity between domain
m and expert e is

Gme = =5 (8)
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Normalized gating scores are obtained by softmax over experts:

E
exp(gm e)
Ce = —o Gme=1. (9)
S exp(gm.;) z::l

For efficiency, we select the top-Kc,, experts with index set Z,,, and renormalize
their weights:
_ Gm7e
wm e —

) )
2jez,, Gmj

For the input token sequence Z,, ; € RV*P the SEAT output is computed as

Ve € I,,. (10)

Vi = W Experty(Zp.;). (11)
e€ELy,

Under this formulation, samples with similar log-scales activate overlapping
expert subsets, enabling smooth scale interpolation while preserving globally
shared relational representations.

3.5 Cross-Domain Representation Equalization (CORE)

As shown in Table 1, the hyperspectral data distribution is highly skewed across
domains, where remote sensing datasets significantly outnumber those from
ground-level domains. Such imbalance biases gradient updates toward dominant
domains, potentially skewing the shared representation and degrading cross-
domain invariance [4,9]. To mitigate domain-induced representation collapse,
CORE enforces balanced domain contribution at the mini-batch level. Specif-
ically, given M coarse domain pools (remote/proximal/medical/driving), each
mini-batch B is constructed by uniformly sampling K 4,,, instances per domain:

|Bi| = Kdom, Yme{l,...,M}. (12)

This yields |B| = M K 4o, with uniform coarse-domain proportions and enforces
a uniform per-domain proportion of 1/M, which helps stabilize cross-domain
optimization [21,28]. In short, CORE operates at the data level through balanced
per-domain sampling, and is complemented by the domain-adversarial objective
in our training loss, which aligns features across domains; together they prevent
dominant domains from dictating the shared representation.

3.6 Training Objective

Our training objective enforces representation consistency across spectral coor-
dinates, spatial scales, and sensing domains.

Liotal = Lrec + - Lyar + B+ Laar- (13)

Each term regularizes a distinct structural source of heterogeneity.
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Reconstruction Loss. Following Masked Autoencoders (MAE) [34], we recon-
struct the masked patches in the physically aligned feature space. Let )N(myi,p
denote the aligned feature of patch p from sample (m,4), and XWW its de-
coder prediction. To prevent trivial representation collapse, the target features
Xmm,, are detached from the computational graph during optimization. The
reconstruction loss is

1 1 - - 2
»C'rec = @ Z |Mm7i| Z HXm,i,p - X'm,i,p 9

(m,i)eB PEMm i

; (14)

where M,, ; denotes the masked patch indices. Reconstructing in this physi-
cally aligned space forces the encoder to learn sensor-agnostic spectral-spatial
structures, bypassing sensor-specific channel dependencies.

Expert Balancing Loss. To prevent expert collapse and ensure effective ca-
pacity utilization, we regularize routing distributions. For SEAT layer [, let G{rn,e
denote the pre-top-K.,, softmax gating probability of expert e for domain m.
Specifically, the routing statistics over the M domains are calculated as:

Pl:iiGl fl:iil[eef] (15)
Mm:l 7 Mm:l

where P! is the average routing probability, f! is the fraction of domains as-
signed to expert e, and Z!, is the index set of the top-Kezp experts selected
for domain m. As the routing mechanism is deterministically guided by domain
scales, minimizing the loss across all L SEAT layers ensures that the learnable

anchors p, distribute uniformly across diverse physical scales:

E L FE
Coar=7 ) > fi P (16)

=1 e=1
Domain-Adversarial Loss. To further remove sensor-specific biases after spec-
tral alignment, we promote domain-invariant global representations. Let z,, ; =
% 25:1 Zm.i n, denote the global representation of sample (m, ). A domain clas-
sifier hy, is trained adversarially via a gradient reversal layer R,, [21]:

Lo =T 2 CE(y(Ryf) . ). (a7)

(m,i)eB

where B denotes a mini-batch and y,, is the coarse domain label. Through gradi-
ent reversal, the encoder is encouraged to suppress domain-discriminative cues,
yielding more domain-agnostic features.

4 Experiments

4.1 Experiment Setup

Datasets. We use two disjoint dataset groups: (i) a large-scale multi-domain
corpus for pretraining, and (ii) diverse downstream datasets for evaluation.
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w  Proximal NTIRE2022[2]  Specim IQ 950 31 400-700 1x 1073 s
£ Proximal HSIFood [109]  Specim IQ 3,380 [12040  397-1003 5x 107" npu 5 SS-Mamba HyperFree  OncHSI
2 Proximal SpectralWaste [13] Specim FX17 7,655 224 900-1700 1x107% B / 7 /
i Proximal WeedCube [52]  Specim FX10 160 224 400-1000 2x10°*
& Medical Xeno [+7] TIVITA Tissue T40I3N 100 | 500-1000 5x107*
Medical MicroChol [116]  AOTF + Dhyana 880 60 550-1000 1x10°¢
Medical HyperSkin [71]  Specim FX10 264 31 400-700 1x107"
Driving HSI-Drivev2 [20]  Photonfocus 752 25 564-956 2x107%
Driving  Hyko [107] Ximea IMEC 160 15 468-642 2x107%
Remote NaSC-TG2 [115]  Tiangong-2 WIS 20,000 RG] 400-1040
Remote  OHID-1 [63] Zhuhai-1 OHS 10 32 400-1000
Remote  M?SODAI [10]  AisaFENIX 1257 128 400-1000 7x 10~
Remote  HSI-BAY [56] AVIRIS 2 Scenes 1224 3702510 2% 10
Remote  HRSSD [51] Orbita OHS 704 32 466-940 1% 10
£ Proximal DeepHS [07] Specim FX10 2560 2240  400-1000 1x107*
S Proximal HZDR [3] Specim FX10 53 224 | 400-1000 8x 107"
@ Proximal LIB-HSI [30] Specim 1Q 513 204 400-1000 1x1072
% Proximal NPU [110] GaiaField-V10 454 128 400-1000 1x 107
& Proximal FoodAnomaly [¢| Resonon Pika L 147 400-1000 1x10~* . . . . .
Medical Dermoscopy [20] ~ Ximea MQO22HG 330 16 465-630 4x107° Flg' 3: Quahtat’lve comparison
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Pre-training Datasets. To learn a universal hyperspectral representation, we
curate a large-scale, multi-source dataset along three fundamental axes (Table 1).

— Spectral Heterogeneity. The dataset includes measurements from airborne
AVIRIS [25], spaceborne EnMAP [27], and ground-level push-broom sen-
sors [87,109], covering different wavelength configurations and band numbers.

— Scale Diversity. Spatial resolutions span from meter-scale remote sensing [27]
to micrometer-scale microscopy [116], covering multiple orders of magnitude.

— Semantic Diversity. The corpus covers natural landscapes [2,82] urban and
driving environments [29, 107], and biomedical samples [71, 87|, preventing
over-specialization to any single domain.

Downstream Datasets. To prevent data contamination, we ensure that the
downstream datasets (Table 1) are strictly disjoint from the pretraining set
(full dataset descriptions, splits, and statistics in Supp. Sec. B). We evalu-
ate OneHSI across four heterogeneous sensing domains—remote sensing, prox-
imal imaging, medical imaging, and driving scenes—covering six representative
hyperspectral tasks: classification (HC), segmentation (HS), object detection
(HOD), change detection (HCD), anomaly detection (HAD), and saliency de-
tection (HSD) (Fig. 3). This evaluation protocol systematically tests cross-sensor
generalization, cross-scale robustness, and cross-task transferability.

Baselines. To comprehensively evaluate OneHSI, we compare against two dis-
tinct categories of SOTA baselines: task-specific models tailored to individual
benchmarks, and general-purpose hyperspectral foundation models.
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Task-Specific Models. These include Transformer-based architectures such as
SpectralFormer [37], SpecTr [114], State Space Models (SSMs) tailored for long
spectral sequences (e.g., MambaHSI [50], S2Mamba [100], SS-Mamba [19]), as
well as established CNN-based frameworks (e.g., Unet [35], S2ADet [35]). These
methods are competitive task-specific baselines implemented under their official
protocols and tuned for each task.

Hyperspectral Foundation Models. We compare with recent hyperspectral
foundation models, including HyperSIGMA [99] and HyperFree [46]. For a con-
sistent comparison, all foundation baselines are initialized using their official
pretrained checkpoints and fine-tuned under the same downstream training pro-
tocol. This setup allows us to evaluate cross-domain generalization and represen-
tation efficiency relative to existing unified hyperspectral pretraining approaches.

Metrics. We adopt standard evaluation protocols tailored to each downstream
task category (full per-task metric definitions in Supp. Sec. C). For pizel-level
classification and semantic segmentation tasks, we report Overall Accuracy (OA),
Average Accuracy (AA), and the Kappa coefficient (KA), with mean Intersec-
tion over Union (mlIoU) additionally used for segmentation. For object detection
tasks, we report Precision, and mean Average Precision (mAP), where APqg. 5
is computed at an IoU threshold of 0.5 unless otherwise specified. For change
detection and anomaly detection, which typically involve binary or highly im-
balanced settings, we additionally report the Fl-score to balance precision and
recall. For salient object detection, we adopt three commonly used structural
evaluation metrics, including the Structure-measure (S,), Weighted F-measure
(Fp), and Enhanced-alignment measure (E).

Implementation Details. All experiments are implemented in PyTorch 2.5.0
and trained on 8 NVIDIA A800 GPUs for approximately 30 hours. We adopt
a ViT-Huge encoder [17] with scale-conditioned MoE (top-K¢zp = 2). Training
runs for 100 epochs (1000 iterations each) using AdamW with an initial learning
rate of 2 x 1074, 5-epoch warmup, and cosine decay. The batch size is B = 8
with balanced cross-domain sampling (M = 4, Kgom = 2), and MAE masking
ratio is 0.75. Loss weights are « = 0.10 and 8 = 0.05 (complete architecture and
pretraining hyperparameters in Supp. Sec. A).

Downstream adaptation. We adapt the shared pretrained encoder with lightweight
task-specific heads, fine-tuning the encoder for all tasks except anomaly detec-
tion, which uses it frozen; all compared foundation models follow the identical
pipeline, with the full per-task protocol in Supp. Sec. A.10.

4.2 Main Results

Consistent Cross-Domain Gains under Spectral and Scale Variation.
Across the sixteen benchmarks (Table 2), OneHSI achieves consistent perfor-
mance gain over both task-specific models and existing hyperspectral models,
particularly in scenarios characterized by sensor heterogeneity and large scale
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Table 2: Quantitative comparison with task-specific SOTAs and HSI foundation
models on 16 benchmarks. Evaluations span six downstream tasks (classification, seg-
mentation, object detection, change detection, anomaly detection, and salient detec-
tion) across four domains: remote sensing, proximal imaging, medical imaging, and
driving scenes. Best results (%) are in bold.

HC: NaSC-TG2 (National Scene Classification) [115] HS: OHID-1 (Urban Land Cover ion) |

Metrics_SpectralFormer [J7] MambaHSI [2)] _S?Mamba [100] _HyperSIGMA [10] HyperFree [1(] OneHSI]Metrics__SSSAN [i(] CVSSN [17]__ MambaHSI [-0] HyperSIGMA [0'] HyperFree [1)] OneHSI
OA 9331 9141 9451 9357 9466 9553 | OA 5050 90.30 91.03 9151 9181 92.50
AA 9241 92.77 93.71 93.83 9401 95.03 | AA 8360 $8.60 8021 80.88 9033 90.72
KA 9146 91.92 93.01 93.15 9336 9453 | KA 85.50 86.40 87.52 8831 88.04 89.83

HOD: M?SODAI (Maritime Object Detection) [10] HCD: HSI-BAY (Bay Area Change Detection) [10]

Metrics_ SSFE | S2ADet [1-]_Mamba-YOLO [101] HyperSIGMA [0] HyperFiee [15]OneHST|Metrics ChangeMamba [11] STGFormer [105]_CSDBF [102]_HyperSIGMA [0]HyperFree [10] OneHSI

Precision 69.82 73.19 .01 367 658 8102 | OA 96.40 97.13 97.01 9745 97o8 9837

mAP 2813 3247 34.26 31,58 BA2 3621 | KA 95.90 96.42 9752 97.20 9733 98.13

APags 67.31 0.84 3,57 7126 7403 7824 | F1 96.78 97.01 97.68 97.48 9760 98.07

HSD: HRSSD (Salient Object Detection) [51] HC: DeepHS (Fruit Ripeness Classification) [07]

Metrics_ MambalG [15] __ DSTC [5] DSSN [1] __ HyperSIGMA [] HyperFree [ 1] OneHS|Vletrics_DeepHS-Net [07] _S"Mamba [100] MambaHSI [o(] HyperSIGMA [10] HyperFree [11] OneHSI
s 1013 897 55.62 51.27 3308 58.64 | OA 5808 65.17 63.73 6157 G077 72.36
E 7237 7542 76.93 7800 75.19 7958 | AA 5754 64.02 65.17 5956 5007 6637
S 63.04 60.29 6756 61.83 6308 68.41 | KA 37.40 19.57 52.13 11.29 1035 5406

HS: HZDR (PCB Circuit Segmentation) [J] HS: LIB-HSI (Building Facades Segmentation) [30]

Metrics Unet []__ SeSE-Unet [1] MamballSI [-0]_HyperSIGMA [10] HyperFree [1)] OneHSI[Metrics__ Unet [1] SpecTy [111]_ MambalISI [-0] HyperSIGMA [00] HyperFree [15]OneHSL
OA 69.73 73.00 75.23 7047 358 77.02 | OA 9056 9180 92.14 90.33 9171 93.08
KA 8736 S7.00 8812 8846 8003 89.67 | AA 7483 76.42 76.27 75.19 6L 7821

mloU 5781 58.00 50.42 60.13 6107 6215 | mloU 84.32 83.73 85.06 83.97 8125 86.72

HOD: NPU (Object Detection) [110] HAD: HSI-AgriFoodAnomaly (Food Anomaly Detection) []

Metrics Mamba-YOLO [10]] S2ADet [1)] S5 Mamba [1)] _HyperSIGMA [ 1] HyperFiee [1(]OneHSI{\etrics  ACDA [1)] __ MambaHSI [:]_GT-HAD [ 1] HyperSIGMA [J] HyperFrec [ 1] OneHST

Precision 9223 96.18 96.43 90.37 93.58 96.64 OA 90.06 9213 94.27 88.54 91.38 95.41

mAP 75.83 76.94 78.33 7743 7712 768 | KA 88.37 91.08 93.42 86.50 8804 9421

APags 92.24 93.33 95.84 94.27 95.14 96.39 | Fl 85.72 87.26 85.71 84.63 8610 9187

HC: HSIDermoscopy (Melanoma Classification) [20] HC: Hi yHSI-GB (Hi ical Tumor Classification) [7] |

Metrics_SpectralFormer [17] MambaHSI [-0]__PWS-CS [10] _ HyperSIGMA [10] HyperFree [10] OneHSI[Metrics SpectralFormer [ 7] S°Mamba [100] MambaHSI [50] HyperSIGMA [00] HyperFree [15]OneHSL
OA 7038 7214 7331 66.42 6175 76.28 | OA 85.02 85.07 8643 85.08 8512 88.36
AA 61.25 6381 65.42 57.87 5313 7054 | AA 8438 84.92 85.64 84.73 85.91 87.25
KA 53.33 56.27 49.72 4846 49.71 61.38 | KA 69.80 71.23 7201 0.64 7253 7685

HS: HeiPorSPECTRAL (Organ Segmentation) [)1] HS: Hyper-Drive (Environment Scene Segmentation) [71]

Metris  HTC [/]] SpecTr | MambalIST [20]_HyperSIGMA [0 HyperFree [1] OneHSIjMetrics  Unet [-] SpecTr [111] MambaHSI [20] HyperSIGMA [0] HyperFree [10] OneHST
OA 94.27 95.13 95.42 93.19 93.58 96.81 OA 7945 82.10 78.62 81.73 86.91
AA 9247 93.12 93.65 9238 91.74 94.38 AA 34.12 1045 36.89 38.68 45.52
KA 9283 93.67 93.94 92,51 9136 95.54 | KA 70.79 7234 69.97 7356 7748

HS: Hyperspectral City V2 (Driving Scene Segmentation) [00] HS: HyperRoad (Driving Scene Segmentation) [10]

Metrics Unet 2] SpecTi | MamballSI 2] HyperSIGMA [00] HyperFree [1)] OneHSIjMetrics__ Unet [1] SpecTy [111]_ MambaHISI [20] HyperSIGMA [00] HyperFree [15]OneHSL
OA S131 85.07 87.53 S126 8192 8838 | OA 95.23 9757 08.02 95.61 0705 9854
AA 19.86 50.42 5237 16.95 1073 5348 | AA 95.04 97.12 97.43 95.30 9688 97.96
KA 7123 TLES 7364 67.54 70.91 7435 | KA 92.17 94.43 94.97 92.58 9400 9521

variation. On the remote HRSSD [54] benchmark, OneHSI improves Fg from
55.62% to 58.64%, demonstrating stronger robustness to complex land-cover
distributions. On the micro-scale HistologyHSI-GB dataset [73], it outperforms
prior methods by 4.32% in KA, highlighting its effectiveness under extreme res-
olution shifts. For object detection on NPU [110], although slightly below SS-
Mamba [49] in overall mAP, OneHSI achieves the highest Precision and AP@0.5,
indicating competitive localization quality even in detection oriented settings. A
clear pattern emerges: performance gains are most pronounced in multi-scale and
cross-sensor scenarios, where prior HSI foundation models struggle to generalize.
Qualitative comparisons in Fig. 3 further corroborate these findings. Across
classification, segmentation, object detection, change detection, anomaly detec-
tion and salient tasks, OneHSI produces clearer boundaries, fewer spurious re-
sponses, and more semantically coherent predictions. These results indicate that
OneHSI learns representations that transfer consistently across heterogeneous
sensors, scales, and tasks, supporting it as a general-purpose backbone.

Controlled Architectural Comparison. To eliminate confounding factors
from data scale and training configuration, we re-train HyperSIGMA [99] and
HyperFree [16] from scratch using our identical dataset and protocol (ViT-H
backbone, 100 epochs on 8xA800 GPUs, and matched hyperparameters). Un-



12 Y. Wen et al.

der these controlled conditions, OneHSI exhibits faster pre-training convergence
(Fig. 4) and consistently superior performance across all four downstream tasks
under both Full Fine-tuning and Frozen Encoder evaluation (Table 3). Impor-
tantly, these gains are achieved with substantially lower computational cost
(363G FLOPs vs. 510G/841G), indicating that the improvements arise from
architectural efficiency rather than increased scale.

Moreover, OneHSI attains the lowest inference latency among all baselines
and is the only model whose inference time is essentially invariant to the number
of spectral bands, unlike SpectralFormer (which grows roughly 6x with bands)
and SpecTr (which runs out of memory at 5122), with full latency and memory
comparisons in Supp. Sec. A.7.

0.8

N Remote ——— | sseees —
N Proximal | asssas —
Medical | | e | seeees

Driving | ==s== | == | seeses

Spatial MAE Spectral MAE HyperFree Ours
HyperSigma

Epoch
Fig. 4: Training loss convergence across four domains.
Table 3: Downstream validation on diverse domains: Remote [63], Proximal [30],

Medical [94], and Driving [31]. Results are reported as Full Fine-tuning / Frozen En-
coder in Overall Accuracy (OA).

Method |Params (M) FLOPs (G)| OHID-1 [63]  LIB [30] HeiPor [94] Drive [31]

HyperSIGMA [99]|  1715.690 841.812 91.35 / 86.47 91.80 / 87.39 95.42 / 91.63 85.20 / 80.82
HyperFree [10] 744.510 510.372 90.12 / 86.14 90.55 / 86.71 94.88 / 90.46 84.65 / 79.23
OneHSI 953.847 363.248 |92.50 / 90.65 93.08 / 90.25 96.81 / 94.10 86.91 / 83.45

Few-Shot Segmentation Transfer. We evaluate few-shot adaptation on seg-
mentation tasks across four representative domains (Table 4). Under the chal-
lenging 1-shot setting, OneHSI outperforms HyperSIGMA [99] and HyperFree [46]
on four benchmarks, indicating stronger data efficiency under extremely limited
supervision. As supervision increases to 5 and 10 shots, OneHSI consistently
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Table 4: Few-shot experiment results on four representative hyperspectral benchmarks
from remote, proximal, medical and driving scenes. We compare OneHSI against SOTA
foundation models under 1, 5, and 10-shot settings.

1-shot

5-shot
HyperSIGMA HyperFree OneHSI ‘HyperSIGMA HyperFree OneHSI

10-shot

Datasets HyperSIGMA HyperFree OneHSI

Metrics (%)

OHID-1 [63] OA 78.93+3.47 78.41+3.52 80.76£3.05 83.71£2.39 84.26+2.31 86.124+1.98 88.04%1.62 88.73+1.54 90.15:£1.29
(Remote Scene Seg.) KA 73.42+3.55 72.98+3.60 75.21+3.12 78.36+2.46 78.9142.37 80.68+2.05 83.19+1.58 83.84+1.49 85.27+1.26
LIB-HSI [30] OA 74.86+3.62 75.91+3.35 79.84+3.01 82.7442.51 82.13+2.45 86.98+2.02 87.214+1.68 86.93+1.61 89.73+1.32
(Proximal Scene Seg.) KA 69.87+3.69 70.95+3.40 73.92+3.06 76.93+2.57 76.2142.49 81.1242.06 82.07+1.64 81.63+1.57 84.96+1.29
HeiPorSPECTRAL [94] OA 80.12+3.18 81.43+£3.02 85.06+2.74 86.54+2.36 86.79+2.21 90.87+1.93 90.71£1.71 91.26+1.58 93.68+1.27
(Medical Scene Seg.) KA 75.43+3.24 76.82+£3.07 80.34+2.78 82.03+2.42 82474225 86.14+1.95 86.73+1.68 87.39+1.54 90.12+1.24
HyperRoad [59] OA 88.23+2.89 89.74+2.61 92.37+2.28 92.41+2.14 93.86+1.93 96.184+1.62 95.02£1.41 96.03+1.19 97.48+0.95
(Driving Scene Seg.) KA 83.71+2.95 85.63+£2.65 88.12+2.31 88.42+2.11 90.37+£1.89 92.744+1.59 92.04+1.38 93.76+1.17 95.13:+£0.93

achieves the highest OA and KA, with pronounced gains on proximal, medical,
and driving datasets.

Robustness to Metadata and Sensor Noise. We assess robustness to im-

perfect wavelength metadata and sensor noise. Under wavelength jitter OneHSI

stays stable, losing only 0.36 OA at a 5nm perturbation, and it degrades only

gradually as the metadata assumptions become coarser. Under Gaussian, Poisson—
Gaussian, and striping noise its average drop of 2.59 OA is roughly half that of

HyperSIGMA and HyperFree, which fall by 5.03 and 5.60 respectively, showing

that OneHSI retains accuracy considerably better than prior foundation models

under realistic acquisition perturbations.

4.3 Ablation Studies

Overview. We conduct a series of ablation studies to analyze the key designs
of OneHSI. First, we examine domain composition and training strategies to
highlight the importance of joint multi-domain optimization (Fig. 5). Second,
we evaluate the proposed architectural modules by comparing SCORE with
alternative spectral mappings (Table 5) and SEAT with standard MoE baselines
(Table 7). Third, we study the training objectives, analyzing the effects of the
auxiliary losses (Table 6).

Impact of Domain Composition and Training Strategy. We ablate the
joint multi-domain pre-training to assess the role of domain diversity (Fig. 5).
Removing any single domain consistently degrades performance, with the largest
drops observed on tasks from the corresponding domain; notably, excluding re-
mote sensing data causes the most severe degradation. We further compare joint
training with a sequential training baseline that optimizes on remote, proximal,
medical, and driving data in order. Sequential training underperforms joint train-
ing on most datasets, highlighting the importance of simultaneous multi-domain
exposure for learning domain-balanced spectral representations.

Effectiveness of SCORE. We ablate the two designs within SCORE: Spectral
Alignment (SA) and Statistical Modulation (SM) (Table 5). Removing SM (denoted
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HZDR

S SBAY Table 5: Ablation on Spectral Alignment (SA)

LIB-HSI

— and Statistical Modulation (SM) on OA (%).
/ Ay Variant SA SM|OHID-1 [63] LIB-HSI [30] HeiPor [94] HyperRoad [59]
HSI-FoodAnomaly /// \
[ OneHSI v v 92.50 93.08 96.81 98.54
‘\uSC-TGZ OneHSI w/o SM v 91.65 90.12 95.41 95.83
OneHSI w/ Proj. v 90.27 89.13 91.94 93.72
OneHSI w/ Inter. — Vv 85.10 86.65 91.35 91.19

Table 6: Ablation on loss terms and SEAT
module on OA (%) over four benchmarks.

N\
HistologyHSI-GB \

N— " Hyperspectral City V2
HeiPorSPECTRAL —

Hyper-Drive Variant |OHID-1 [63] LIB-HSI [30] HeiPor [94] HyperRoad [59]
Ours (OneHSI) —@— Ww/o Proximal Data OneHSI 92.50 93.08 96.81 98.54
Sequential Training w/o Medical Data w/0 Lpal 90.68 92.01 93.94 97.09
w/o Remote Data —— w/o Driving Data w/0o Laal 89.73 89.24 92.37 96.14
SEAT-only 87.41 89.82 92.13 95.78

VIT [17] 89.72 88.95 92.47 96.31

Fig.5: Ablation on different train-
ing strategies and dataset domains, re-
porting overall accuracy (OA, %) on
each downstream benchmark. Sequen-

Table 7: Ablation on SEAT module routing
on OA (%) over four benchmarks.

. .. .. Variant OHID-1 [63] LIB-HSI [30] HeiP: HyperRoad
tial training optimizes the model on re- —- o5 [30] HefPor [)1] HyperRoad [7)]
; . .. No MoE 89.85 90.50 93.15 96.60
mote, proximal, medical, and driving Bpase Mok, top-1 9045 91.12 94.20 97.15
data in sequence: each w/o curve re- Base MoE, top2  90.80 91.45 94.55 97.40
q T / SEAT, top-1 91.95 92.60 96.25 98.20
moves one pretraining domain. SEAT, top-2 92.50 93.08 96.81 98.54

as OneHSI w/o SM) degrades performance, indicating that coordinate alignment
alone cannot eliminate residual sensor-specific statistics. Replacing the learnable
alignment with CNN projection [416] and wavelength interpolation [11] (denoted
as OneHSI w/ Proj. and OneHSI w/ Inter.) leads to further accuracy drops.
This suggests that fixed or purely geometric alignment is insufficient and data-
driven wavelength reparameterization is critical for spectral discretizations.

Effectiveness of Auxiliary Losses. We ablate the Fxpert Balancing Loss
Lyal and Domain-Adversarial Loss Lga1 to assess their contributions (Table 6).
Removing Ly, leads to moderate performance drops, while ablating L4, causes
substantially larger degradation, highlighting the importance of domain adver-
sarial training for feature invariance. We further evaluate a variant that retains
SEAT but removes both auxiliary losses (denoted as SEAT-only). This vari-
ant performs worst, indicating that architectural flexibility alone is insufficient
without regularization. For reference, the plain ViT baseline [17] also underper-
forms OneHSI, confirming that optimal performance arises from the combination
of scale-aware capacity and invariance-inducing objectives.

Effectiveness of SEAT. Table 7 evaluates the architectural design of the SEAT
module by comparing three variants: a dense network (No MoE), a standard
MoE with generic global routing (Base MoE) [84], and our scale-aware routing.
Base MoE provides only marginal improvements over the dense network, indi-
cating that generic token routing fails to capture the complex spectral-spatial



OneHSI: A Unified Hyperspectral Foundation Model 15

structures in hyperspectral data. In contrast, SEAT significantly improves per-
formance, increasing accuracy on the HeiPorSPECTRAL dataset [94] by over
2.2% compared to Base MoE. This result suggests that the gain primarily comes
from assigning experts to distinct physical scales rather than simply enlarging
model capacity. In addition, top-2 routing consistently outperforms top-1 across
both MoE variants, indicating that secondary experts capture complementary
features that are particularly useful in scale transition regions.

Hyperparameter and Loss-Weight Sensitivity. We further examine sensi-
tivity to the MAE masking ratio, the learning rate, and the auxiliary loss weights
«a and B (Supp. Sec. A.6). Overall accuracy varies by at most about one point
around our default masking ratio and learning rate, whereas the expert-balancing
and domain-adversarial losses prove decisive, improving accuracy by more than
five points over a reconstruction-only baseline on OHID-1.

5 Conclusions

In this work, we tackle the long-standing device dependency in hyperspectral
learning by introducing OneHSI, a physically consistent hyperspectral foun-
dation model. By reparameterizing spectral channels in continuous wavelength
space, separating scale-invariant relational modeling from scale-conditioned adap-
tation, and balancing cross-domain contributions, OneHSI improves consistency
across heterogeneous sensing configurations. Extensive experiments spanning
satellite, proximal, medical, and driving datasets demonstrate that OneHSI achieves
state-of-the-art performance while remaining robust under spectral discretiza-
tion shifts, resolution changes, and domain imbalance. While our current frame-
work assumes reliable wavelength metadata and does not explicitly model atmo-
spheric effects, integrating physics-informed degradation modeling and scaling
to broader sensing regimes remain promising directions. More broadly, this work
suggests that hyperspectral foundation modeling should be built upon physi-
cal invariances rather than sensor-specific statistics, offering a principled path
toward truly cross-sensor material perception.
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