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Abstract. Capturing spatial relationships from visual inputs is a cor-
nerstone of human-like general intelligence, yet current Vision-Language
Models (VLMs) still struggle to perform spatial understanding from ev-
eryday visual observations. To enhance the spatial ability within general
architectures, we introduce Visual Spatial Tuning (VST), a comprehen-
sive framework to cultivate VLMs with human-like visuospatial compe-
tence spanning spatial perception and reasoning. VST dataset comprises
VST-P, a large-scale perception dataset with 4.1 million samples span-
ning 19 skills across single views, multiple images, and videos; and VST-
R, a reasoning dataset with 135K samples that explicitly instruct models
to reason in space. For spatial reasoning, we design Reconstruction with
Text in Chain-of-Thought (RT-CoT), which represents scene layout as
a textual intermediate and performs reasoning grounded on this recon-
struction. We further propose a strategy termed prompting with BEV
annotations to improve the faithfulness and coherence of spatial reason-
ing traces. Then, we adopt a progressive training pipeline: supervised
fine-tuning to build foundational spatial perception abilities, followed by
reinforcement learning to develop spatial reasoning, where a 3D-aware
layout reward is proposed. Without the side-effect on general capabili-
ties, the proposed VST consistently achieves state-of-the-art results on
several spatial benchmarks, including 34.8% on MMSI-Bench and 61.2%
on VSIBench. Moreover, VST substantially improves Vision-Language-
Action (VLA) models, paving the way for more physically grounded Al
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1 Introduction

Vision-Language Models (VLMs) [1,12,15,24,54] have achieved remarkable suc-
cess across a wide range of domains, such as visual question answering [33, 66],
document understanding [34, 37], and autonomous GUI agents [57]. However,
these models exhibit limitations in capturing spatial relationships from sequen-
tial visual observations [61,63]. This spatial understanding ability is a founda-
tional component of general intelligence and is present across a broad spectrum
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VLM VST Dataset
Method Data Type Data Usage -
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Spatial VLM v X X v X 3D Object Detection
SAT /X X v/ X Language Model Distance Estimation
MM-Spatial v X X 4 X
SPAR v v v v X Position Relationship
Space-R X X v v v 1 I
VLM-3R X X v v X ViT Tokenizer 20
Spatial Reasoning 5.
VST (ours) v v / v v SUMINVideo  Text e o owem

Table 1: Comparison with data- Fig.1l: Overview of the VST framework. It en-
driven methods in data modal- dows spatial awareness for VLMs by introducing
ity coverage (single-image, multi- the VST dataset, achieving improved spatial abili-
image, video) and training usage. ties, and boosting downstream VLA performance.

of animals, including humans [25,40]. The deficiency significantly constrains cur-
rent VLMs to effectively interact with the physical world, thereby limiting their
application in fields such as robotics [7, 73], autonomous driving [50], and aug-
mented /virtual reality (AR/VR) [23]. To mitigate this issue, several studies have
explored the incorporation of additional expert encoders [5,20]. However, this
approach often introduces extra complexity and can negatively impact the gen-
eral capabilities of the models. Alternatively, other research efforts have focused
on developing specialized datasets [9, 17,39, 58,65, 70|, aiming to enhance the
spatial capabilities of VLMs from a data-driven perspective.

Nevertheless, these works have typically concentrated on limited or isolated
aspects of spatial understanding, as summarized in Table 1. Existing studies,
such as Spatial VLM [9] and the like [14,17], focus only on the supervised fine-
tuning stage, while others are restricted to a single scenario [39,59], overlooking
the diversity of visual input. To this end, we introduce a comprehensive and
integrated framework, termed Visual Spatial Tuning (VST), which is designed
to holistically cultivate human-like visuospatial abilities in VLMs. As illustrated
in Figure 1, VST effectively augments the spatial capabilities of existing VLMs by
leveraging a carefully curated dataset that encompasses diverse data modalities
and task types, coupled with a progressive training approach. This enhancement
proves advantageous for downstream Vision-Language-Action (VLA) tasks.

To develop the VST, we deconstruct spatial ability into two key compo-
nents: spatial perception and spatial reasoning. We define spatial perception as
the ability to discern the spatial relationships between objects, and spatial rea-
soning as the ability to build and mentally manipulate an internal model of an
environment. These two components correspond to the concepts of perceptual
and conceptual spatial ability, respectively, as proposed in cognitive science [40].
Effective spatial perception requires the model to possess foundational spatial
knowledge—specifically, the ability to identify both "what is it?" and "where
is it?" within its peripersonal space. While existing VLMs can accurately rec-
ognize objects and locate them within pixel space using 2D points or bound-
ing boxes [18,54], their ability to determine object positions in 3D space, find
multi-view consistency from multiple viewpoints, and capture spatiotemporal
relationships from videos remains limited [51, 61, 63]. Therefore, we introduce
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the VST-Perception (VST-P) dataset, comprising 4.1 million samples across 19
diverse tasks. The dataset incorporates single-image data to facilitate VLMs in
discerning spatial relationships beyond the pixel level, which is an essential step
towards bridging the gap between pixel space and 3D space. In addition, multi-
image data is included to enhance the ability to comprehend spatial relationships
from multiple viewpoints, and video data enables the capture of spatiotemporal
relationships. More detail is in Section 3.1. Collectively, this dataset provides a
foundation for advancing spatial perception in VLMs.

Beyond foundational spatial perception, we expect the model to mentally
represent spatial relationships beyond its own body, thereby engaging in ad-
vanced spatial reasoning. To this end, we propose Reconstruction with Text
in Chain-of-Thought (RT-CoT), where the model constructs a scene layout in
text and reasons grounded on the textual reconstruction. Then, we introduce the
VST-Reasoning (VST-R) dataset (see Section 3.2), which comprises samples fea-
turing CoT processes to facilitate the spatial reasoning ability, as well as samples
with rule-checkable answers to further enhance its reasoning capabilities. How-
ever, when generating spatial CoT, the limited spatial understanding of current
large VLMs [61, 63] poses challenges for synthesizing accurate layout descrip-
tions and coherent reasoning chains. Drawing inspiration from human cognition,
we propose prompting with Bird’s-Eye View (BEV) annotation. It leverages a
top-down perspective to explicitly convey spatial relationships between objects,
thereby improving the quality of both layout descriptions and CoT reasoning
traces.

Building upon the introduced VST-P and VST-R datasets, we propose to
inject visual spatial knowledge into VLMs through supervised fine-tuning (SFT)
and further enhance spatial reasoning capabilities via reinforcement learning
(RL). Note that we design a layout reward for 3D object detection tasks, which
effectively improves the accuracy of predictions (see Section 4.2). This progres-
sive approach mirrors the development of human spatial intelligence [40], i.e.,
establishing a foundation in spatial perception before developing higher-level spa-
tial reasoning abilities. As a result, our proposed VST framework consistently
achieves state-of-the-art performance on multiple spatial benchmarks, attain-
ing 87.8% on CVBench [51], 34.8% on MMSI-Bench [63], and 61.2% on VSI-
Bench [61], while preserving general multimodal capabilities. Furthermore, the
spatial proficiency from VST demonstrably enhances broader robotic tasks. For
instance, Qwen2.5VL-3B [3] fine-tuned on our VST yields an 8.6% improvement
on the LIBERO benchmark [32].

Our contributions can be summarized as follows:

— We explicitly decompose spatial capability into spatial perception (single-
image geometry, multi-view consistency, spatiotemporal understanding) and
spatial reasoning, then create the large-scale VST dataset and validate a stage-
wise curriculum via controlled ablations.

— For spatial reasoning, we propose RT-CoT, a learnable textual intermediate
representation that explicitly reconstructs the scene layout within the rea-
soning trace. This formulation is more general than hint maps. Furthermore,
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(a) Perception data distribution. (b) Reasoning data distribution.

Fig. 2: Overview of the VST dataset. (a) The distribution of VST-P, which is used for
SFT. (b) The distribution of VST-R, which is used for CoT cold start and RL. ‘SR’
denotes spatial reasoning, and ‘GR’ denotes general reasoning.

we design a strategy termed prompting with BEV annotations, which helps
the teacher model capture spatial relationships and generate more coherent
reasoning traces.

— We design a 3D-aware layout reward to explicitly optimize layout learning
during RL, leading to improvements beyond SFT (+5.7 AP15 on SUN-RGBD).

2 Related Work

VLMs have become a cornerstone of modern AI. Recent advancements on VLMs
have focused on several areas: employing more powerful vision encoders [13],
supporting dynamic resolutions [54], incorporating reasonable positional embed-
dings [3], and curating higher-quality data [30]. Despite these significant improve-
ments, established benchmarks [61,63] reveal a persistent deficiency in the spatial
understanding and reasoning capabilities of current VLMs. Early attempts in-
troduced specialized datasets generated by expert models [9], while SAT [43]
tackled data scarcity by simulation. Subsequent works [17,70] have further ex-
panded data to enhance these spatial abilities. There are also efforts [39,55,65]
to improve spatial reasoning. In contrast to previous approaches that treat spa-
tial understanding and reasoning as distinct tasks, the proposed VST integrates
foundational spatial perception and reasoning capabilities, aiming to achieve a
more holistic and robust model for spatial intelligence. Whereas previous meth-
ods like Shikra [10], Ferret [69], and LocVLM [41] operate in 2D pixel space,
VST focuses on determining object relationships in 3D space.

3 Dataset

In this section, we introduce the VST dataset, specifically developed to enhance
the spatial perception and reasoning capabilities of VLMs. First, we construct a
large-scale dataset, VST-Perception (VST-P), to equip VLMs with compre-
hensive spatial perception abilities: to determine object positions in 3D space, to
find multi-view consistency from multiple viewpoints, and to capture spatiotem-
poral relationships from videos. Building upon this foundation, we further create
the VST-Reasoning (VST-R) dataset to enable VLMs to reason in space.
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3.1 VST-Perception

Recognizing that spatial awareness from single images [62], multi-view consis-
tency [26], and spatiotemporal modeling [53] are essential for 3D spatial un-
derstanding, we constructed the VST-P dataset across these three aspects; as
illustrated in Figure 2a, it comprises 4.1 M samples spanning 19 tasks within
single-image, multi-image, and video scenarios.

Single-image. Since single-image data is easily obtainable, this part constitutes
the largest category. This category primarily encompasses tasks such as relative
depth estimation (2.5D), 3D object detection, and distance estimation. These
tasks bridge the gap between 2D pixel coordinates and the 3D physical world,
thereby facilitating the acquisition of spatial knowledge and the development
of spatial awareness in VLMs. To curate this data, we create dedicated data
engines to gather metadata with depth maps and 3D bounding box annotations,
as shown in the top left of Figure 3. The depth data mainly comes from public
real-world datasets [16,64] and synthetic datasets [45]. To increase the diversity
of depth data, we use a depth expert model [62] to generate pseudo-labels for
wild images [31], with these data accounting for 3.3% of the VST-P dataset.
After obtaining the depth maps, we convert them to the same coordinate system
and generate depth-related visual instruction samples. The reference formats for
depth-related samples encompass text-based, point-based, box-based, and visual-
prompt-based representations. These diverse formats enable VLMs to infer the
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relative distance from objects to the camera plane. Some examples are shown in
the Appendix.

For the 3D data engine, we also use two main approaches. The first approach
relies on open-source datasets [2,4, 8, 16,45, 48]. Each dataset is designed for
distinct applications, provides visual data in either video or image format, and
annotates objects in varying coordinate systems. Therefore, we standardize all
collected 3D bounding boxes to a unified camera coordinate system and process
the raw visual data to reduce repetition and occlusion. The second approach is
to generate data using the Isaac Sim' simulator. The virtual scenes are from the
GUTopia [52]. With large-scale 3D bounding box data, we create visual instruc-
tion samples for 3D object detection, 3D grounding, attribute measurement, and
distance estimation tasks. Notably, when projecting 3D annotations onto a 2D
plane, spatial shifts and distortions may arise, leading to noisy 2D bounding
boxes that do not accurately cover the target objects. As a result, object re-
ferring based on these projected loose 2D boxes becomes unreliable, potentially
diminishing the model’s original knowledge. To mitigate this issue, we leverage
expert models [24,42] to evaluate object presence and generate masks for objects
given the projected 2D boxes.

In 3D object detection, we predict the 9-DoF bounding box in the camera
coordinate system. The 3D bounding box is defined by (z,y, z, 1, y1, 21, P, Y, ),
where (x,y, z) are the box centers, (x;, y, z;) are the lengths along the X, Y, and
Z axes, and (p,y,r) are the rotation angles. When creating the instruction data,
we mix single-turn and multi-turn formats. The multi-turn format allows
each subsequent box to reference the previous one during training, helping the
model learn layout information from context.

Furthermore, since current VLMs are language-centric, if we rely solely on
template-based 3D object detection data for training, the VLM may learn a
shortcut on specific tasks and fail to generalize spatial perception abilities. There-
fore, to help the VLM better comprehend spatial information at the language
level, we introduce the Scene Caption. Unlike general captions, which pri-
marily describe image content, scene captions focus on the layout information
and spatial relationships within the image. To obtain such scene captions, we
prompt a large VLM [24] with ground-truth 3D bounding boxes and object re-
lationships extracted from the scene graph [72]. The resulting scene captions
not only describe the objects, but also provide detailed layout information and
spatial arrangements. We demonstrate examples in the Appendix.
Multi-image. To enable the VLM to comprehend spatial relationships and
find multi-view consistency across different viewpoints, we create multi-image
data, which includes tasks such as multi-view 3D object detection, multi-view
correspondence, object-object relationship understanding, and camera motion
analysis. As illustrated in the third data engine of Figure 3, we sample multi-
image data from RGB-D scans [4, 16, 64]. To unify object information across
multiple images, we transform all objects into the camera coordinate system of
the first image. For correspondence tasks, we utilize point clouds and depth maps

"https://developer.nvidia.com/isaac/sim
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from various viewpoints to identify matched points. For camera motion data,
we represent camera poses using Euler angles. After these unification steps, we
generate template-based visual instruction samples. In the multi-image scenario,
we also create the scene caption to reconstruct the scene layout with text and
describe the spatial information represented by multiple RGB images.

Video. To enable the VLM to capture spatiotemporal relationships from videos,
we create video data involving tasks such as identifying the order of appearances
and counting objects. To construct the video dataset, we employ the same data
engine used for multi-image data. The only difference is that we add the ap-
pearance time for each object. We also enhance the video dataset by sampling
two-thirds of the data from VLM-3R, [20], reorganizing it into a multi-turn for-
mat rather than a single-turn format.

With the introduction of the VST-P dataset, the VLM exhibits significantly
enhanced fundamental capabilities for comprehending spatial relationships. No-
tably, there is a ~20% improvement on CVBench-3D [51], a ~5% increase on
BLINK [21], and a ~16% gain on VSIBench [61], as illustrated in Tables 5.

3.2 VST-Reasoning

To move beyond foundational spatial perception toward spatial reasoning, we
develop the VST-Reasoning (VST-R) dataset. The dataset is designed to elicit
and improve spatial reasoning in VLMs. As illustrated in Figure 2b, the VST-R
consists of 135K samples, divided into two subsets: one part includes CoT traces
to teach the model how to reason, and the other part provides rule-checkable
data used in online RL to improve the reasoning ability. To obtain such spatial
reasoning samples, we develop a data engine, as illustrated in the bottom left of
Figure 3. Specifically, we sample question-answer pairs from VST-P and employ
a large VLM [24] as the teacher to generate the detailed reasoning trace.
Prompting with BEV annotations. Since current large VLMs still lag be-
hind their general multimodal capabilities in spatial understanding [61, 63], we
introduce a novel strategy named prompting with BEV annotations. Given a
multi-view sample with RGB images I.x and ground-truth 3D bounding boxes
B, we prompt the teacher model 7 to produce reasoning traces:

ycot _ 7'( Il:Kv Hbev(B)a Meta(B), q, a ), (1)

where I,y (+) denotes a deterministic rendering function that renders 3D boxes
onto the top-down plane with object categories and orientations. (g,a) is the
question-answer pair, and Meta(B) denotes compact textual metadata extracted
from B. The BEV image provides a global, viewpoint-invariant summary of scene
layout, helping the teacher model establish consistent correspondences across
views. As a result, the generated spatial reasoning traces are more coherent and
accurate. The format of ¢ follows RT-CoT, as detailed in Section 4.2.

VLMs trained with the VST-R dataset exhibit significantly enhanced spatial
reasoning performance. As illustrated in Table 8, there is an absolute gain of
8.9% observed on MMSI-Bench [63].
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4 Method

Our goal is to equip general VLMs with 3D knowledge for better spatial per-
ception and reasoning from monocular images. Therefore, we choose Qwen2.5-
VL [3] as the base model because it can accurately identify objects and locate
them in the image plane. It follows the widely used "ViT-MLP-LLM" paradigm:
a pre-trained Vision Transformer (ViT) is combined with a large language model
(LLM) via an MLP merger.

4.1 Learning Spatial Perception by SFT

We continue training the base model to endow it with spatial perception abilities.
Specifically, we fine-tune the base model on the proposed VST-P dataset. To
preserve the original capabilities of the base model, we also incorporate a portion
of general multimodal data from open-source datasets [18,30]. Let the base model
be parameterized by 6, which can simultaneously process text, images, and video.
For any given training sample = [z1,...,2] of length L, we employ visual
tokens as the conditioning context for text prediction and adopt the standard
auto-regressive objective:

L
Lo(z) =— Z w; logpe(w; | x1,...,Ti-1), (2)

1=2,r;Etext

where w; refers to the loss weight of the i-th token.
FoV Unification. A major challenge in metric-related tasks is the large vari-
ation of camera intrinsics across mixed datasets, which leads to inconsistent
pixel-to-ray geometry and harms metric generalization. To mitigate this issue, we
propose to let each vision token share a consistent projection geometry. Specif-
ically, we introduce a FoV unification module that normalizes images from
different cameras into a canonical virtual camera with a predefined focal length:
Imi = W, f, funi), where I is the original image, f denotes its focal length
(in pixels), funi is a pre-defined unified focal length, and W(-) is a geometry-
consistent warping operator that projects I into a virtual camera. We apply
this module only for metric-sensitive data, which reduces the intrinsic-related
distribution shift and stabilizes metric learning across heterogeneous datasets.
The resulting model from the SFT stage exhibits foundational spatial per-
ception abilities, as illustrated in Table 5.

4.2 Learning Spatial Reasoning by RL

With these spatial perception abilities, we further develop spatial reasoning by
introducing the spatial chain-of-thought.

RT-CoT. Since text offers greater generality in the current VLM paradigm,
we propose RT-CoT (Reconstruction with Text in Chain-of-Thought), a text-
based reasoning format that explicitly factorizes spatial reasoning into (i) re-
constructing a scene layout in text and (ii) answering the question based on
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’ — Question: If you are standing at the glass sliding door to the balcony in the second image and
the small towel on the white crib in the first image is to your front, where is the sheer white
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Fig. 4: Visualization of the textual reconstruction. The thinking content can be used
to reconstruct the layout of a scene using SVG. Best viewed when zoomed in.

the reconstructed textual layout. The RT-CoT is organized into three segments:
y = [[RECON] | [REASON] | [ANSWER]|, where [RECON] is a structured textual
layout, [REASON] is the reasoning trace grounded on [RECON], and [ANSWER] is
the final answer. Figure 4 shows an example where the textual reconstruction can
be rendered as an SVG. Compared to using a cognitive map [65] to reconstruct
the scene layout, the proposed RT-CoT is more general (Table 8).

To enable the model to follow the RT-CoT, we conduct a cold-start stage.
This stage leverages CoT data from VST-R to instruct the model to learn rea-
soning trajectories. The training objective remains consistent with Equation 2.
The resulting model from this stage demonstrates foundational spatial reasoning
capabilities (Table 8) and acts as the initial RL actor.

Then, we employ a reinforcement learning stage to further optimize the spa-
tial reasoning ability. Specifically, we utilize the Group Relative Policy Opti-
mization (GRPO) algorithm [46], which eliminates the need for an explicit value
model by computing the relative advantage within a group of responses to the
same question. The model after the cold-start stage serves as the initial RL actor.
We categorize the training set into four task types: multiple-choice, open-ended,
OCR, and 3D detection. In the GRPO framework, we design a mixed rule-based
reward to score the generated responses. For a given task s with the predicted

response ¢ and its corresponding ground truth y, the overall reward function is
defined as:

R(53 Y, Z}) = g(sv RaCC(yv @), Rlayout (y, Z})) + Rtormat (y, Z}) (3)

G(-) performs hard routing based on the task type: it selects Racc(+, ) for multiple-
choice, open-ended, or OCR tasks and Riayout(-,-) for the 3D detection task.
The accuracy reward Racc(-,-) is calculated using standard evaluation proto-
cols [22,36,37,47]. Reormat(+, ) is the format reward, which incentivizes adherence
to a specified output format.

Layout Reward. For the 3D object detection task, we propose a layout reward
which is a linear combination of the 3D Intersection over Union (IoU) score and
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the F1 score:

7zlayout (y, Z)) = aRiOll(ya Z)) + (1 - a)RFl (y’ Z)), (4)

where « is a hyperparameter that defaults to 0.5. In detail, given N predicted and
M ground-truth 3D bounding boxes, we first establish a bipartite matching [29]
between the predictions and the ground truth; Riou(+,) is then calculated as
the average 3D IoU of the successfully matched pairs. To calculate Rpi(-, ), we
define a true positive as a matched pair whose 3D IoU exceeds 0.25.

Following this stage, the model exhibits superior spatial reasoning abilities
relative to the cold-start model, as shown in Table 8.

4.3 Probing Spatial-awareness using Vision-Language Action Model

With the spatially enhanced model, a natural question emerges: does the in-
tegration of spatial priors improve the performance of Vision-Language-Action
(VLA) models in robotic manipulation tasks? To this end, we adapt the pre-
trained VLM into a VLA model, following the methodology of OpenVLA [28].
Specifically, we formulate the action prediction problem as a vision-language task
where, given an observation image and a natural language instruction, the model
auto-regressively predicts the actions with a single-step policy. To accomplish
this, we discretize the action space into 256 bins, where each bin corresponds to
a special token in the language tokenizer. With the actions tokenized, the entire
model is fine-tuned using the objective function defined in Eq. 2.

5 Experiments

5.1 Implementation Details

The training details can be found in the Appendix. For evaluation, we assess
spatial understanding across three distinct modalities: single-image ability is
benchmarked with CV-Bench [51] and 3DSRBench [35], multi-image ability with
BLINK [21] and MMSI-Bench [63], and video-based ability with VSI-Bench [61].
The average score (S-AVQG) across these benchmarks is used to quantify the
overall spatial capabilities. To assess general capability, we also report the aver-
age score (M-AVG) across MMStar [11], MMBench (MMB) [33], RealworldQA
(RWQA) [56], MMMU [66], OCRBench (OCRB) [34], and AI2D [27]. For 3D
object detection, we evaluate the model on the SUN RGB-D [48] (Total3D ver-
sion [38]) and ARKitScenes [4] (Omni3D version [6]).

5.2 Main Results

As shown in Table 2, our VST models achieve competitive results across both
spatial and general benchmarks. Notably, VST-7B-SFT and VST-7B-RL de-
liver leading performance on mainstream spatial understanding tasks. On the
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Methods ‘ CV 3DSR MMSI BLINK VSI MMStar MMB RWQA MMMU OCRB AI2D
GPT-4o0 [1] 76.0 45.3 30.3 65.9  34.0 65.1 84.3 76.2 70.7 80.6 84.9
Gemini-2.5-Pro [15] - - 36.9 70.6 - 77.5 90.1 78.0 81.7 86.6 88.4
Seed1.5-VL [24] 85.2 61.6 29.7 721 415 77.8 89.9 78.4 77.9 86.1 87.3
LLava-OneVision-7B [30]| 61.9 54.4 26.6 48.2 324 61.7 80.8 66.3 48.8 62.2 81.4
InternVL3-8B [71] 81.0 55.7 25.7 55.5 421 68.2 83.4 70.8 62.7 88.0 85.2
MiMo-VL-7B-RL [67] 82.3 50.8 29.3 624 372 65.1 84.4 68.2 66.7 86.6 83.5
SpaceR-7B [39] 74.8 53.3 20.1 55.4  43.5 61.6 84.3 64.7 53.1 85.9 85.5
SPAR-8B [70] 80.7 57.5 - 439 411 - 79.9 64.7 - - -
Qwen2.5-VL-3B [3] 71.8  50.2 26.5 476 29.6 55.9 79.9 65.4 47.9 79.7  81.6
Qwen2.5-VL-7B [3] 80.6 53.2 25.9 56.4  38.9 63.9 83.5 68.5 51.2 86.4  83.9
VST-3B-SFT (ours) 84.4 54.1 30.2 59.1 579 58.0 80.9 68.4 45.2 83.7 825
VST-3B-RL (ours) 84.2 56.5 313 57.2 577 58.9 80.5 68.5 49.8 80.9 82.4
VST-7B-SFT (ours) 85.5 54.6 32.0 62.1  60.6 63.1 83.3 72.2 50.6 85.5  84.9
VST-7B-RL (ours) 86.5 60.1 34.8 62.6 61.2 63.5 83.0 68.5 49.4 86.1 83.5

Table 2: Comparison with state-of-the-art VLMs on spatial and general benchmarks.
All results are evaluated using VLMEvalKit [19]. Qwen2.5-VL [3] serves as the base
model for our proposed VST. Baseline models are in gray .

CV-Bench [49], VST-7TB-SF'T attains 85.5, surpassing the proprietary Seedl.5-
VL [24] with 85.2. On MMSI-Bench [63], VST-7B-SFT achieves 32.0, outper-
forming GPT-4o [1] at 30.3, while RL further boosts VST-7B-RL to 34.8, ap-
proaching the proprietary state-of-the-art Gemini-2.5-Pro [15] at 36.9. Notably,
the VSI-Bench [61] highlights the strength of our models in video spatial under-
standing. VST-7B-SFT reaches 60.6, and VST-3B-SFT achieves 57.9, substan-
tially ahead of GPT-40 with 34.0. Detailed results are reported in Appendix.
Without any specialized 3D encoder, VST-7B-RL delivers the best overall av-
erage among comparable VLMs, achieving 61.2. Although VLM-3R-7B [20] at-
tains a similar score, it relies on an additional expert 3D encoder, whereas VST
operates with a standard vision backbone. In addition, VST models provide a
well-balanced performance on general benchmarks. These outcomes highlight the
clear advantage of VST in spatial perception and reasoning while maintaining
strong competitiveness in multimodal understanding. Table 3 summarizes results
on the SUN RGB-D [48] 3D object detection benchmark. VST-7B-SFT reaches
41.6 AP;5, while VST-7B-RL improves to 44.2, ranking first among both general
VLMs [15,24] and expert methods [38,68]. These findings show that VST, even
without auxiliary 3D encoders, can achieve strong 3D object detection purely
through visual spatial tuning.

5.3 Ablation Study

Larger model and data scale boost spatial abilities. We investigate the
relationship between model and data scale and spatial abilities. The results pre-
sented in Table 4 demonstrate that both larger model size and increased data
scale contribute to enhanced spatial abilities, as evidenced by improved perfor-
mance on spatial tasks. In addition, tripling the data scale yields performance
improvements of 1.1%, 1.5%, and 1.7% for the 3B, 7B, and 32B models, respec-
tively, on spatial benchmarks. These findings suggest that larger models possess
greater learning capacity.
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Methods ‘ AP;5 Model | VST Data | SLAVG | Single-image | Multi-image |Video
SeedL5VL 33.5 Size | Scale |CV-2D CV-3D 3DSR|MMSI BLINK| VSI
Gemini-2.0-Pro 325 Qwen2.5-VL-3B [3] | 49.6 | 712 725  50.2 | 265  47.6 | 296
Gemini Robotics-ER | 48.3 B 1x 60.6 | 751 931 540 | 313 556 | 547
3x 617 | 750 938 541 | 302 591 | 57.9
Implicit3D 24.1 . . -
Total3DU 143 Qwen25VL-7B [3] | 559 | 774 834 532 | 259 564 | 389
: - B 1x 61.9 | 765 944 535 | 319 583 | 57.0
VST-3B-SFT (ours) | 37.3 3x 634 | 752 957 546 | 320 621 | 60.6
VST-3B-RL (ours) 40.1 Qwen2.5-VL-32B [3] | 58.2 77.3 86.5  56.7 | 27.7 59.9 | 40.9
VST-7B-SFT (ours) | 41.6 8 1x 636 | 775 931 557 | 369 614 | 57.1
VST-7B-RL (ours) 44.2 ‘ 3x 653 | 80.7 948 561 | 360 654 | 587

Table 3: Comparison Table 4: Scaling model and data size. Baseline models are
APi5 on SUN RGB-D.  in gray .

Data | Data Type | S-AVG | Single-image |  Multi-image | Video | 11;/[1\(/;
\ | CV-2D CV-3D 3DSR | MMSI BLINK | vsi | AV
Baseline \ - | 499 | 712 726 505 | 26.1 492 | 296 | 683
+ 3D Object Detection st 50.9 71.5 78.3 51.0 25.5 48.2 30.9 70.0
+ 3D Grounding i 50.5 73.3 72.3 50.5 27.7 48.4 31.0 69.5
+ Scene Caption Si 52.8 72.4 83.8 52.2 25.9 49.4 33.1 69.8
+ Measurement i 53.3 71.9 83.0 53.0 26.7 49.4 35.5 69.2
+ Depth and Distance st 56.4 6.5 73.5 93.4 53.2 28.8 50.6 38.7 69.7
+ Correspondence mi 56.7 74.1 92.5 53.9 27.9 52.4 39.1 69.7
+ 3D Object Detection mi 56.5 73.3 92.3 53.1 30.0 52.7 37.7 69.2
+ Object-object Relation mi 57.1 74.3 91.9 53.2 31.9 53.2 38.3 | 69.4
+ Camera-camera Relation mi 57.3 72.7 93.1 53.6 31.8 53.7 38.8 68.8
+ Scene Caption mi 57.4 73.2 92.8 54.0 32.1 53.0 39.3 69.2
+ Camera Motion mi 57.7 73.9 92.5 54.0 32.4 55.0 38.2 68.7
+ General Data mi 57.711.3 73.8 92.4 53.7 32.7 55.4 38.4 69.2
+ General Video vl 57.9 74.3 92.3 53.5 31.9 57.6 38.1 69.4
{ VST-video vi 60.6 2.9 75.1 93.1 54.0 31.3 55.6 54.7 69.4

Table 5: Ablation on the effectiveness of different data. si, mi, and vi denote single-
image, multi-image, and video data in VST-P.

Effectiveness of the curated data. Our baseline model is Qwen2.5-VL-3B
fine-tuned on a general dataset of 800K samples. From this baseline, we pro-
gressively introduce different types of data and find that the key bottleneck for
single-image spatial perception is the lack of spatial awareness. As presented in
Table 5, the single-image data yields a 20.8% improvement on CV-Bench-3D [51].
In particular, the single-image data also improves performance on multi-image
and video benchmarks, with improvements of +2.7% on MMSI-Bench [63] and
+9.1% on VSI-Bench [61]. Based on the ability to infer spatial information from
single images, we further integrate multi-image data to capture spatial relation-
ships across diverse viewpoints and find that cross-view spatial understanding
requires multi-view consistency constraints. The multi-image data results in a
1.3% increase in the average spatial understanding score. Notably, this approach
yields a 3.9% improvement on MMSI-Bench [63] and a 4.8% improvement on
BLINK [21]. Since single-image and multi-image data provide minimal improve-
ment on video benchmarks, this suggests that spatial ability does not emerge
from general video VQA or multi-image data but needs explicit spatiotemporal
supervision. Thus, we construct video data to enhance spatial understanding for
video inputs. The general video data from LLaVA-OneVision [30] exhibit limi-
tations in visual spatial understanding tasks. By incorporating our VST-video
data, the model achieves a 16.6% improvement on VSI-Bench [61].
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Model Used data CV-2D CV-3D 3DSR MMSI BLINK VSI
InternVL2.5-8B [12] 74.2 80.0 55.0 29.1 55.0 40.5
SPAR-8B [70] 2.0M 72.3 89.1 57.5 - 43.9 41.1
VST-InternVL2.5-8B (ours) 1.3M 76.4 93.9 55.1 31.6 58.2 59.4

Table 6: Spatial tuning on InternVL2.5-8B, which is also the base model of SPAR-8B.
Baseline models are in gray .

Method | Training Tokens | S-AVG | CV-2D CV-3D 3DSR MMSI BLINK VSI
Qwen2.5VL-3B (baseline) - 49.6 71.2 72.6 50.2 26.5 47.6 29.6
Space-llava [44] 500M 50.1 69.7 75.3 49.9 26.6 471 320
SAT [43] 500M 41.9 61.2 39.3 47.9 28.7 446 299
SPAR [70] 500M 50.2 73.7 76.8 48.8 13.0 45.7 433
VST-P (ours) 500M 56.2 70.4 87.2 51.4 29.7 515  46.8

Table 7: Comparison across training data sources. We use the full datasets of Space-
llava and SAT, and randomly sample 200K instances for SPAR and our VST-P. All
methods are trained with 500M tokens. The baseline is highlighted in gray .

Stage ‘ CoT ‘ Data ‘ Overall ‘ Positional Relationship ‘ Attribute ‘ Motion ‘ MSR
|ccC 00O RR CO OR CR|M A | C O] -

bascline | - | 264 |226 287 173 395 388 289|203 182|216 289 | 253
cs Num | OO 292 | 280 330 284 407 259 361|391 364|203 316 187
cs RT 00 300 | 355 319 259 442 365 325|328 303|216 276 | 21.2
CS | RTeev | OO 311 | 312 362 27.2 465 40.0 361 | 266 303 | 17.6 303 | 2438
CS | RTgmv | Mix 31.7 | 355 394 37.0 442 365 434|281 227 | 176 303 | 21.7
RL | - | Mix | 853 | 355 383 309 546 353 47.0 | 266 485 338 316 | 227

Table 8: Exploring spatial reasoning on the MMSI-Bench [63]. ‘CS’ denotes the cold-
start stage. CoT Type: ‘Num.” denotes numerical type; ‘RT’ denotes reconstruction
with text; ‘RTgrv’ denotes the generated CoT is grounded on the BEV image. Data:
OO refers to the object-object subset, and Mix includes all data.

Generalization beyond Qwen2.5-VL. VST is not tied to a specific base
model. We use InternVL2.5-8B as the base model with the same suit as Table 5.
As shown in Table 6, our data improves InternVL2.5-8B and outperforms SPAR-
8B, even with fewer samples.

Clean, real-world data proves more effective for 3D spatial under-
standing. Existing datasets are constructed in different ways: Space-llava [44]
generates samples using 3D foundation models, SAT [43] relies on a simulator,
and SPAR [70] uses real-world scans but obtains 2D supervision by directly
projecting 3D annotations, which can introduce noisy or misaligned labels. In
contrast, VST-P is more diverse, with 97% of the data collected from real-world
sources and accompanied by ground-truth 3D annotations. We further filter and
correct the projected 2D annotations for the real-world portion, substantially im-
proving label quality. As a result, VST-P achieves the best overall performance
in Table 7.

The proposed RT-CoT is well-suited for Vision-Language Models. Our
baseline is Qwen2.5-VL-7B [60], fine-tuned on one-third of VST-P single-image
data, multi-view correspondence data, multi-image 3D object detection data, and
800K general samples. As summarized in Table 8, we first let the model represent
the layout of scenes using 3D bounding boxes (Num-CoT), achieving 29.2%
on MMSI-Bench. However, estimating camera poses across diverse viewpoints
proves challenging, limiting the generalization. Thus, we propose reconstructing
the scene using text within the CoT (RT-CoT), which outperforms Num-CoT.



14 Rui Yang et al.

Question: The images are taken
continuously from a first-person
perspective. At the moment of
the last image, in which direction
is the black chair relative to
you? Options: A: Front right, B:
Back left, C: Front left, D: Back
right

VST: <think>To figure out the black chair's direction in the last image's perspective, I'll
analyze changes between the two images. Looking at the first image, there's a black chair
with curved armrests near a doorway, a large abstract painting on the wall, and dark
wooden cabinets on the right. Now, in the second image, the camera has shifted. The
black chair from the first image is no longer visible. Instead, the view centers on a bed
with gray bedding, pillows, and a dark headboard. The dark cabinets and the large
painting from the first image are on the right side of the second image, but the black chair
is not in this new perspective. By comparing the two images, the camera has moved
forward and to the right. Since the black chair was in the first image, when the camera
shifts forward and right, the chair's position shifts out of the new camera's view. Thus, the
black chair is in the direction that, from the second camera's position,_is forward and to
the left.</think> C. Front left

Fig. 5: Qualitative results on the MMSI-Bench [63]. The underlined text indicates
reasoning hints. Purple text describes the first image, and blue text describes the
second image.

A clearer reasoning trace from prompting with BEV annotations im-
proves the learning of spatial reasoning, and the RL stage reinforces
spatial reasoning abilities.

Furthermore, RT-CoT from prompting with BEV annotations (RTpgy-CoT)
yields an additional 1.1% improvement, illustrating that a high-quality CoT trace
is conducive to the acquisition of spatial reasoning abilities. Finally, mixing all
types of data raises the score to 31.7%. Using this resulting model as the actor,
we proceed with a Reinforcement Learning (RL) phase. Upon completion of
the RL stage, the model achieves a score of 35.3% on the MMSI-Bench [63],
as detailed in the final row of Table 8. A qualitative example of the reasoning
process is presented in Figure 5, which depicts the model first reconstructing the
scene and subsequently deducing the outcome.

Ablation for the 3D object detection. We present ablation studies on 3D
object detection settings in Table 9. First, FoV Unification (FoV-Uni) across
different datasets yields a 2.5 AP improvement on ARKitScenes. Second, sub-
stituting Euler angles with quaternions results in reduced performance. Third,
replacing all multi-turn data with an equivalent amount of single-turn data leads
to a decrease of 1.7 AP on SUN RGB-D and 1.8 AP on ARKitScenes.

3D IoU combined with F1 score serves as an effective layout reward
for the 3D object detection task. As recorded in Table 10, when we use 3D
IoU and recall as the layout reward, performance drops markedly because each
ground-truth box is matched with too many false-positive predictions. Thus, we
switch to IoU and F1 score as the layout reward, yielding a 4.2 AP improvement.

5.4 Do spatial priors help with robotic learning?

As detailed in Section 4.3, we adapt our VST-tuned VLM into a VLA model.
In contrast to the approach used by OpenVLA [28], we do not utilize any pre-
trained data on robotic learning. Instead, we directly fine-tune the VLM and
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. SUN RGB-D ARKitScenes \ SUN RGB-D
Settings Layout Reward
| AP AP15 AP35 APsg AP1go| AP AP15 AP35 APso APigo |AP AP15 AP35 APso AP1oo
Baseline 18.5 285 19.1 3.2 30.7 [29.4 42.7 31.8 7.2 44.6  Baseline 202 303 20.6 4.5 335
w/o FoV-Uni  |18.6 29.1 19.2 2.2 30.4 269 40.9 28.2 54 420 3D IoU + Recall [13.8 20.9 147 26 33.6

18.3 294 17.8 2.8 30.6
16.8 26.0 17.0 2.7 284

28.6 42.4 30.8 6.3 43.9 3D IoU + F1 Score|24.4 36.0 26.3 5.8 37.2

- - 276 419 290 60 423 Taple 10: Ablation for the lay-
Table 9: Ablation for different settings for 3D ob- o . 4 Riayour on SUN RGB-

Ject detection. Data: 600K 3D object detection and [48] 3D object detection.
800K general samples.

Euler to Quat
Single-turn Data)

VLA Backbone Steps Spatial Object Goal 10 AVG
Qwen2.5-VL-3B [3] 2.5K 56.6 86.6 53.8 15.2 53.1
VST-3B (ours) 2.5K 65.018.4 88.411.8 67.8 40 25.6110.4 61.7,8.6
Qwen2.5-VL-3B [3] 10K 76.0 83.8 72.0 39.6 67.9
VST-3B (ours) 10K 784.2.4 87.844.0 76.044.0 41.041.4 70.8 2.9

Table 11: Success rate comparison on the LIBERO [32]. VST-3B is fine-tuned from
Qwen2.5-VL-3B [3]

its action embeddings on the small-scale LIBERO benchmark [32] from scratch
for action prediction. The results are presented in Table 11. Notably, the VLA
model based on the VST-tuned model, which incorporates spatial knowledge,
surpasses the one based on Qwen2.5-VL-3B [3] by an average of 8.6% in success
rate. Even with a fourfold increase in training steps, the VST-tuned model still
demonstrated an improvement of 2.9%. This improvement clearly demonstrates
that the integration of spatial knowledge helps with robotic learning.

6 Conclusion

We present Visual Spatial Tuning (VST), a general and scalable framework that
endows vision-language models with human-like spatial perception and reason-
ing abilities. With large-scale perception data (VST-P) and curated reasoning
instructions (VST-R), VST acquires spatial awareness without degrading gen-
eral capabilities. For spatial reasoning, we introduce RT-CoT, which reconstructs
scene layouts in text and grounds reasoning on the reconstruction, and we fur-
ther propose prompting with BEV annotations to improve the faithfulness of
reasoning traces. The proposed approach achieves state-of-the-art performance
on multiple spatial benchmarks, demonstrating that spatial abilities in foun-
dation models can be systematically scaled. Moreover, Vision-Language-Action
(VLA) models built on VST improve visuospatial skills, enabling more grounded
interaction with the physical world. The generality, scalability, and effectiveness
of VST highlight a promising direction for building physical Al systems that
reason and act in space with human-like intelligence.
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