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Fig. 1: Left: Given a textual description of an indoor scene as input, our method
accurately generates a corresponding 3D representation at absolute metric scale by first
predicting a global 3D scene layout. Middle: Our method additionally provides accurate
9D object poses and semantic object instance segmentation for the generated scene,
bridging the gap between text-to-3D scene generation, and 3D scene interpretability and
understanding. Right: One useful application of our method is progressive and seamless
indoor scene expansion. As our generated scenes are in a global metric coordinate frame,
they can be naturally expanded without any additional alignment or scaling.

Abstract. We present GuidedSceneGen, a text-to-3D generation frame-
work that produces metrically accurate, globally consistent, and semanti-
cally interpretable indoor scenes. Unlike prior text-driven methods that
often suffer from geometric drift or scale ambiguity, our approach main-
tains an absolute world coordinate frame throughout the entire generation
process. Starting from a textual scene description, we predict a global 3D
layout encoding both semantic and geometric structure, which serves as a
guiding proxy for downstream stages. A semantics- and depth-conditioned
panoramic diffusion model then synthesizes 360° imagery aligned with the
global layout, substantially improving spatial coherence. To explore un-
observed regions, we employ a video diffusion model guided by optimized
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camera trajectories that balances coverage and collision avoidance, achiev-
ing up to 10× faster sampling compared to exhaustive path exploration.
The generated views are fused using 3D Gaussian Splatting, yielding a
consistent and fully navigable 3D scene in absolute scale. GuidedSceneGen
enables accurate transfer of object poses and semantic labels from lay-
out to reconstruction, and supports progressive scene expansion without
re-alignment. Quantitative results and a user study demonstrate greater
3D consistency and layout plausibility compared to recent text-to-3D
baselines. Project page: https://d3ixi.github.io/GuidedSceneGen/

1 Introduction

Accurate and interpretable 3D scene generation is an essential capability for
computer vision, graphics, and robotics. Applications such as virtual environment
design, embodied AI, and autonomous navigation rely on realistic and metrically
consistent 3D reconstructions. However, synthesizing such scenes manually is
time-consuming and requires extensive domain expertise. The recent success of
large-scale text-to-image and video diffusion models [2, 27, 33] has inspired a
surge of text-to-3D scene generation methods [35, 49, 61], where a simple textual
prompt can produce complex 3D content. Yet, despite impressive visual fidelity,
current models struggle to maintain global geometric coherence, metric scale,
and semantic interpretability.

Existing methods typically lift a few generated 2D views into 3D space,
relying on iterative inpainting or autoregressive view expansion [14,19,35]. While
effective for local consistency, such pipelines tend to accumulate semantic drift
and geometric distortion, particularly when exploring larger or multi-room scenes.
Even panoramic-based generation [22,49,61] often introduces spatial distortion
and lacks absolute alignment between objects. As a result, the environments are
visually plausible but physically inconsistent, limiting their usability for tasks that
demand accurate scene geometry, object localization, or downstream interaction.

A promising direction is to introduce explicit geometric and semantic guidance
early in the generation process. By conditioning generative models on structured
3D layouts or semantic proxies, prior work has demonstrated improved spatial
grounding [9, 36, 50]. However, these methods typically rely on discrete object
retrieval or relative-scale geometry, preventing globally coherent and metrically
meaningful reconstructions. Similarly, video diffusion models [18, 43, 60] offer
temporal consistency but lack explicit control over scene scale or camera motion,
resulting in misaligned multi-view imagery.

In this work, we propose GuidedSceneGen, a text-to-3D framework that
addresses these challenges by generating scenes at absolute scale while preserving
semantic and geometric interpretability. As shown in Figure 1, given a textual
description of an indoor scene, our method first predicts a global 3D scene layout
that establishes a world coordinate frame and encodes both object semantics and
spatial geometry. This layout serves as a guiding proxy for all subsequent stages.
We then introduce a semantics- and depth-conditioned panoramic diffusion model
that generates 360° imagery consistent with the layout, producing coherent object
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arrangements. To explore unobserved areas, we leverage a video diffusion model
guided by optimized camera trajectories designed for maximal coverage and
collision avoidance, achieving up to 10× faster sampling than exhaustive explo-
ration. The generated multi-view frames are fused using 3D Gaussian Splatting
(3DGS) [26], producing a navigable 3D scene aligned in metric world space. This
approach bridges the gap between text-driven generative modeling and explicit
3D scene understanding. By maintaining absolute scale and semantic grounding
throughout the pipeline, GuidedSceneGen enables interpretable, extendable, and
physically meaningful scene generation. Moreover, because all components share a
consistent world frame, scenes can be progressively expanded without re-scaling or
re-alignment—an important property for building large, connected environments.
Our contributions can be summarized as follows:

– Absolute-scale text-to-3D generation: We present the first framework
that preserves metric scale and global consistency throughout the full text-
to-3D generation process.

– Guided panoramic diffusion: A multi-view diffusion model conditioned
on semantic and depth cues produces 360° panoramas aligned with the global
layout.

– Optimized novel-view synthesis: A coverage- and collision-aware trajec-
tory sampling strategy improves geometric consistency while providing a 10×
speed-up over exhaustive approaches.

– Interpretable 3D reconstruction: The fused 3D scenes are metrically
aligned, semantically labeled, and support seamless expansion to larger
environments.

2 Related Work

Iterative Image Inpainting and Lifting. A common approach to text-to-3D scene
generation is to first synthesize a reference image with a large-scale 2D diffusion
model [33] and the lift it into 3D via iterative depth inpainting and geometry fusion.
Methods like Text2Room [19] and SceneScape [14] follow this strategy, warping
images to new viewpoints and using text-guided inpainting to fill disocclusions.
Others distilling color and depth through diffusion-based priors [31, 38, 52, 53, 55]
or leverage video diffusion models to ensure locally coherent transitions [5,29].
More recent feed-forward architectures [41] attempt to directly denoise geometry
buffers for faster and more consistent reconstruction, but have not scaled to
fully globally coherent navigable scenes, in part due to the limited training data.
Existing methods often rely on well-defined camera trajectories and keyframes to
guide the generation [35,44], limiting the coverage space that can be optimized.

Panoramic-based Scene Generation. To create immersive environments, users
must be able to freely explore and perceive coherent content in all directions,
which is difficult to achieve with incrementally inpainted or locally composited
views. To this end, 360�panoramas emerged as robust and compact scene represen-
tations that capture global spatial context. DreamAnywhere [9] decomposes the
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panoramic image into individual objects, reconstructs them individually, and re-
composes the full scene. An agentic-oriented approach based on this concepts has
been proposed in Hunyuan-world [23]. WorldPrompter [58] generates a panoramic
walk-through video from text and reconstructs it into a 3DGS scene, but without
an absolute metric frame or layout-grounded semantics. DreamScene360 [61]
optimizes novel off-origin views for semantic and geometric similarity with the
reference views. This results in stable geometry under offset views but no new
content being synthesized. LayerPano3D [49] introduced a layered scene represen-
tation and approach that progressively peels off geometry from the panoramic
images, estimates panoramic depth and harmonizes the layers for improved par-
allax and occlusions. WorldExplorer [35] bridges panoramic scene synthesis with
video diffusion, expanding the environment outward from the origin. However,
it relies on extensive exploratory trajectories, which accumulate geometric and
appearance drift over long sequences, limiting global scene consistency. Together
with LayerPano3D [49] and [61], WorldExplorer is the closest to our work in
leveraging panoramic images and diffusion models for 3D scene generation.

Camera Controlled Video Generation. Recent video diffusion models [2, 18,43]
exhibit remarkable temporal coherence and photorealism, making them promising
candidates for extending 2D generative priors into the 3D domain. To enable
explicit camera trajectory conditioning, several strategies have been explored:
Some works finetune pre-trained text-to-video diffusion models by augmenting
their latent representations with Plücker embeddings [60]; others adopt view
reprojection or inpainting-based conditioning [16,32, 54]. Voyager [21] generates
world-consistent RGB-D video along a user-defined camera path from a single
input image, accumulating a point-cloud world cache for long-range consistency;
unlike our setting, it is image- and trajectory-conditioned rather than text-driven.
While such extensions make these models attractive for scene generation, their
temporal consistency does not automatically translate into 3D coherence, and
precise camera control or geometry-aware guidance remains challenging.

Compositional Scene Generation. Relying purely on 2D diffusion models to ar-
range objects end-to-end often succeeds only for small, localized compositions [10],
and typically requires complex discrete–continuous optimization [57]. Introducing
3D proxies has proven beneficial: they have been combined with score distillation
for layout optimization [8, 28] and for reconstructing individual objects before
scene assembly [7]. SceneCraft [50] uses pre-defined bounding-boxes as proxy
to semantically guide view refinement with a diffusion model; similarly Control-
Room3D [36] iteratively transforms a pre-defined geometric proxy into a complete
scene through depth-guided diffusion. Ctrl-Room [11] operates directly from a
pre-defined description of the 3D scene and objects, then estimates a layout of
bounding boxes and a panoramic image. SpatialGen [12] synthesizes a scene from
a separately supplied 3D layout via a layout-conditioned multi-view diffusion
model, with text only conditioning the appearance branch. All these methods rely
on axis-aligned bounding-box proxies, which prevent transfer of object geometry,
pose, and semantics to the final scene. In contrast to these methods, we generate
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the 3D proxy information entirely from text, enabling �exible and fully generative
scene synthesis with high 3D consistency, while preserving accurate object pose
and semantics end-to-end.

3 Method

Fig. 2: Method Overview. Given a text prompt describing an indoor scene, we
�rst estimate a 3D global scene layout . From this, we derive the guidance signals
for panorama generation in the form of depth and semantic renderings. Our guided
panoramic image generator utilizes these renderings to generate a consistent and
realistic RGB panoramic image that accurately aligns with the 3D global scene layout.
As shown in , we then derive optimized camera trajectories for novel view synthesis
(NVS) to cover unobserved areas, with the focus on avoiding collisions of the camera
trajectory with the objects in the scene. Finally, we directly utilize all generated RGB
frames and the corresponding metric scale camera poses to reconstruct the 3D scene in
the absolute world coordinate frame .

Given a textual description of an indoor scene, our method follows a coarse-
to-�ne approach to generate a diverse and globally consistent 3D representation.

We �rst build a global proxy layout that provides semantic and structural
guidance using a text-to-layout model (Sec. 3.1), which establishes the absolute
world frame and guides subsequent stages. Next, we synthesize a 360� cubemap
panorama using a novel multiview text-to-image di�usion model, augmented by
two conditional adapters, one for semantics and one for depth (Sec. 3.2), enforcing
consistency and adherence to the original layout. To reveal regions not covered
by the panorama, we generate coverage-aware camera trajectories from the proxy
depth, render novel views with a camera-guided video di�usion model for novel
view synthesis (NVS) and align them to the global coordinate frame (Sec. 3.3).
As last step, we reconstruct the scene with 3D Gaussian Splatting (3DGS) using
the aligned RGB information, without any re-scaling or external pose estimation,
as all RGB frames are already aligned to our 3D global scene layout (Sec. 3.4).
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3.1 Text-to-3D Global Scene Layout Estimation

We leverage Holodeck [51] to generate the 3D proxy environment, which generates
plausible and diverse 3D room descriptions from a given input prompt. The re-
sulting scene layout encodes both semantics and geometry, from which we extract
proxy geometry together with depth, semantic and object instance renderings.
Additionally, object-speci�c attributes including 9D (position, orientation and
scale) and semantic information are also available. An example layout visualized
as a mesh is illustrated in Figure 2 .

From this 3D proxy, we render metric depth and semantic maps arranged as
cubemaps, where six perspective images as faces of a cube represent a 360°� 180°
panoramic image. For the semantic maps, we use the NYUv2-40 labels [39], which
provide a standardized taxonomy for indoor scenes. These serve as the geometric
and semantic guidance throughout our pipeline.

3.2 Guided Panoramic Image Generation

Our panoramic image generator is implemented as a cubemap-based multi-view
latent di�usion model, similar to [24]. The representation of a panoramic image
as multiple perspective views ensures a natural distribution of pixels across
the entire �eld of view, minimizing distortion compared to standard spherical
representation of 360° panoramic images. We employ Stable Di�usion 2 [33] as our
backbone and extend the architecture from single to multi-view generation. This
is done by integrating in�ated self- and cross-attention layers [24,37] in the U-Net
blocks of the di�usion model. In�ated attention is implemented by reshaping the
token sequence length fromb � (hw) � l to b � (thw) � l , where b is the batch
size,hw is the �attened spatial size, t = 6 is the number of views, and l is the
sequence length. This operation enables us to re-use initial pre-trained weights of
the image di�usion model, and enables the information sharing between di�erent
views of the cubemap.

Our generator receives two additional input signals: First, same as in [24], we
utilize a binary mask to enable the usage of a reference input image for generation.
Second, we incorporate a xyz-positional encoding [22] for each pixel in each face of
the cubemap, which allows the multi-view generator to learn the spatial relation
between the di�erent faces of the cubemap and generate consistent geometry and
object relations across views.

After training our panoramic image generator to produce realistic and di-
verse cubemaps of indoor scenes, we extend the architecture with a Multi-
ControlNet [56] to enable the generation of panoramas which are aligned with
the 3D proxy. More precisely, we add two separate ControlNet branches for depth
and semantic information, where each one is initialized with a copy of the U-Net
model from our trained panoramic image generator. This means that our in�ated
attention layers as well as the xyz-positional encoding are also integrated in each
of the ControlNet branches. During �netuning the ControlNets, we freeze the
down and mid blocks, where the up blocks are replaced by zero convolutions and
features are fused into the main U-Net branch, as proposed in [56].



Scene Generation at Absolute Scale 7

3.3 Optimized Camera Trajectory Estimation and Sampling

After guided panoramic image generation, we can re-project the RGB and depth
information to form an initial point cloud of the scene. As shown in Figure 2

, this point cloud lacks completeness due to multiple unobserved areas. To
explore and generate content for these regions we utilize a camera-controlled
video di�usion model for NVS [60], but this requires careful consideration: First,
exhaustive generation of a large number of views leads to high computational cost,
making the overall 3D scene generation process slow [35]. Second, and arguably
more crucial, the higher the number of generated frames for unobserved areas,
the more complex it is to ensure that the visible content is 3D consistent, as each
new frame can potentially add inconsistencies. This can signi�cantly reduce the
overall quality of the �nal reconstruction. To solve these issues, we propose an
e�cient video trajectory estimation and sampling approach. In the �rst step, we
estimate camera trajectories by taking into account collision avoidance and scene
coverage. Second, we align these camera trajectories so that the frames of the
generated videos align well with our global scene layout. This ensures that the
novel frames cover unobserved regions of the scene as desired.

Collision-Aware Trajectory Estimation. To construct camera paths that avoid
collisions while covering unobserved content, we follow a grid-based exploration
strategy. We �rst divide the scene into equally spaced areas. More precisely, for
standard-sized indoor scenes, we partition the space into four quadrants. For
each quadrant, we de�ne a sparse camera trajectory in a circular pattern, where
each camera pose is oriented toward the center of the quadrant. The extent of
the pattern is chosen by utilizing the metric 3D proxy information, so that the
camera stays within the quadrant, and to avoid collisions with walls and ceiling.
Additionally, we check if objects are in close proximity of the sparse camera
trajectory, by rendering depth maps from the 3D proxy and discarding camera
poses where the rendered depth is< 0:3m. Empirically, it showed that this
threshold avoids sampling degenerate frames, which happens when the camera
is too close to the layout or objects (see Figure 5 right,scale = 2 :0). As last
step, we interpolate the remaining poses to obtain smooth trajectories that
emphasize coverage of the unobserved regions. Note that this simple trajectory
de�nition turned out to be su�cient in our experiments to avoid collisions with
layout elements and objects, and to ensure high coverage of the room. However,
for highly complex or uncommon scene layouts, the full information of our 3D
proxy can be utilized to implement more general sampling strategies [30,40]. We
refer to the supplementary material for a comparison of our proposed trajectory
estimation algorithm to standard mesh-based view planning.

Depth-guided Trajectory Alignment. Directly using the de�ned trajectories as
input to a video di�usion model is non-trivial, since such models operate in
their own relative coordinate systems. We therefore align our 3D proxy layout
to the model's internal representation. Speci�cally, we utilize Stable Virtual
Camera [60] for NVS, which maps the scene into a cube of [� 2; 2]3 units. With-
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out re-normalization, the NVS camera trajectory can deviate from the target
trajectory, leading to potentially unusable frames.

Zhou et al. [60] address this issue by introducing a speci�c camera-scale
parameter. The optimal value for this parameter is estimated by sweeping values
in [0:1; 2:0], and comparing the generated output against ground-truth. Since
we are missing ground-truth information in our generative setting, we adapt
and optimize their approach in two ways. First, we utilize our proxy layout as a
ground-truth representative. For each scale candidate, we generate intermediate
frames along the camera trajectory and predict the corresponding depth using a
metric depth estimator [48], and optimize the scale by minimizing the L1 error
against the proxy depth renderings. Formally, this can be de�ned as

� �
cs = arg min

� cs

(L dpt ); (1)

where � �
cs is the optimal camera scale parameter andL dpt the depth alignment

loss. Ldpt is de�ned as

L dpt =
1
N

NX

i=1

jjD i
gt � D i

� cs
jj1; (2)

where D i
� cs

is the metric depth estimated for the generated novel views for a
speci�c camera scale parameter� cs , and D i

gt is the metric depth rendered from
the 3D proxy for the same camera posei . Our second adaptation compared
to [60] is that we perform bisection search instead of linear search for the camera
scale parameter, which increases the computational e�ciency. We refer to the
supplemental for a detailed description of our search algorithm.

This procedure yields NVS frames that are consistently aligned to the proxy's
global coordinate system, and the camera poses of novel views accurately �t to
the desired target poses.

3.4 3D Scene Reconstruction using 3DGS

The �nal stage of our method involves generating a 3D reconstruction of the
scene from all synthesized frames, as illustrated in Figure 2 . We adopt 3D
Gaussian Splatting (3DGS) [26] as the underlying scene representation due to its
ability to provide high-quality, real-time rendering.

Due to the precise alignment of the generated novel views with the global scene
layout, our approach allows for direct use of depth renderings to estimate the initial
point cloud. Moreover, all camera poses and intrinsics used to de�ne the camera
trajectories can be employed as ground-truth parameters for reconstruction.
This provides a substantial advantage over prior methods [9, 35, 49,61], which
depend on estimated depth or camera poses, and are therefore prone to error
accumulation potentially degrading the accuracy of the �nal 3D reconstruction.
Our training loss L is de�ned as

L = L 3DGS + L geom + L NN + L depth ; (3)



Scene Generation at Absolute Scale 9

where L 3DGS is the original 3DGS loss proposed in [26], andL geom describes
the normal, geometric, and photometric multi-view loss introduced in [4]. L NN

minimizes the k-nearest-neighbor distances between the Gaussian means and the
initial point cloud, promoting structural coherence in the reconstructed geometry.
L depth enables depth-guided supervision using our metric ground-truth depth
maps, which ensures improved depth �delity. A detailed description of the individ-
ual loss terms, training procedure, optimization details, and parameter settings
is provided in the supplementary material. Note that for 3DGS reconstruction,
we use all NVS generated frames from our four trajectories with 42 frames each,
and additionally sample 170 frames from the panoramic image, leading to a total
of 338 frames.

4 Experiments and Evaluation

To evaluate the full capabilities of our model, we split the evaluation into two
parts: First, we compare our guided panoramic image generator against strong
text-to-panorama baselines to quantify the overall image quality and prompt
alignment. Second, we evaluate the overall quality and consistency of generated 3D
scenes using novel-view renderings from camera poses that deviate strongly from
the reconstruction views, complemented by qualitative comparisons and a user
study. For both parts, we use diverse indoor scenes from the Structured3D [59]
test set. We select a set of scenes with varying layout complexity and scene type,
and infer textual descriptions using the publicly available Janus Pro model [6].
These textual descriptions are then used as input for both evaluation experiments.

4.1 Training, and Inference Setup for Panorama Generation

As mentioned in Subsection 3.2, the training of our panorama generator consists
of two consecutive steps. First, we train our cubemap-based multi-view di�usion
model for 120k iterations with batch size 2 using AdamW (� 1 = 0 :9; � 2 =
0:999; 
 = 1e�2 ), and a learning rate of 1e-5 linearly ramped up over 10k steps.
Gradient clipping with a maximum norm of 1 is applied. The model is trained
with v-prediction using a DDPM noise scheduler with 1000 timesteps. As training
data, we utilize various public panoramic image datasets [3,15,59].

In the second step, we extend the multi-view di�usion model with two Control-
Net branches for depth and semantic guidance, each initialized with the previously
trained U-Net, including all architectural modi�cations. We then �netune the
full model for 90k iterations with batch size 1 on the Structured3D [59] dataset,
using the same optimizer settings as for the multi-view di�usion model.

At test time, the model takes as input a text prompt along with depth and
semantic renderings from the 3D proxy scene. We use DDIM sampling with 50
steps and apply classi�er-free guidance of 8.0.
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4.2 Evaluation of Panorama Generation

In this section, we provide the results of our quantitative evaluation for panoramic
image generation using text descriptions from the Structured3D dataset.

Evaluation Metrics. To measure image quality and aesthetics, we use CLIP-
IQA+ [45], Q-Align [46], and the Inception Score (IS) [34] as reference-free
metrics. In addition, we compute the CLIP score [17] between the input textual
description and the generated image to quantify prompt alignment.

Baselines. Di�usion360 [13] introduces a circular blending strategy within di�u-
sion models to generate seamless 360° panoramic images by ensuring geometric
continuity across the panorama's edges during denoising and decoding. MVDi�u-
sion [42] presents a correspondence-aware di�usion approach that simultaneously
generates multiple views of a scene with cross-view interactions to enforce consis-
tent multi-view image synthesis without iterative warping. The panoramic image
generator of LayerPano3D [49] is a �netuned version of a Flux [27] text-to-image
model with a panorama LoRA [20] for panorama generation and inpainting.

Results. As shown in Table 1, our panoramic image generator performs competi-
tively compared to recent baselines in terms of both image quality and aesthetics
metrics. Additionally, our superior CLIP score indicates high alignment between
the textual description and the generated panoramic image. We provide a qual-
itative comparison to the competitor methods in the supplemental, as well as
visualizations to highlight that our Multi-ControlNet helps to avoid geometric
and semantic inaccuracies, e�ectively increasing the plausibility and visual quality
of the results.

Method CLIP Score " Q-Align " CLIP-IQA+ " IS "

Di�usion360 [13] 30.73 4.80 0.77 3.10
MVDi�usion [42] 31.28 4.10 0.63 3.46
LayerPano3D [49] 30.95 4.38 0.64 3.24

Ours (full, text + Multi-ControlNet) 32.48 4.54 0.71 3.26

Ablation
Ours (text only) 31.17 4.45 0.69 3.33
Ours (text + Depth-ControlNet) 31.85 4.49 0.70 3.33
Ours (text + Semantic-ControlNet) 32.23 4.49 0.70 3.41

Table 1: Quantitative comparison of panoramic image generators. Our guided
panorama generator achieves the highest CLIP score, highlighting the high alignment
between input text prompt and generated panorama. The competitive results for the
other metrics show the overall high quality of our generated panoramic images.
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4.3 Evaluation of NVS and 3D Consistency of Generated Scenes

To ensure a fair comparison for 3D consistency, we generate a common set of
high-quality panorama images from the textual descriptions serving as input
for all methods. This ensures that all scenes have the same level of complexity,
and we can reliably compare the scene reconstruction accuracy across di�erent
methods. For the evaluation, we aim to generate comparable camera paths for
each method. To achieve this, we move the camera in a circular trajectory within
the layout boundaries, with the camera oriented toward the center of the scene,
generating videos consisting of 480 frames per scene.

Evaluation Metrics. We provide the MEt3R score [1], a metric for multi-view
consistency for a sequence of consecutive frames, and additionally use the In-
ception Score to assess the visual quality of rendered novel views. Furthermore,
we conduct a user study and ask the participants to assess the Perceptual Qual-
ity (PQ), 3D Consistency (3DC) and Overall Scene Quality (SQ) of the scene
reconstruction results on a scale from 1-5, where higher means better.

Baselines. We compare against available state-of-the-art methods that turn a
360� panorama into a 3D scene representation. DreamScene360 [61] initializes a
set of 3D Gaussian splats from the panoramic image, then optimizes them by en-
forcing geometric and semantic correspondence between training and novel views.
Novel views are obtained by perturbing the training views. LayerPano3D [49]
synthesizes novel content by erasing objects and inpainting the panoramic images,
then estimating and fusing depth maps for each layered 3DGS representation.
WorldExplorer [35] autoregressively samples camera trajectories for novel view
synthesis conditioned on the starting perspective views and closest frames in
scene memory, which is built incrementally.

Results. As shown in Table 2, our method was overall preferred by both the
image metrics and the user participants. We note that DreamScene360 performs
generally well, as it tends to blur out the unobserved areas in the scene, which
can be perceptually pleasant to the observer. LayerPano3D produces very sharp
details by relying less on a full 3DGS optimization, but su�ers from distortion
due to the equirectangular projection and the �at geometry used to represent
the objects. Finally, WorldExplorer optimizes a large number of incoherent
views, causing instability and error accumulation, thus performed worst. On a
single consumer graphics card, our runtime is comparable to DreamScene360
and LayerPano3D, while being� 10� faster than WorldExplorer thanks to our
optimized trajectory sampling, which signi�cantly reduces the dominant NVS
cost. Figures 3,4 show that our method generates high-�delity novel views and 3D
reconstructions that preserve the panorama's appearance and the proxy structure
under large viewpoint changes. Additional renderings and user study details are
shown in the supplementary material.
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Fig. 3: Visual comparison of 3D reconstruction results for di�erent methods.
The 2D renderings show comparable viewpoints for di�erent methods. Our method
generates more convincing and complete geometries compared to other methods. We
refer to the supplemental for additional visualizations.

Initial Panorama DreamScene360 LayerPano3D WorldExplorer Ours

Fig. 4: Scene bounding comparison of 3D reconstruction results for di�erent
methods. Our 3DGS point cloud follows the scene geometry accurately, while other
methods have signi�cant distortions and �oaters. Note that 3D scenes of competitor
methods are in relative scale and have been manually re-scaled for better visualization.
In contrast, our method provides results in absolute metric scale.

2D Metrics User Study Mean

Method IS " MEt3R # PQ " 3DC " SQ " Runtime

DreamScene360 [61] 1.91 0.026 2.34 2.44 2.38 0.5h
LayerPano3D [49] 2.00 0.031 2.08 1.79 1.94 0.2h
WorldExplorer [35] 2.27 0.033 1.42 1.51 1.35 7h

GuidedSceneGen (ours) 2.22 0.024 3.03 3.05 3.01 0.75h

Table 2: Quantitative comparison for NVS and 3D consistency of generated
scenes. We report results for 2D metrics on novel views, a conducted user study, and
average runtime per scene. The generated scenes from our method are preferred in the
user study, which also re�ects in competitive results for 2D metrics.
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