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Abstract. Large vision–language models (LVLMs) incur substantial com-
putational and memory overhead due to quadratic attention complexity
and enlarged key–value (KV) caches. Training-free vision token prun-
ing is promising, yet most methods rely on text-to-vision attention-score
magnitudes, which often entangle instruction-relevant signals with po-
sitional bias and visual attention sinks. To address this issue, we pro-
pose DIVA, an instruction-aware, layer-wise vision token pruning method
based on dual-probe attention discrepancy, with two key modules: DIVA-
Pruner and VF-Calibrator. DIVA-Pruner selects important tokens us-
ing the discrepancy between attention distributions of contextual and
non-contextual probe sets. A lightweight VF-Calibrator calibrates unim-
portant tokens that bypass self-attention, mitigating representation mis-
match and enabling effective reuse in subsequent LVLM blocks. On di-
verse benchmarks and LVLM baselines, DIVA consistently outperforms
prior methods across token budgets, even in highly constrained regimes.
Notably, under a 97.2% token reduction, DIVA retains 92.6% of baseline
performance on LLaVA-NeXT-7B with a 10.8× reduction in KV cache.

Keywords: Large Vision Language Models · Vision token pruning ·
Training-free Pruning · Instruction-aware pruning

1 Introduction

Large Vision-Language Models (LVLMs) have extended Large Language Models
(LLMs) [3, 38] to multimodal inputs and achieve strong performance on visual
question answering and multimodal instruction following [1, 3, 9, 22, 27]. Most
LVLMs encode images into vision tokens and feed them to an LLM alongside
text tokens [1,9,22,29,40]. However, long vision token sequences incur substantial
computational and memory overhead due to quadratic self-attention complexity
and enlarged key-value (KV) caches during autoregressive decoding [8, 21, 39].
Consequently, vision token compression has become an active research direction
for improving LVLM efficiency [2, 8, 48,57].
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Q1. What is the girl holding?

SparseVLM DIVA

Q2. What is the color of the boy’s shirt?

SparseVLM DIVA

Image input

Fig. 1: Instruction-aware vision token selection on LLaVA-1.5-7B with 10 tokens. DIVA
identifies and preserves visual regions most relevant to the input instruction.

Among visual token reduction strategies, training-free vision token pruning
methods have gained traction [2, 8, 57] due to their plug-and-play applicability.
Two design choices are central in this setting: (i) when to prune and (ii) how
to define the pruning criterion. Prior studies [8,23,49] suggest that vision-token
importance may vary across LLM blocks, motivating pruning either at specific
layers [8,23] or adaptively across layers [16,49,57]. Among these options, pruning
tokens by permanently removing them at a given layer risks irreversible infor-
mation loss, as discarded tokens cannot contribute to subsequent blocks. Thus,
we adopt a layer-wise pruning strategy that allows excluded tokens to be reused
in subsequent blocks to minimize information loss.

For the pruning criterion, prior methods [8, 45, 52, 57] often use vision-token
importance based on attention scores, where instruction text tokens serve as
queries, forming what we call a probe set. These works aim to prune the vision
tokens while minimizing the performance degradation by retaining vision tokens
that are relevant to the instruction context via text-to-vision attention scores.
However, most approaches [8, 45, 57] rely on conventional attention-score mag-
nitudes, making it challenging to accurately reflect instruction relevance. For
example, tokens affected by positional bias [52] or visual attention sinks [18,33]
may receive high attention yet be irrelevant to the instruction. This can distort
the ranking of tokens and lead to the removal of truly instruction-relevant ones.

To address this limitation, we propose DIVA, an instruction-aware vision-
token pruning method based on the discrepancy between attention distributions
induced by dual probe sets, with and without instruction context. DIVA can be
applied to each LLM block and includes two key modules: DIVA-Pruner and Vi-
sual Feature Calibrator (VF-Calibrator). DIVA-Pruner divides the vision tokens
into important and unimportant ones via the proposed importance score, the
Context Shift (CS) score. To ensure that the CS score reflects instruction rele-
vance rather than ranking confounders (e.g., positional bias), we construct two
probe sets that differ only in whether the probes can leverage contextual cues
from the instruction. The CS score is defined based on the Kullback–Leibler di-
vergence (KLD) between the resulting attention distributions over vision tokens
induced by the two probe sets. DIVA-Pruner feeds only the important tokens
into the self-attention layer in the LLM block, thereby reducing the KV-cache



DIVA: Vision Token Pruning via Dual-Probe Discrepancy 3

0

100

200

300

400

500

600

0

200

400

600

800

1000

1200

1400

1600

Vanilla
(2,880 tokens)

DIVA
(40 tokens)

DIVA
(80 tokens)

DIVA
(160 tokens)

KV Cache

Self-Attn GFLOPs

54.6x GFLOPs reduction

12.4x KV Cache reduction

F
L

O
P

s 
(G

)

K
V

 C
ac

h
e 

(M
B

)

97.10%

97.36%

96.99%

99.65%

103.14%

98.60%

97.43%

104.00%

GQA

MMB

MME

POPE

SQA

VQAV2

MMVeT

VizWiz

Pdrop SparseVLM FastV DIVA (Ours)

(a) (C)(b)
Retained Tokens

Rel.

70%

80%

90%

100%

128 64 32 16

DIVA (Ours)

D2Pruner (AAAI'26)

CDPruner (NIPS'25)

DivPrune(CVPR'25)

SparseVLM(ICML'25)

FastV(ECCV'24)

Vanilla KV Cache

Fig. 2: (a) Comparison of relative performance across diverse benchmarks on LLaVA-
1.5-7B with 64 retained vision tokens (normalized to the unpruned baseline). (b)
Comparison of performance under extremely tight token budgets on LLaVA-1.5-13B,
averaged over general visual reasoning benchmarks. (c) KV-cache memory and self-
attention FLOPs on LLaVA-NeXT-7B. See Tab. 2 for the corresponding performance.

memory footprint and the self-attention computation cost. Unimportant tokens
bypass self-attention yet are reused in subsequent blocks, creating a represen-
tation gap that we mitigate with a lightweight VF-Calibrator (Sec. 4.4). This
design can pinpoint instruction-conditioned signals, enabling more robust prun-
ing than methods relying on conventional attention-score magnitudes by focusing
on truly instruction-relevant tokens, as shown in Fig. 1.

We validate DIVA through extensive experiments on diverse image and video
benchmarks, including VQA and instruction-following tasks, across multiple
LVLM families [4,27,28,41]. Across these diverse settings, DIVA achieves state-
of-the-art (SOTA) performance over a wide range of pruning ratios against prior
methods. Notably, even at an aggressive 99% token reduction on LLaVA-1.5-
13B [27], DIVA maintains 90.4% of the baseline performance. Our qualitative
analyses further suggest that DIVA retains vision tokens that better align with
the instruction context. As illustrated in Fig. 2, DIVA consistently delivers strong
performance while remaining robust under tight token budgets and substantially
improving efficiency. In summary, our contributions are as follows.

• We introduce DIVA, a training-free vision token pruning method that iden-
tifies instruction-relevant tokens by contrasting attention distributions be-
tween contextual and non-contextual probe sets, thereby alleviating attention-
based biases such as positional bias and visual attention sinks.

• We design a lightweight VF-Calibrator to mitigate the representation gap
caused by asymmetric processing paths, enabling well-calibrated token reuse
across LLM blocks without additional training.

• Extensive experiments across diverse LVLM benchmarks demonstrate that
DIVA maintains higher accuracy than prior training-free pruning methods
under tight token budgets. On LLaVA-NeXT-7B, DIVA retains 92.6% of the
baseline performance while reducing KV-cache memory by 10.8×.
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2 Related Work

2.1 Vision Token Pruning

To alleviate the computational and memory overhead of the LVLMs [1, 5, 9, 22,
26–29, 40], prior works have explored broader visual token reduction strategies,
including pruning [2,10,11,20,23,36,37,46–48,50,52,54] and merging [7,36,48,55].
Among them, training-free token pruning has become a prominent direction due
to its efficiency, with most efforts focusing on designing effective importance
scores for visual token pruning. These scores have been derived from a vari-
ety of signals, including attention scores [8, 10, 16, 23, 45, 48, 52, 57] and token
diversity-based measures [2, 10, 23, 54]. While diversity-based methods aim to
reduce redundancy among vision tokens in an input-driven manner, attention
scores are readily available at inference time and provide a model-internal sig-
nal of how vision tokens contribute to instruction-aware reasoning. Thus, many
recent methods retain text-relevant vision tokens based on attention scores and
prune the rest.

FastV [8], a representative attention-based pruning method, uses attention
scores computed with the last text token as the query to measure token im-
portance and prunes vision tokens at a specific LLM block. SparseVLM [57]
selects “text raters” based on the similarity between text and vision tokens,
and defines vision-token importance as the average of attention scores between
the selected text raters and the vision tokens. Many attention-based pruning
methods rely on conventional attention-score magnitudes, which can be con-
founded by instruction-irrelevant artifacts such as positional bias [52] or visual
attention sinks [18,33], leading to inaccurate token-importance estimates. While
D2Pruner [52] mitigates positional bias via attention-score normalization, other
artifacts remain less explored, motivating the need for more robust instruction-
aware scoring criteria.

2.2 Layer-wise Adaptive Token Pruning

Prior studies [8,23] suggest that token importance based on attention scores can
vary across LLM blocks; therefore, permanently discarding tokens at an inter-
mediate block may incur irreversible information loss, as the removed tokens
cannot contribute to subsequent computation. To mitigate this issue, several ap-
proaches [45,49] recompute importance scores on a per-block basis and perform
layer-wise pruning, and some methods [16,57] further reuse tokens excluded from
self-attention to reduce premature information loss. For example, ZipVL [16] se-
lects important vision tokens in each LLM block based on attention scores and
passes only the selected tokens through self-attention for pruning (while the
remaining tokens can be carried forward and reused for scoring in subsequent
blocks). SparseVLM [57] leverages “deleted pools” to partially recover informa-
tion lost in previous blocks and uses the recovered signals in later blocks. A re-
maining challenge is that token reuse introduces asymmetric computation paths:
important tokens are updated by self-attention whereas bypassed tokens are not,
which can create a representation gap, calling for an alignment mechanism.
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Fig. 3: Overview of the DIVA framework.

3 Method

3.1 Overview

An LVLM processes an input token sequence X = (S,V, T ), where S, V, and T
denote the system, vision, and text token sequences, respectively. The text-token
set T can be decomposed into three parts: prefix tokens Tpre (e.g., \n), instruction
tokens Tinst, and suffix tokens Tsuf (e.g., ASSISTANT:), i.e., T = (Tpre, Tinst, Tsuf).
In our prompting setup, Tpre is a singleton containing only a delimiter token (i.e.,
Tpre = {tpre}), but we retain the set notation for generality and to maintain a
unified formulation of probe construction.

As shown in Fig. 3, we apply DIVA at the block level, starting after shallow
blocks (i.e., excluding Blocks 0 and 1) to preserve early cross-modal interaction
for vision–language alignment [8, 45]. At each applied block, DIVA-Pruner di-
vides the input vision tokens V into an important subset Vimp (the top-K by CS
score) and an unimportant subset Vunimp via two steps: (1) Probe Set Construc-
tion and (2) CS Scoring. Only Vimp is processed by self-attention, reducing KV
cache memory and self-attention computation, while Vunimp bypasses it and is
calibrated by VF-Calibrator for reuse. The tokens are then merged in the origi-
nal order and passed through the remaining block operations including the Feed
Forward Network (FFN) before proceeding to the next block. DIVA operates
independently per block, allowing Vimp to vary across layers.

3.2 DIVA-Pruner

Step 1: Probe Set Construction. To enable the CS score to pinpoint instruction-
conditioned effects, DIVA-Pruner constructs a contextual probe set TC and a
non-contextual probe set TNC that differ only in whether the probes can lever-
age contextual cues from the instruction. We separately initialize TC and TNC ,
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and update TC to enrich contextual cues. We freeze TNC because updating it
with instruction tokens would introduce contextual cues and compromise its role
as a non-contextual anchor. Since suffix delimiter tokens can attend to instruc-
tion tokens Tinst during decoding, we assume that they may encode instruction-
conditioned cues in their hidden representations and use them as contextual
anchors. Accordingly, we initialize TC with Tsuf and set TNC = {tpre}, where
tpre ∈ Tpre cannot attend to subsequent instruction tokens under causal mask-
ing [39]. Since this initialization relies on causal masking rather than specific
delimiter tokens, it naturally generalizes across different prompt templates.

In the LVLMs used in this work, Tpre is a singleton containing only the
vision–text separator token “\n”, so tpre is uniquely defined. To update TC with
additional instruction-conditioned cues, we treat all instruction tokens as candi-
dates to append to TC . We deem an instruction token to carry more contextual
cues if it is closer to the contextual reference in Tsuf than to the non-contextual
one tpre, and retain it. This selection helps reduce signal dilution from weakly
contextual instruction tokens. We quantify this preference by comparing cosine
similarities to the two references, inspired by [57]. Let ht denote the represen-
tation of token t at the input of the current LLM block (before self-attention).
We form a contextual reference h̄suf by average pooling over {htsuf | tsuf ∈ Tsuf}
and use htpre as the non-contextual reference. Then we update TC as follows.

TC = Tsuf ∪
{
t ∈ Tinst | cos(ht, h̄suf) > cos(ht,htpre)

}
. (1)

Step 2: CS Scoring. We compute the CS score as the KLD-based discrepancy
between text-to-vision attention distributions induced by TC and TNC . This em-
phasizes instruction-conditioned signals, yielding a more robust relevance signal
than conventional attention-score magnitudes from a single probe set.

For each contextual probe token t ∈ TC and attention head h, let Ah
t→V ∈ RN

denote the attention distribution over N vision tokens induced by t, and Ah
tpre→V

the corresponding one for tpre. We treat Ah
tpre→V as a reference distribution and

measure the instruction-conditioned deviation of Ah
t→V via pointwise forward

KLD. The discrepancy is computed independently for each head:

Dh
t (V) = Ah

t→V log

(
Ah

t→V
Ah

tpre→V

)
. (2)

Here, Dh
t (V) ∈ RN denotes a KLD-based relevance map over vision tokens for

contextual probe token t ∈ TC at head h.
We aggregate relevance maps across the contextual probe set using element-

wise max pooling to capture the strongest instruction-induced discrepancy. Fi-
nally, the CS scores CS(V) ∈ RN are obtained by averaging the resulting head-
wise scores so that the final CS scores reflect the complementary characteristics
of all attention heads, as defined below.

CS(V) = 1

H

H∑
h=1

D̃h(V), where D̃h(V) = max
t∈TC

Dh
t (V). (3)
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3.3 Visual Feature Calibrator

To enable the effective reuse of tokens previously classified as unimportant in
subsequent LLM blocks, we introduce the VF-Calibrator. We observe a pathway-
induced representation gap between tokens updated through self-attention (Vimp)
and those that bypass it (Vunimp), which accumulates during token reuse and
leads to unstable importance-score estimation in subsequent blocks (Sec. 4.4).
In this work, we focus on a key source of this gap: the attention-weighted aggre-
gation of value features applied to Vimp in the self-attention layer. VF-Calibrator
is therefore designed to emulate the weighted aggregation with minimal overhead
to alleviate the representation gap. For the emulation, we use the <BOS> token
as a reference anchor, motivated by its role as a high-attention anchor that can
aggregate global context [6, 44, 56]. For each vision token vj ∈ Vunimp, we reuse
the current block’s pretrained value and output projections to obtain a token-
specific value feature vself

vj and a shared reference value feature vref from <BOS>,
and mix them with a fixed hyperparameter γ:

v̂vj = γvself
vj + (1− γ)vref , γ ∈ [0, 1]. (4)

We then map v̂vj through the output projection and apply a residual update,
following the standard self-attention residual connection:

hvj ← hvj + ProjO
(
v̂vj

)
, ∀vj ∈ Vunimp, (5)

where ProjO(·) is the output projection of the current self-attention layer.

4 Experiments

4.1 Experimental Settings

Models and Benchmarks. We evaluate DIVA on LVLMs including LLaVA-
1.5-7B [27] for general visual reasoning, LLaVA-NeXT-7B [28] for high-resolution
visual reasoning, and LLaVA-Video-7B [58] for long-context multi-frame inputs.
We additionally include Qwen3-VL-8B [4] and InternVL3.5-8B [41] to include
the latest model families. We conduct ablation studies and analyses on LLaVA-
1.5-7B under a 64-token retention setting. For efficiency analysis, we use LLaVA-
NeXT-7B to ensure a fair comparison. Additional results on other models are
provided in the supplementary materials.

To evaluate general and high-resolution visual reasoning, we use eight bench-
marks: GQA [17], MMBench-en (MMB) [30], MME [12], ScienceQA (SQA) [32],
VQAv2 [14], MM-Vet [51], VizWiz [15], and POPE [25]. For fine-grained vi-
sual reasoning, we test on four benchmarks: DocVQA [35], InfoVQA [34], OCR-
Bench [31], and AI2D [19]. For video understanding, we evaluate on MVBench
(MVB) [24], LongVideoBench (LongVB) [43], and Video-MME (VidMME) [13].
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Baselines. We compare DIVA with representative training-free visual token
pruning methods, grouped by their importance scoring strategy. Specifically, we
include attention-based methods (FastV [8], SparseVLM [57], and PDrop [45]),
diversity-based methods (DART [42], DivPrune [2], and CDPruner [54]), and
hybrid methods that combine both signals (VisionZip [48] and D2Pruner [52]).
Note that both the attention-based and hybrid baselines rely on conventional
attention-score magnitudes as a core signal.

Implementation Details. We follow the default inference settings in the open-
source implementations of each LVLM. All evaluations except for VQAv2 [14]
and VizWiz [15] are conducted using the lmms-eval [53] framework. We fix the
hyperparameter γ to 0.1 for all results on LLaVA-1.5-7B [27], and report γ for
other models in their corresponding result tables. For efficiency evaluation, we
run all measurements on a single NVIDIA RTX A6000 GPU.

4.2 Main Results

We evaluate DIVA across a wide range of tasks, LVLM families, and token
budgets. Overall, DIVA delivers consistently strong results across settings and
achieves SOTA performance among training-free pruning methods in most con-
figurations. Notably, under aggressive token budgets, DIVA exhibits a smaller
performance drop than prior methods at comparable pruning ratios.

General Visual Reasoning. For general image understanding, DIVA achieves
high efficiency on LLaVA-1.5B-7B [27] by maintaining strong reasoning capabil-
ities, as presented in Tab. 1. Notably, with 128 tokens, DIVA reaches 100.9%
of the original performance. Even under extreme 99% compression using only
8 tokens, it still retains 89% of the original performance, demonstrating the
robustness of our approach at significantly high token compression ratios.

High-Resolution Visual Reasoning. Tab. 2 shows that DIVA also attains
the highest relative score even under high-resolution inputs, where the number
of vision tokens increases substantially and pruning becomes more challenging.
Specifically, DIVA preserves 98.1% and 97.3% of the baseline at 640 and 320
tokens, respectively. It remains strong at 160 tokens, retaining 94.5%. Even under
a more aggressive reduction to 80 tokens, DIVA still retains 92.6% of the original
performance, comparable to VisionZip [48] with 320 tokens (92.7%) despite using
4× fewer tokens.

Fine-Grained Visual Reasoning. DIVA achieves the highest relative score
at 25% token retention on both models, reaching 93.0% on Qwen3-VL-8B [4]
and 92.7% on InternVL3.5-8B [41] in Tab. 3. The advantage is particularly pro-
nounced on DocVQA [35] under more aggressive compression. When only 10%
of tokens are retained, DIVA still reaches 81.3% on Qwen3-VL-8B, substantially
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Table 1: Performance comparisons on LLaVA-1.5-7B.

Tokens Method GQA MMB MME POPE SQA VQAv2 MMVeT VizWiz Rel.

576 (100%) Vanilla [27] 62.0 64.3 1862 85.9 66.8 78.5 31.1 50.0 100.0%

128
(↓ 78%)

FastV [8] 49.6 56.1 1490 59.6 60.2 61.8 28.1 51.3 84.8%
SparseVLM [57] 58.4 64.5 1746 85.0 68.6 73.8 29.0 51.4 97.5%
PDrop [45] 57.1 61.6 1761 82.3 68.4 72.9 30.8 51.0 96.8%
VisionZip [48] 57.6 62.0 1762 83.2 68.9 75.6 32.6 - 97.9%
DivPrune [2] 59.4 61.5 1756 87.0 68.6 76.0 30.6 52.8 98.8%
CDPruner [54] 59.9 63.1 1783 87.7 69.0 76.6 32.8 - 99.8%
D2Pruner [52] 60.3 63.7 1850 85.1 69.3 77.4 - 51.8 100.1%
PruneSID [11] 58.8 62.1 1749 86.5 68.3 75.3 - 55.8 97.5%
VisionDrop [47] 58.6 64.5 1777 85.9 68.5 76.2 - 51.1 97.7%
VisionTrim [50] 60.3 64.0 1788 86.6 69.7 78.2 32.7 51.4 100.1%
DIVA (Ours) 61.4 64.0 1844 86.4 69.4 78.1 32.0 51.8 100.9%

64
(↓ 89%)

FastV [8] 46.1 48.0 1256 48.0 51.1 55.0 25.8 50.8 75.4%
SparseVLM [57] 53.8 60.1 1589 77.5 69.8 68.2 24.9 50.1 90.9%
PDrop [45] 47.5 58.8 1561 55.9 69.0 69.2 30.7 50.7 88.6%
VisionZip [48] 55.1 60.1 1690 77.0 69.0 72.4 31.7 52.9 95.7%
DART [42] 55.9 60.6 1765 73.9 69.8 72.4 26.5 51.6 93.8%
CDPruner [54] 58.6 61.1 1766 87.5 68.1 75.4 30.5 53.4 98.6%
D2Pruner [52] 57.9 61.9 1823 82.4 70.0 74.6 - 52.2 98.2%
PruneSID [11] 57.1 58.8 1733 83.8 67.8 73.7 - 57.0 95.7%
VisionDrop [47] 55.9 63.0 1698 81.6 69.3 73.2 - 52.3 95.4%
VisionTrim [50] 58.8 63.0 1780 86.2 71.0 76.8 32.2 52.3 99.5%
DIVA (Ours) 60.7 62.7 1833 86.5 69.5 77.4 30.3 52.0 99.8%

32
(↓ 94%)

FastV [8] 41.5 37.8 1090 32.5 42.6 43.4 20.7 51.7 63.9%
SparseVLM [57] 48.3 51.4 1290 67.9 57.3 58.6 18.6 51.9 78.8%
VisionZip [48] 51.8 57.7 1599 68.7 68.8 67.1 25.5 52.9 89.4%
DART [42] 52.9 52.5 1625 69.1 69.3 67.1 25.0 - 86.3%
CDPruner [54] 57.0 59.6 1724 87.9 69.5 73.6 27.8 - 95.2%
VisionDrop [47] 52.8 60.3 1572 77.2 69.4 68.6 - 52.3 91.6%
DIVA (Ours) 59.6 61.3 1746 86.9 68.8 76.3 26.8 51.5 96.1%

16 (↓ 97%) DIVA (Ours) 58.2 59.7 1668 86.8 68.3 74.9 23.1 50.9 92.8%

8 (↓ 99%) DIVA (Ours) 56.6 56.9 1583 85.4 68.4 72.8 19.9 50.0 89.0%

outperforming PDrop [45] (56.4%). A similar trend is observed on InternVL3.5-
8B, where DIVA reaches 75.2%, compared with 53.8% for PDrop, suggesting
that DIVA better preserves sparse, localized evidence required for such detail-
intensive visual tasks.

Video Understanding. We report results on video understanding tasks in Tab. 4.
Several prior methods retain 32 tokens per frame, whereas DIVA uses only 16.
Despite using 2× fewer tokens, DIVA preserves 94.5% of the baseline perfor-
mance, slightly surpassing DivPrune [2], which reaches 94.2% with 32 tokens
per frame. DIVA also records 73.1 on Video-MME [13] Short, exceeding all prior
methods, including those using 32 tokens per frame.
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Table 2: Performance comparison on LLaVA-NeXT-7B (γ=0.2). MME(P) refers to
the perception task of the MME benchmark.

Tokens Method GQA MMB MME(P) POPE SQA VQAv2 MMVeT VizWiz Rel.

2880 (100%) Vanilla [28] 64.2 67.4 1519 86.5 70.1 81.8 43.9 57.6 100.0%

640
(↓ 78%)

FastV [8] 58.9 63.1 1413 79.5 67.4 77.0 39.5 53.9 93.0%
SparseVLM [57] 61.2 65.9 1457 85.3 67.6 79.2 36.1 53.6 94.5%
PDrop [45] 60.0 64.1 1476 83.8 66.7 79.1 36.7 53.8 93.9%
VisionZip [48] 61.2 65.8 1493 86.0 68.1 79.1 38.9 57.1 96.5%
DART [42] 61.3 64.9 1450 85.0 68.2 78.3 36.9 57.0 95.2%
CDPruner [54] 62.6 66.3 1475 87.3 67.9 79.9 41.9 55.6 97.5%
VisionDrop [47] 61.7 67.0 - 87.9 68.3 79.8 - 56.8 97.7%
DIVA (Ours) 64.1 65.6 1491 87.4 69.3 81.1 41.0 56.1 98.1%

320
(↓ 89%)

FastV [8] 55.9 61.6 1099 71.7 62.8 71.9 20.0 53.1 81.1%
SparseVLM [57] 56.1 60.6 1201 82.4 66.1 71.5 32.8 52.0 87.3%
PDrop [45] 56.4 63.4 1331 77.6 67.5 73.5 24.0 54.1 86.7%
VisionZip [48] 58.9 63.3 1397 82.3 67.5 76.2 35.8 56.2 92.7%
DART [42] 61.7 64.2 1378 84.1 68.4 75.7 - 56.1 95.3%
CDPruner [54] 61.6 65.5 1453 87.2 67.8 78.4 37.9 55.8 95.7%
D2Pruner [52] 62.3 64.9 1385 84.6 69.0 78.9 - 54.8 96.0%
VisionDrop [47] 60.0 64.9 - 85.2 68.0 77.7 - 57.0 95.8%
DIVA (Ours) 63.1 65.4 1464 88.1 68.6 80.2 41.1 54.9 97.3%

160
(↓ 94%)

FastV [8] 48.2 48.0 1083 68.8 64.1 61.4 22.0 48.0 74.6%
SparseVLM [57] 53.3 62.9 1363 84.8 66.1 71.8 34.8 54.6 90.0%
VisionZip [48] 55.5 60.1 1240 59.4 68.3 71.4 32.3 55.5 85.1%
CDPruner [54] 60.8 64.2 1425 86.8 67.5 76.7 36.2 55.2 94.1%
VisionDrop [47] 57.0 62.0 - 81.9 67.5 74.0 - 56.7 92.7%
DIVA (Ours) 61.4 64.3 1411 88.5 69.0 78.9 36.3 53.3 94.5%

80 (↓ 97%) DIVA (Ours) 60.1 62.2 1379 88.3 68.9 77.3 34.9 51.6 92.6%

40 (↓ 99%) DIVA (Ours) 60.5 57.8 1300 86.7 67.9 74.6 32.6 50.1 89.4%

Table 3: Main results on Qwen3-VL-8B and InternVL3.5-8B (γ = 0.3). Results of the
compared methods are reproduced under our evaluation setup. Doc., Info., and OCRB
denote DocVQA, InfoVQA, and OCRBench, respectively.

Qwen3-VL-8B InternVL3.5-8B

Tokens Method MMB MME Doc. Info. AI2D OCRB Rel. MMB MME Doc. Info. AI2D OCRB Rel.

100% Baseline 84.5 2379 96.1 83.1 85.7 896 100.0% 83.0 2381 92.3 76.2 84.0 832 100.0%

25%

FastV [8] 79.1 2175 72.2 46.7 83.7 555 79.3% 82.1 2330 71.4 42.7 80.3 658 84.1 %
PDrop [45] 82.3 2219 77.6 58.7 79.1 546 82.5% 82.3 2371 75.4 52.1 81.1 717 88.6%
DART [42] 76.7 2065 54.9 41.2 73.7 557 72.1% 82.9 2272 68.0 42.3 77.0 609 81.6%
DIVA (Ours) 83.2 2295 92.2 72.6 80.3 770 93.0% 82.1 2363 87.1 60.8 81.7 721 92.7%

10%

FastV [8] 68.4 1730 45.2 32.5 68.6 334 59.5% 80.3 2287 35.1 28.4 76.2 422 68.3%
PDrop [45] 78.0 2033 56.4 41.9 74.0 317 68.1% 81.1 2332 53.8 37.4 79.7 525 76.8%
DART [42] 68.7 1771 30.9 30.2 67.9 372 57.5% 75.0 2079 41.2 29.5 71.1 397 65.6%
DIVA (Ours) 80.5 2156 81.3 57.8 74.6 616 82.6% 81.3 2315 75.2 52.1 79.3 659 86.4%

4.3 Ablation Study

Components. To analyze the contribution of DIVA’s key modules, each module
is replaced with a commonly used baseline strategy serving the same role. When
DIVA-Pruner is removed, important tokens are selected using attention scores in-
duced by the last text token, following FastV [8]. Without VF-Calibrator, unim-
portant tokens are simply restored to their original positions, as in ZipVL [16].
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Table 4: Performance comparison on LLaVA-Video-7B (γ = 0.2). For LVB, Avg.,
Perc., and Relat. represent the overall average, perception task, and relation task scores.
For V-MME, Short, Med., and Long indicate scores across different video durations.

Tokens Method MVB LongVBench Video-MME Rel.Avg. Avg. Perc. Relat. Short Med. Long

64×169 Vanilla [58] 58.2 59.0 65.0 53.8 76.6 61.2 53.1 100.0%

64× 64
(↓ 62%)

FastV [8] 55.8 56.1 60.6 52.1 73.6 59.3 52.7 96.2%
SparseVLM [57] 56.8 56.0 61.0 51.7 73.0 58.8 51.2 95.8%
PDrop [45] 56.9 56.9 62.2 52.2 74.1 60.7 52.7 97.4%
DART [42] 55.5 57.5 62.1 53.5 73.0 59.9 51.9 97.0%
DivPrune [2] 55.1 58.6 64.2 53.7 72.9 59.3 51.2 97.3%
CDPruner [54] 57.4 58.7 64.5 53.7 74.6 60.3 52.9 99.0%
DIVA (Ours) 59.2 56.3 62.1 51.3 76.8 62.1 52.9 98.5%

64× 32
(↓ 81%)

FastV [8] 52.7 52.4 57.0 48.5 63.8 55.9 48.4 89.0%
SparseVLM [57] 54.1 53.7 58.1 49.9 69.8 56.9 50.3 92.1%
PDrop [45] 53.1 52.4 56.6 48.6 67.0 57.7 50.0 90.5%
DART [42] 52.7 54.1 57.8 50.8 67.3 57.1 50.0 91.6%
DivPrune [2] 53.7 56.4 62.1 51.4 69.9 57.9 50.2 94.2%
CDPruner [54] 55.7 56.5 61.0 52.7 71.9 58.6 51.0 95.6%
DIVA (Ours) 58.2 54.3 60.3 49.0 75.4 62.0 52.4 96.3%

64× 16
(↓ 91%)

FastV [8] 46.7 46.6 48.8 44.7 55.0 50.0 45.0 79.4%
SparseVLM [57] 48.7 47.6 53.0 42.8 53.8 49.3 46.3 80.5%
PDrop [45] 44.3 44.3 47.5 41.4 52.9 50.0 43.8 76.4%
DART [42] 50.4 51.8 56.8 47.5 64.8 52.9 48.1 87.4%
DivPrune [2] 52.0 52.1 57.6 47.2 67.7 54.2 48.2 88.8%
CDPruner [54] 53.8 52.7 57.4 48.5 66.2 56.0 49.6 90.2%
DIVA (Ours) 57.1 54.3 60.0 49.3 73.1 58.6 51.1 94.5%

Table 5: Ablation study of DIVA
components. DIVA-P and VF-C de-
note DIVA-Pruner and VF-Calibrator,
respectively.

Setting DIVA-P VF-C GQA MMB MME POPE SQA Rel.

Baseline - - 61.9 64.7 1862 85.9 69.5 100%

DIVA

57.5 53.6 1622 65.3 69.9 87.9%
✓ 59.2 60.1 1751 81.8 69.6 95.6%

✓ 60.4 62.3 1804 85.2 69.2 97.8%
✓ ✓ 60.7 62.7 1833 86.5 69.5 98.8%

Table 6: Ablation study of TC construc-
tion. Row (e) uses the proposed construc-
tion (Sec. 3.2).

TC Variant GQA MMB MME POPE SQA Rel.

Baseline 61.9 64.7 1862 85.9 69.5 100%

(a) Last Text Token 59.8 58.2 1716 82.8 69.7 95.1%
(b) Tsuf 60.2 62.5 1812 85.9 68.8 98.0%
(c) Tinst 60.5 62.8 1802 86.2 69.1 98.3%
(d) Tinst ∪ Tsuf 60.8 62.6 1834 86.3 69.0 98.6%
(e) Ours 60.7 62.7 1833 86.5 69.5 98.8%

Results in Tab. 5 show that both components contribute to the final performance.
Removing both modules reduces the relative score to 87.9%. DIVA-Pruner alone
significantly improves the score to 97.8%, highlighting the critical role of CS
score–based token selection. Using only VF-Calibrator yields 95.6%, showing
that calibrating unimportant tokens also provides noticeable gains. Combining
both modules achieves the best performance at 98.8%, demonstrating that the
two components are complementary.
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Table 7: Ablation study of CS scoring
metrics.

Scoring Metric GQA MMB MME POPE SQA Rel.

Baseline 61.9 64.7 1862 85.9 69.5 100%

CFG (α = 0.5) 60.3 63.0 1797 85.2 69.5 98.1%
CFG (α = 1.5) 60.4 62.1 1821 85.6 69.2 98.1%
JSD 60.5 62.9 1793 86.3 68.9 98.1%
Reverse KLD 59.1 60.7 1775 82.0 69.1 95.9%
Forward KLD 60.7 62.7 1833 86.5 69.5 98.8%

Table 8: Ablation study of the mixing
hyperparameter γ.

γ GQA MMB MME POPE SQA Rel.

0.1 60.7 62.7 1833 86.5 69.5 98.8%
0.3 60.4 61.7 1819 87.0 69.6 98.4%
0.5 57.7 58.2 1618 80.5 69.3 92.7%
0.7 56.3 57.0 1605 77.0 69.0 90.8%
0.9 56.4 61.4 1755 77.7 69.5 94.1%

Contextual Probe Set Design. By varying the token composition of TC while
keeping other components fixed, we analyze the effect of contextual probe design
on instruction-conditioned pruning (Sec. 3.2). According to Tab. 6, using only
the last text token yields the lowest relative performance. Replacing it with suffix
tokens substantially improves performance to 98.0% in row (b), indicating that
suffix tokens provide more informative contextual signals than a single terminal
token. Alternatively, using all instruction tokens achieves a comparable score of
98.3%, as presented in row (c). Combining instruction and suffix tokens (row (d))
further increases the score to 98.6%, whereas selectively incorporating instruction
tokens from the similarity-based subset in our proposed construction attains the
best result.

CS Scoring Metrics. Tab. 7 compares forward KLD with several alternative
discrepancy metrics, including Jensen–Shannon divergence (JSD), reverse KLD,
and two classifier-free guidance (CFG)-inspired variants (see Appendix for de-
tails). Forward KLD achieves the best overall performance (98.8%), while JSD
and the CFG-based variants are comparable. Overall, CS scoring remains effec-
tive across different discrepancy metrics, suggesting that capturing instruction-
induced differences is more important than the specific metric used. However,
reverse KLD drops to 95.9%, indicating that directionality matters in our setting.

4.4 Analysis

Mixing Hyperparameter γ. We analyze the influence of the mixing hyper-
parameter γ in Eq. (4). As shown in Tab. 8, the best performance is achieved at
γ = 0.1. The performance remains stable for small γ values (e.g., γ = 0.3) but
generally degrades as γ increases further, i.e., as the contribution of the <BOS>
value feature in the convex combination diminishes. We further observe that the
optimal γ is close to the attention weight assigned to <BOS> in the self-attention
layer; detailed analyses are provided in the supplementary materials.

Analysis of DIVA-Pruner. We analyze the extent to which DIVA-Pruner
mitigates confusion from two attention-based biases: positional bias [52] and the
visual attention sink [18,33]. We conduct this diagnostic analysis using MME [12]
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CS Score based

Visual Attention Sink Recall Ratio

Layer index Layer index

Text-to-Vision Attention based

Visual Attention Sink Recall Ratio

Layer index

(a) (b)

CS Score based

Top-25% Vision Token Selection Frequency

Text-to-Vision Attention based

Top-25% Vision Token Selection Frequency

Vision Token Index Vision Token Index

Fig. 4: Diagnostic analysis of positional bias and visual attention sink in vision-token
ranking over MME [12] samples. For conventional text-to-vision attention-based rank-
ing, importance is computed from attention scores induced by the last text token. (a)
Visual attention sink recall across layers, where recall is defined as the fraction of sink
tokens, identified following [18], that are included in the top-10% selected important
tokens at each layer. (b) Normalized selection frequency over vision-token indices, ag-
gregated from the top-25% selected important tokens at layer 6 across samples.

samples, comparing CS score-based ranking with FastV [8], which is the repre-
sentative method using the conventional attention magnitudes. For evaluation,
we report sink recall in Fig. 4(a), defined as the fraction of sink tokens captured
by the top-10% of selected tokens at each layer (LLM block). Following [18], we
identify the sink tokens using the same hidden-state dimension and threshold.
In the conventional ranking baseline (left), sink recall remains near 1.0 across
most layers, indicating that sink tokens are repeatedly prioritized even though
instruction-relevant visual evidence can evolve across layers. In contrast, with CS
scoring (right), sink recall varies across layers instead of saturating, suggesting
reduced persistent selection of sink tokens.

To assess whether CS scoring alleviates positional bias, we investigate in Fig. 4
(b) the selection frequency over visual token indices. Under conventional ranking
(left), the selected tokens exhibit a pronounced skew toward specific positions,
particularly near the end of the visual sequence, indicating strong positional bias.
By contrast, with CS scoring (right), the selection frequency is more broadly dis-
tributed across token indices, indicating reduced position-driven concentration.
Overall, these results suggest that CS scoring can alleviate the visual attention
sink and positional bias, yielding a vision-token ranking that better aligns with
instruction relevance.

Analysis of VF-Calibrator. We evaluate VF-Calibrator for mitigating the
representation gap induced by layer-wise reuse of bypassed tokens and for assess-
ing the effect of its self-attention emulation on CS score estimation. In Fig. 5(a),
we duplicate the unimportant-token representations and feed them through (i)
the standard block and (ii) a block variant that bypasses self-attention, then
compute per block the average cosine distance between the two outputs as the
gap and track it across blocks. Additionally, we visualize the CS score map un-
der full attention over all vision tokens as a reference for comparison (green
in Fig. 5(b)).
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CS Score 

w/ VF-Calibrator (L22)
CS Score 

under Full Attention (L22)

CS Score 

w/o VF-Calibrator (L22)

(b)

Representation Gap Analysis

Input image

(a)

Fig. 5: VF-Calibrator reduces the representation gap of reused unimportant tokens
and stabilizes CS score estimation in deeper layers. (a) Layer-wise cosine distance be-
tween reused unimportant-token representations and their full-attention counterparts,
averaged over MME [12] samples. (b) Representative CS score maps at the 22nd LLM
layer under full attention, without VF-Calibrator, and with VF-Calibrator for the in-
struction “Is the boat moving or stationary? ”.

Table 9: Efficiency analysis of DIVA for LLaVA-NeXT-7B on POPE. Parenthetical
values denote reduction factors relative to the Vanilla baseline.

Method Tokens Self-Attn
GFLOPs↓

Self-Attn
Prefill (ms)↓

KV Cache
(MB)↓

POPE
(F1)↑

Vanilla [28] 2,880 530.0 4.20 1496.0 86.5
D2Pruner [52] 320 – – 198.0 (7.6×) 84.6

DIVA (Ours)
160 26.4 (20.1×) 0.72 (5.8×) 176.4 (8.5×) 88.5
80 15.3 (34.6×) 0.58 (7.2×) 138.9 (10.8×) 88.3
40 9.7(54.6×) 0.51(8.2×) 120.4(12.4×) 86.7

As illustrated in Fig. 5(a), without VF-Calibrator the average pairwise dis-
tance increases with depth, whereas with VF-Calibrator it remains lower and
drops from 0.77 to 0.28 at the final layer (w/o vs. w/). Consistent with this
reduced gap, the CS score map in Fig. 5(b) deviates from the full-attention ref-
erence without calibration (red vs. green), while VF-Calibrator better preserves
focus on the instruction-relevant region (blue vs. red).

Overall, these results indicate that VF-Calibrator alleviates the representa-
tion gap during layer-wise token reuse; by emulating the self-attention update for
bypassed tokens, it yields CS score maps that better align with the full-attention
reference, especially in deeper blocks. Additional discussions and analyses are
provided in the supplementary materials.

Efficiency Analysis. We evaluate the computational and memory efficiency of
DIVA in self-attention during the POPE [25] evaluation. As shown in Tab. 9,
DIVA substantially reduces self-attention computation, latency, and KV cache
footprint while maintaining competitive POPE performance. For example, with
only 40 tokens, DIVA achieves a POPE score of 86.7, comparable to D²Pruner [52]
(84.6), while reducing the KV cache footprint from 198.0 MB to 120.4 MB, cor-
responding to a 39.2% reduction. Meanwhile, the self-attention computation is
reduced from 530.0 GFLOPs to 9.7 GFLOPs (54.6×), and the prefill latency
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Fig. 6: Performance–efficiency comparison of DIVA and existing training-free pruning
methods on LLaVA-NeXT-7B during POPE evaluation.

decreases from 4.20 ms to 0.51 ms (8.2×). Fig. 6 compares DIVA with multiple
training-free pruning methods from an performance–efficiency perspective across
four axes: end-to-end throughput, attention TFLOPs, attention latency, and KV-
cache memory. Compared with existing training-free pruning methods, DIVA
attains substantially higher POPE F1 while improving end-to-end throughput
and consistently reducing attention cost, latency, and KV-cache memory. De-
tailed component-level overheads are provided in the supplementary materials.

5 Conclusion

In this work, we propose DIVA, a training-free, instruction-aware vision token
pruning method for efficient LVLMs. DIVA introduces two key components,
DIVA-Pruner and VF-Calibrator, which can be easily applied to individual LLM
blocks, alleviating attention-based biases (e.g., positional bias and visual atten-
tion sinks) and the representation gap introduced by bypassed tokens, respec-
tively. Extensive experiments across diverse token budgets, LVLM families, and
image/video benchmarks show that DIVA achieves SOTA results in almost all
evaluated configurations, and degrades more gracefully than prior methods as the
token budget tightens. Efficiency evaluations further show that DIVA substan-
tially reduces self-attention computation and KV cache memory while maintain-
ing competitive task performance. We hope this discrepancy-based scoring will
serve as a useful stepping stone toward more reliable token pruning in LVLMs.
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