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Abstract. Active learning (AL) performance is known to be budget-
dependent, yet regimes are typically defined by heuristic label counts
that fail to generalize across datasets or architectures. We character-
ize AL dynamics by reframing budget regimes as shifts in the domi-
nant generalization mechanism. By reinterpreting PAC-style risk com-
ponents as dynamic interacting terms, we prove that dominance shifts
are structurally unavoidable, creating a moving bottleneck for gener-
alization. We operationalize this using measurable proxies and a seg-
mented regression procedure to identify a tripartite taxonomy: data-
driven, transition, and model-driven phases. Our framework explains the
long-standing observation that representativeness, coverage, and uncer-
tainty strategies excel at different stages. Experiments across natural and
medical imaging show that AL efficiency depends on the alignment be-
tween the strategy’s inductive bias and the active bottleneck. Moreover,
self-supervised representation shift transitions earlier along the labeling
trajectory, highlighting the role of representation quality in shaping AL
dynamics. Overall, this work provides a unified framework for the next
generation of transition-aware AL algorithms. The code is available at:
https://github.com/juliamachnio/PALM.
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1 Introduction

Active learning (AL) aims to reduce annotation cost by iteratively selecting infor-
mative samples from a large unlabeled pool [25]. Empirical studies consistently
show that the effectiveness of different AL strategies depends strongly on the
labeling budget [12,31]. This behavior is commonly described through early-,
mid-, and late-budget stages in which different families of methods dominate:
representativeness-based strategies perform best early [1, 12,28, 30], coverage-
oriented approaches become effective at intermediate budgets [24, 31], and un-
certainty-driven methods dominate later [2,9,16,18,23]. However, these regimes
are typically defined by heuristic label counts that vary across datasets, architec-
tures, and representations, limiting their structural interpretability and provide
limited guidance for the design of acquisition strategies.

We hypothesize a different perspective: AL regimes are not fixed by bud-
get, but emerge from shifts in the dominant generalization mechanism during
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Fig.1: Active learning exhibits dynamic bottleneck transitions. Top:

Smoothed, normalized upper-bound proxies across labeling budgets. Distinct domi-
nance regimes emerge: representativeness dominates early, coverage and complexity
peak mid-stage, and empirical risk with statistical con dence dominate late. Bottom:
Ranking of the methods. Transition points ( ) denote detected shifts in proxy domi-
nance. In low-complexity datasets like CIFAR-10, these transitions occur early, while

in more complex dataset shifts them further along the trajectory. Pretrained models
(e.g., SIMCLR) accelerate these transitions, shortening the initial data-driven phase.

sampling. Building on true risk decompositions under sampling bias and covari-
ate shift [8,21,27], we reinterpret four structural components: empirical risk, dis-
tributional discrepancy, hypothesis-space complexity, and con dence term [21],
as interacting terms whose relative in uence evolves along labeling trajectory.

Within this perspective, it is important to distinguish between distributional
representativeness [12,28,30] and geometric coverage [24,31]. Representativeness
measures how well the labeled subset re ects the underlying data distribution,
controlling sampling-induced bias. In contrast, coverage quanti es the geometric
dispersion of labeled samples in feature space and its impact on the hypothesis
class. Both concepts appear in the AL literature [12,24], but their distinct e ects
on generalization dynamics have not been explicitly disentangled.

At di erent stages, di erent mechanisms may dominate the learning process,
i.e., yield the largest marginal e ects on true risk minimization when adding new
labels. As labeling progresses, the dominance of these mechanisms can change,
creating a transition point. Consequently, AL stages can be interpreted as struc-
tural phase transitions governed by the intrinsic interplay of dataset geometry,
model capacity, and representation quality, rather than by arbitrary label counts.

To study this perspective empirically, we introduce measurable proxies asso-
ciated with the components of the risk decomposition and track their evolution
during the AL process. Using segmented regression along the labeling-budget
axis, we identify a novel three-phase taxonomy: (1) a data-driven phase domi-
nated by distributional discrepancy, (2) a transition phase governed by geometric
coverage and complexity, and (3) a model-driven phase ruled by empirical risk
re nement. As reveal in Fig. 1, these transitions coincide with shifts in ranking
of AL strategies and vary with dataset complexity and representation quality.

Experiments across multiple computer vision benchmarks and representation

settings demonstrate that representativeness-, coverage-, and uncertainty-based
strategies are e ective only within speci c labeling regimes. Aligning the acqui-
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sition strategy with the currently dominant mechanism yields larger reductions
in the true risk bound, suggesting principled foundation for transition-aware AL.
Contributions: (1) We introduce a mechanism-driven theory of AL that re-

frames heuristic budget regimes as shifts in dominant generalization mechanisms.
(2) We disentangle distributional representativeness from geometric coverage,
clarifying their distinct roles in adaptive sampling. (3) We propose operational
proxies and a segmented regression framework to identify regime transitions
along the labeling trajectory. (4) We empirically validate the resulting three-
phase taxonomy across multiple datasets and representation settings.

2 Related Work

Uncertainty-based methods prioritize low-con dence samples, assuming they
are most informative for re ning decision boundaries. Classical variants include
margin [23] and entropy [25], while Bayesian methods such as BALD [16] and
BAIT [2] leverage model disagreement or Bayes risk. Such strategies are typically
most e ective when the model is well-calibrated, most often in later budgets.
Representativeness-based methods aim to capture the structure of the
underlying data distribution by selecting diverse, typical samples. Clustering
or medoid approaches [1, 30] select central samples, while TypiClust [12] uses
density-based typicality to identify representative samples. These methods re-
duce distributional discrepancy when model uncertainty is unreliable. Earlier
theoretical work has also studied representation-based selection criteria [15,29].
Coverage-based methods promote broad exploration of the feature space
using geometric criterias. Core-set selection [24] minimizes the maximum dis-
tance to nearest labeled neighbors, while ProbCover [31] extends this via proba-
bilistic coverage. Unlike representativeness, coverage explicitly targets geometric
dispersion in feature space and is often most e ective at the low-to-mid budget.
Hybrid approaches combine multiple signals. BADGE [3] embeds gradi-
ents to mix uncertainty and diversity, UHerding [4] combines uncertainty with
coverage, and semantic approaches [19, 20] further incorporate auxiliary cues.
Their e ectiveness depends on alignment with the current dominant mechanism.
Our work complements these e orts by grounding AL regime transitions
in generalization-error decomposition and identifying shifts in dominant mecha-
nisms as the cause, explaining why representativeness-, coverage-, and uncertainty-
based strategies tend to perform best at di erent labeling budgets.

3 Methodology

We analyze AL dynamics through a decomposition of the generalization upper
bound under sampling bias. Building on classical PAC-style analyses [21,22,27],
we reinterpret the bound components, empirical risk, distribution discrepancy,
model complexity, and con dence, as dynamic mechanisms whose relative in u-
ence evolves along the labeling trajectory. To study these shifts, we associate
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each component with measurable empirical proxies and track their evolution
across labeling budgets to identify regime transitions.

3.1 Preliminaries and Assumptions

Let Z = X Y denote the input label space with (X;Y) P, where X 2 X
and Y 2Y. Let Px denote the marginal distribution over inputs.

Let H be a hypothesis class of predictors h:X ! Y trained with loss
“(h(x);y). At acquisition step t, the active learner samples from an induced
distribution P & to construct a labeled set S = f(x i;yi)gti with C classes,
where my = jS¢j denotes the cumulative labeling budget. Because sampling is
guided by the acquisition strategy, the query distribution generally di ers from
the underlying data distribution, i.e. P g) 6= R, introducing sampling bias. Our
analysis relies on the following assumptions:

1. Bounded Lipschitz loss. The loss “(h(x);y) 2 [0;1] is L-Lipschitz in
its rst argument, enabling concentration bound via Rademacher complex-
ity [22].

2. Finite capacity. The hypothesis class H has nite empirical Rademacher
complexity for any nite sample S, ensuring that empirical risk can converge
to the true risk as the labeled set grows.

3. Non-degenerate acquisition. For any measurable setA X withP  x (A) >

0, there exists a nite time t o such that Pg) (A)>Oforallt t a.

4. Monotone growth. The labeled set grows monotonically, S { S 1, with
M1 > My, consistent with standard pool-based AL protocols.

5. Fixed representation. Feature embeddings (x) remain xed within each
AL episode.

Assumptions 1 and 2 are standard in learning theory, while 3 to 5 formalize
the adaptive sampling and representation constraints considered in our analysis.
Assumption 3 ensures the per-step bound remains non-vacuous as the trajectory
evolves: by guaranteeing eventual coverage of any positive-measure region, it
prevents the query distribution from collapsing in a way that would render the
discrepancy term uninformative. Assumption 5 holds directly for pool-based AL
with frozen SSL backbones; in the supervised setting, it is applied analogously
to a converged encoder within each AL episode.

3.2 Generalization Bound Under Sampling Bias

We analyze AL dynamics through a decomposition of the true risk under sam-
ple selection bias [8,21,22]. Theorem 1 restates the bound from [21] using our
notation and provides the theoretical foundation for our phase analysis.

Theorem 1. Let ~ be bounded in [0;1] and L-Lipschitz in its rst argument.
With probability at least 1 , for any h 2 H trained on a labeled set S of size
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m drawn from an induced marginal Py, the true risk satis es:

r

. 2log(4=)
h h) +dr(Py;Po)+2Rad( H S). .+ =77,
oI IO AL R LU I PO LR
True Risk Empirical Risk Distribution Model, -
Discrepancy Complexity Corjl_gren?oe

where ¢ is an integral probability metric (IPM) over a function class F of
bounded complexity [26], and > 0 depends on the Lipschitz constant L.

Eq. (1) decomposes true risk into four interacting mechanisms. Although
Theorem 1 holds for any xed query distribution satisfying Assumptions 1 2,

each acquisition step t induces a well-de ned marginal %‘) in the AL setting.

Applying the bound per-step, treats each Fg) as the relevant xed distribution
for that step and enables trajectory-level dominance analysis without requiring
a single global Q. Unlike classical i.i.d. learning, where bound components typ-
ically decrease with m, this per-step adaptive sampling induces competing and
potentially non-monotonic e ects:

Empirical risk may increase if newly queried samples lie in dicult or
high-loss regions near the decision boundary.

Discrepancy may increase if the acquisition rule oversamples atypical re-
gions of X, shifting Pg further from P .

Complexity may uctuate depending on whether new samples expand the
geometric support of S or merely increase its local density.

While the con dence decays at O(m'=2 ), the remaining terms can evolve non-
monotonically (see Supplementary Material), producing a moving bottleneck.

3.3 Dominance Shifts

The non-monotonic behavior of the components in Eq. (1), under multiple ac-
quisition steps t, implies that their relative contributions may change over along
the acquisition trajectory.

Theorem 2. Under the assumptions in Sec. 3.1, there exist AL trajectories
fStgt, for which the dominant bound component B(t) = arg max x B (t), eval-

uated per-step under %t) , changes at least as nril.

This structural instability motivates viewing AL trajectories as a sequence of
functional phases, each associated with a di erent dominant mechanism govern-
ing the bound. It establishes that the dominance of components does not persist
in time, motivating the validation of existence of dominance order. A complete
proof is provided in Supplementary Material.
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3.4 Mechanism-Driven Dominance and Phase

To operationalize Eqg. (1), we identify the dominant mechanism at each labeling
budget. Let the four bound components be denoted B(t), k 2 f1;2; 3;4g. For
comparability, these components are standardized using their empirical mean
and standard deviation across all budgets within an AL episode.

De nition 1 (Dominance). At budget index t, the dominant mechanism is
de ned as B-(t) = arg max yo1:2.3.49 Bk (1):

De nition 2 (Phase). A phase is a maximal contiguous interval T = [t start ; tend]
such that B,(t) remains constant for all t 2 T. A phase transition occurs at bud-
get t+ 1 whenever B(t + 1) 6= B-(t).

By Theorem 2, these dominance changes arise along AL trajectories under adap-
tive sampling, partitioning the learning process into mechanism-driven phases.

3.5 Transition Detection

Empirical proxy trajectories are noisy due to stochastic batch acquisition and
model training. To identify structural transition points, we apply segmented
(piecewise-linear) regression along the labeling-budget axis.For each proxy )
corresponding to component K (t), we t:

X
Zy() = ko t+ kit+ ki € )+ + o (2)
j=1

where o and .1 denote the intercept and initial slope. The hinge function
(t )+ =max(0;t ;) introduces a slope change; at breakpoint ;, while

¢ captures residual noise. The number of breakpoints J and their locations f; g
are selected using the Bayesian Information Criterion (BIC) [13].The union of
all breakpoints detected across the four components de nes candidate transition
budgets.

De nition 3 (Transition). A budget is a global phase transition if: (1) at
least two components exhibit a statistically signi cant slope change ; 6=0) in
a neighborhood of , and (2) the dominant component B(t) changes at .

This data-driven procedure ensures that detected transitions re ect mean-
ingful structural changes rather than run-speci ¢ noise. Anchoring these shifts to
speci ¢ budgets enables empirical validation of our moving bottleneck theory.

3.6 Operational Proxies for Bound Components

Because the components of Eq. (1) are not directly computable for deep AL
networks, we introduce observable proxies Z(t) that track their relative evolu-
tion along the AL trajectory. These proxies are designed as indicators of relative
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dominance rather than exact estimators of PAC-bound magnitudes. The proxy
ordering re ects the ordering of the underlying bound components, not that ab-
solute values match. Formally, we assume the proxies are order-preserving with
respect to dominance shifts. Further theoretical justi cation for these choices is
provided in Supplementary Material.

Empirical Risk (ER). We quantify the marginal informativeness of new queries
via the ER reduction on the most recently acquired batch A :

ER®M) = RY, RO 3)

where R denotes the average cross-entropy (classi cation) loss on A before
and after retraining the model at episode t.

Distributional Discrepancy (LD, FD). We retain two complementary signals cap-
turing the structure of d¢ . Label discrepancy (LD) measures representativeness
through the total variation distance between class frequencies in the labeled set
S and the full dataset X:

x
D)= 3 ips(@ p x O @

c=1

While feature discrepancy (FD) measures alignment in the representation space:

1 X

FD(S) = — min (1 cos( (x); (2))); (5)
IDj op 228

where () are " ,-normalized embeddings and D is a reference set. Notably,

FD is inherently entangled, re ecting both distributional representativeness and

geometric dispersion.

Geometric Coverage (GC). To isolate geometric coverage from representative-
ness, we measure the mean nearest-neighbor distance within the labeled set:

1 X :

= 1 : .

GC(S) S (1 cos((2); z ) (6)
z2S

GC captures manifold exploration and redundancy that are structurally distinct

from LD and FD (see Supplementary Material).

Model Complexity (Comp.). We approximate the empirical Rademagher com-
plexity via the ~ , norm of the trained model parameters: Comp(t) = |, kwka.
This proxy re ects how the geometry of the labeled set constrains or expands
the e ective hypothesis space.

Con dence Term (Conf.). We follow the deterministic rate in Eq. (1) using the
labeled set size m: Conf(t) = m t1=2 served as a vanishing baseline mechanism.
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3.7 Functional Alignment

The structural instability of the generalization bound in Theorem 2 implies that
no single acquisition strategy is globally optimal. We therefore hypothesis that
AL e ciency depends on the functional alignment between the method's selec-
tion bias and the currently dominant bound component.

Proposition 1. Let B ,(t) denote the dominant mechanism at budget t. An ac-
quisition strategy A that minimizes the proxy Z, associated with B, is expected
to yield larger marginal reduction in true risk than strategies optimized for non-
dominant components.

This perspective suggests that the apparent failure of certain AL methods
at speci c budgets is not an inherent aw of the algorithm, but a mismatch
between the method's objective and the current bottleneck in the generalization
bound. Speci cally, our framework predicts a tripartite alignment:

1. Representativeness-based methods (e.g., TypiClust [12]) excel when dis-
tributional discrepancy dominates, typically at early budgets when the la-
beled set poorly re ects P .

2. Coverage-based methods (e.g., k-Center [24]) perform best when geomet-
ric support expansion governs learning and hypothesis-space complexity be-
comes the limiting factor.

3. Uncertainty-based methods (e.g., Entropy [25]) dominate during the em-
pirical re nement phase, where informative boundary samples are required
to reduce residual training loss.

By reframing heuristic budget regimes as a sequence of phase-speci ¢ optimiza-
tions, our framework provides a principled basis for strategy switching and mo-
tivates the design of transition-aware AL algorithms.

4 Results and Discussion

4.1 Experimental Setup

Datasets and Protocol. We evaluate our framework on natural and medi-

cal imaging datasets, including CIFAR-10/100 [17], subsets of ImageNet [14],
and ISIC [10]. We follow a standard pool-based AL protocol with multi-scale
labeling budgets B to capture both low-budget behavior and high-budget con-
vergence. ResNet-18/50 models [14] are retrained for 100-200 epochs using SGD
optimization. All implementation details and dataset speci cations are provided

in Supplementary Material.

Baselines. To evaluate functional alignment, we select representative meth-
ods from each AL category: representativeness-based (TypiClust [12]); coverage-
based (Coreset [24], ProbCover [31]); uncertainty-based (uncertainty [18], en-
tropy [25], and hybrid (BADGE [3], UHerding [4]). Random sampling is included
as a reference baseline. To isolate the impact of feature quality from pretraining,
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Fig. 2: Evolution of accuracy and operational proxies on CIFAR-100. Insets provide
a granular view of cold-start dynamics. Representativeness proxies decay sharply in
Phase |, where TypiClust yields superior marginal gains by minimizing distributional
discrepancy. Geometric proxies exhibit discriminative stabilization during the Phase
Il transition, where coverage-based methods excel. ER and Comp. exhibit the non-
monotonic behavior (Theorem 2), con rming that AL regimes are governed by shifts
in dominant generalization mechanisms rather than xed budget counts.

we compare fully supervised training with self-supervised learning (SSL) back-
bones, including SimCLR [5], BYOL [11], and MoCo v2+/v3 [6,7]. In the SSL
setting, we train a linear classi er on frozen embeddings to decouple sampling
geometry from representation drift. Additionally, we implement a switch among
TypiClust, Coreset, and Uncertainty at detected transition points, named TCU.

4.2 Proxy Dynamics and Generalization

We evaluate our framework by tracking the evolution of the proposed proxies
alongside test accuracy. Fig. 2 illustrates these dynamics on CIFAR-100. Despite
plotting raw proxy values, clear structural transitions emerge, including sharp
decay of discrepancy and the non-monotonic uctuations of ER and Comp.,
indicating that the identi ed regimes are intrinsic to the learning process rather
than artifacts of downstream standardization. Additional results (CIFAR-10,
CIFAR-100 with SimCLR, and ISIC) are provided in Supplementary Material.

Phase I: Data Driven Regime. In the initial budget region ( 5k labels),
learning is dominated by distributional discrepancy. LD and FD strongly dif-
ferentiate methods, with TypiClust achieving the lowest values by prioritizing
high-density typical samples. Although ER and Comp. decrease sharply at the
beginning, this is consistent across methods and re ects the transition from an
untrained state to a basic supervised signal rather than informative sampling.

During this stage, model calibration is insu cient for reliable uncertainty
estimation. Consistent with our functional alignment principle (Sec. 3.7), mini-
mizing discrepancy yields the largest performance gains, with TypiClust main-
taining a 2% accuracy advantage in this regime. Methods achieving the fastest
reduction in LD and FD produce the strongest early accuracy gains.

Phase II: Transition Regime. As the labeled set becomes representa-
tive ( 5k 25k labels), the bottleneck shifts toward geometric coverage and com-
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plexity. GC and Comp. diverge across methods, while discrepancy proxies be-
come less discriminative. Coverage-driven strategies (Coreset) begin to outper-
form TypiClust, maintaining lower GC values than uncertainty approaches while
avoiding the local redundancy caused by TypiClust oversampling dense regions.
The smoother decay of ER indicates a transition from learning global data struc-
ture to constraining the hypothesis space across the feature manifold, consistent
with our predicted mid-budget dominance of coverage and complexity in Sec. 3.7.

Phase IlI: Model Driven Regime. Beyond 30k labels, distributional
and geometric proxies converge across all methods, leaving empirical risk re-
nement as the dominant mechanism. Uncertainty-based and hybrid methods
(entropy, BADGE, and UHerding) achieve the largest reductions in ER and ob-
tain the highest nal accuracies. This late-stage behavior con rms the expected
dominance shift toward the ER term in Eqg. (1), providing a structural explana-
tion for why uncertainty-based sampling becomes most e ective only after the
global distribution has been su ciently characterized.

Proxy Dynamics and Theoretical Alignment. The shift in dominant
mechanisms is also re ected in the sampling behavior visualized in Fig. 3. Typi-
Clust prioritizes the most typical points within clusters, rapidly reducing distri-
butional discrepancy. In contrast, entropy sampling initially ignores global struc-
ture but later concentrates on ambiguous near-boundary regions (the voids
between clusters), which become most informative for reducing ER.

Across all benchmarks, we observe the non-monotonic behavior discussed in
Sec. 3.2. In particular, Comp. and ER uctuate during the shift from exploitation
to exploration. While these patterns are consistent across datasets, the temporal
onset of each phase varies and is identi ed quantitatively using segmented re-
gression. These results support for the proposed moving bottleneck hypothesis.

4.3 Regime Identi cation

To qualitatively validate our proposed phase taxonomy, we perform segmented
regression across four dataset-representation pairs. We evaluate regression mod-

(SSE), and coe cient of determination (R 2) to identify structural breakpoints.
As reported in Tab. 1, increasing K naturally reduces SSE by capturing local
uctuations. However, K = 3 provides the most parsimonious segmentation
that still captures the major structural transitions in the AL trajectory. Across
all benchmarks, this con guration yields consistently high R? values (>0.93),
supporting the existence of three macro-regimes in the AL process.

Structural Variation and Data Complexity. The temporal location of transition
points strongly correlates with dataset complexity. Although CIFAR-10 and
CIFAR-100 share the same total sample size, the second transition, for Cl-
FAR-100 occurs approximately four times later than for CIFAR-10. This delay
re ects the 10-fold increase in label space, which requires a substantially larger
budget before the model can move from data-driven representation learning to
model-driven re nement. For ISIC, the R? values are lower than for the CIFAR
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Fig. 3: Spatiotemporal selection dynamics on ImageNet-50. t-SNE visualizations (Mo-
Cov3 embeddings) compare AL methods across increasing budgets (B). Red points
denote new acquisitions and black previously labeled. TypiClust prioritizes manifold
typicality, reducing distributional discrepancy (Phase 1), while Entropy targets ambigu-
ous boundary regions to minimize risk. This shows how selection bias aligns with the
dominant generalization bottleneck, explaining why TypiClust eventually su ers from
local redundancy while Entropy remains e ective for decision-boundary re nement.

benchmarks, though still high. This observation aligns with our theoretical ex-
pectations, i.e., in highly imbalanced and noisy datasets, the ER stabilizes more
slowly, preventing the clean phase transitions observed in balanced benchmarks.

E ect of Representation Quality. The in uence of representation quality is most
evident in the CIFAR-100 with SImCLR results. Because the SSL backbone pro-
vides a structured feature space, the model begins training with meaningful rep-
resentation and partial con dence calibration. Hence, detected transition points
shift earlier, e.g., 2 moves from 37,900 labels in the supervised setting to 11,000
with SIimCLR. At later budgets, proxy trajectories atten, indicating that dis-
tributional alignment and geometric coverage are achieved with fewer samples.
Therefore, the three phases compressed toward early portion of labeling. This
con rms that regime transitions depend not only on dataset structure but also
on prior model knowledge. Even though the dataset remains identical, improved
initialization shifts transition points, altering the method rankings, providing
further empirical support for our proposed moving bottleneck hypothesis.

To visualize the evolution of the generalization bottleneck, Fig. 4 presents
probability maps of each proxy as a function of the annotation budget. These
maps quantify the relative in uence of each generalization mechanism along the
labeling trajectory. Consistent with our theoretical taxonomy, the early regime is
dominated by LD, FD, and GC, indicating that representativeness and manifold
support are the initial bottlenecks at low budgets. Once the trajectory passes

1, the discriminative power of LD rapidly diminishes, but FD and CG remains
signi cant for some time, re ecting the continued importance of geometric cov-
erage. At the same time, ER and Conf. gradually increase in importance.
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Table 1: Piecewise regime analysis across dataset representation pairs. Results quan-
tify structural transitions in the AL trajectory by tting K segments regression models.
While increasing K reduces the SSE, K = 3 provides the best balance between model
parsimony (BIC) and macro-phases identi cation. represent absolute label counts at
identi ed breakpoints. Note the signi cant shift in for CIFAR-100+SimCLR.

CIFAR-10 \ ISIC

K BIC_ SSE_ R2?~7 | BIC_ SSE_ R~

1 -31182 1.82 0.960 -1382  0.05 0.828

2 -42188 0.12 0.997 6700 -1427  0.03 0.892 7000

3 -43235 0.09 0.998 5000, 8300 -1485 0.02 0.937 7000, 10000

4 -44008 0.07 0.998 500, 5500, 9100 -1513  0.01 0.956 5000, 8000, 10000

5 -44680 0.06 0.999 500, 4200, 6700, 11800 -1526  0.01 0.967 5000, 6000, 8000, 10000
CIFAR-100 CIFAR-100 + SimCLR

1 -32638 119 0.985 28528 2.44 0.815

2 -33470 0.96 0.988 17700 -31763 1.04 0.921 10600

3 -34349 0.76 0.990 6700, 37900 -33014 0.74 0.943 700, 11000

4 -34763 0.67 0.991 5900, 34600, 37900 | -34452 0.51 0.962 700, 7500, 16400

5 -35103 0.61 0.992 2700, 18300, 34600, 3790035014 0.43 0.967 700, 6800, 13300, 22100

Fig. 4. Identi cation of AL regimes as probability maps of each proxy vs annotation
budget. The points shows detected phase transition with piecewise regression.

Beyond », the trajectory enters the model-driven regime. For CIFAR-10, ER
and Conf. become the dominant signals, indicating that performance improve-
ments are driven mainly by ER re nement. In contrast, CIFAR-100 retains a
noticeable secondary in uence from Comp. and geometric proxies, suggesting
that high-dimensional label spaces continue to bene t from additional manifold
exploration even after basic coverage has been achieved.

The e ect of representation quality is particularly evident for CIFAR-100
with SImMCLR. While the rst two phases resemble the supervised baseline, the
nal regime is dominated by ER. Because the SSL backbone provides a well-
structured representation, the model rapidly achieves distributional alignment
and geometric coverage. Consequently, the learning bottleneck shifts primarily to
label-driven risk re nement, with minor in uence from feature-space exploration.
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Fig. 5: Spatiotemporal alignment between proxy importance and acquisition strategy

rankings. Top: Relative ranking of operational proxies based on their contribution to

the generalization bound. Bottom: Corresponding accuracy-based rankings. Red circle
refers to equivalent rank.

4.4 Alignment Between Proxy Dominance and Method Ranking

To evaluate whether minimizing speci c components of the theoretical bound
improves downstream performance, we compare the ranking dynamics of proxies
and AL methods across labeling budgets. As shown in Fig. 5, no proxy or AL
methods dominate the entire trajectory. Instead, the rankings evolve over time,
re ecting shifts in the dominant generalization mechanism. While these plots
highlight relative ordering, they do not convey absolute performance gaps.

Representativeness Dominance. Across all datasets, LD and FD consis-
tently occupy the highest proxy rankings early on, with TypiClust asdominating
method in this phase. For CIFAR-10 and ISIC, this advantage diminishes quickly,
precisely when GC gains importance. In CIFAR-100, this representativeness-
dominated phase persists longer, re ecting the larger label space and the greater
budget required to achieve su cient distributional coverage.

Transition and Hybridization. As the advantage of TypiClust declines,
the ranking gradually shifts toward coverage-oriented and hybrid strategies.
Coverage-based methods begin to rise right after the representativeness peak,
while hybrid methods (UHerding), which combine multiple signals, gain promi-
nence during the transition regime. In later stages, these hybrid strategies be-
come comparable to pure uncertainty methods. This pattern is most clearly
observed in CIFAR-10, where uncertainty and hybrid approaches dominate the
nal ranking.

Complexity and Dataset Noise. ISIC exhibits noisier ranking dynamics
due to its class imbalance and label noise. Hybrid methods achieve high rank-
ings earlier in the trajectory, particularly during transition, before uncertainty
methods eventually dominate the model-driven phase. Despite this variability,
the same qualitative relationship persists: proxies that rank highest at a given
budget correspond to the methods achieving the best accuracy. Although each
queried sample in uences all proxies simultaneously, the most e ective strategy
is the one that strongly reduces the currently dominant mechanism.
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