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Abstract. Modern Novel View Synthesis (NVS), such as 3D Gaus-
sian Splatting (3DGS), introduces scene representations based on new
parametrized primitives. These primitives are optimized through inverse-
rendering optimization from color gradients, possibly with a depth prior.
However, they fail to preserve geometric consistency and connectivity
of the scene during the training phase. Furthermore, standard com-
puter graphics (CG) pipelines do not easily handle these new primi-
tives, thereby limiting rendering performance and integration into con-
sumer applications. We propose a differentiable framework for Depth
Image-Based Rendering (DIBR) using triangle primitives. Our method
integrates seamlessly into traditional CG pipelines while remaining fully
optimizable within modern NVS frameworks. Moreover, our primitives
ensure geometric consistency and connectivity. Colors and depths are
jointly optimized following a coarse-to-fine strategy. We compare our ren-
derer to 3DGS, 2DGS, and Triangle Splatting across two forward-facing
datasets. Although our approach yields slightly lower NVS quality (up
to —3 dB), it achieves a 2x speed-up in rendering time (277 FPS) on
a consumer-grade GPU, demonstrating its suitability for real-time or
resource-constrained applications. Code: github.com/LISA-VR/ddibr.
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1 Introduction

Novel View Synthesis (NVS) aims to render any novel viewpoint of a scene
with photorealistic appearance from a set of captured images. Early methods
tried to imitate Computer Graphics (CG) by creating a geometric proxy to
the scene, such as a mesh or a point cloud. Today, scene representations are
optimized through inverse rendering supervised by rendering losses. This new
paradigm abandons traditional primitives for differentiable ones. Various prim-
itives have been proposed, including 2D and 3D Gaussians [28}|33|, volumetric
densities [22,/43}[48], triangle primitives [26}/63|, etc. These primitives share com-
mon aspects: they are designed to evolve independently, modifying their colors,
positions, and densities to adjust to the optimization. As a result, the obtained
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geometries are disconnected and inconsistent. Moreover, with these primitives,
scene representations are difficult to integrate into consumer-grade CG pipelines
for downstream applications.

We propose to address these limitations using the most widely supported CG
primitive: the triangle. To avoid disconnected triangle soups, similar to [26,/63],
our differentiable renderer is built upon a Depth Image-Based Rendering (DIBR)
formulation. DIBR warps then blends input images into novel viewpoints thanks
to a depth map. The rendering of connected triangle primitives enforces geomet-
ric consistency and connectivity during inverse-rendering optimization, while
enabling a differentiable implementation within a CG framework for fast ren-
dering. To better preserve geometric consistency, we jointly optimize color and
depth following a coarse-to-fine strategy. Our renderer exhibits lower visual qual-
ity than recent NVS techniques, with up to a 3 dB drop compared to Gaussian
splatting, but achieves up to 277 FPS, on a consumer-grade GPU (RTX 4090),
corresponding to a twofold increase in rendering speed. Moreover, the optimized
geometry shows improved general consistency, although lower sharpness in small
details. The main contributions of this work can be summarized as follows:

— Fast di[erentiable renderer based on triangle primitives that preserves
geometric consistency and connectivity throughout the training.

— Formulation of Depth Image-Based Rendering within a differentiable frame-
work, addressing differentiability challenges specific to this method.

— Depth optimization using a coarse-to-fine inverse rendering strategy.

— Two times faster rendering compared to other Novel View Synthesis meth-
ods, at the cost of up to a 3 dB drop in visual quality.

2 Related Work

2.1 Novel View Synthesis

Rendering novel points of view of a scene using real-world captures is a long-
standing challenge in computer vision. Early works addressed this problem using
Image-Based Rendering (IBR) techniques [31] such as Light Field Rendering [38]
which interpolate the views. To mitigate the spatial redundancy of light fields,
more efficient representations used geometry stored as depth maps [15L/46] or
Layered Depth Images (LDI) [55]. Although these techniques can produce pho-
torealistic renderings to some extent, they rely on handcrafted models that do
not optimize the rendering loss.

Local Light Field Fusion (LLFF) [47] used neural networks to learn depth
maps and blending coefficients on Multiplane Images (MPI) imagery, opening
the way to modern view synthesis [20}25,(60}/62]. Later, Neural Radiance Field
(NeRF) [48] used a rendering loss over a volumetric representation 29| to learn
the scene. However, the rendering time of NeRF-like methods [4}510L21}[43]|48]
49,/56| is strongly constrained by the need for volumetric integration and the use
of neural components not designed for the real-time requirements of VR/AR.
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The lack of geometry and rendering speed of NeRF called for sparser primi-
tives, allowing more control and interpretation, leading to the 3D Gaussian prim-
itive [33]. Semi-transparent, sparse and local primitives|[11,22,26 28,33,40,63,57]
have then been favored over purely neural scene representations. The color is
obtained by fusing volumetric primitive contributions. These semi-transparent
primitives provide a hybrid explicit implicit scene representation. Consequently,
geometry, such as depth maps can be recovered. This allows injecting geometric
knowledge in the loss function to improve the consistency of the scene, e.g., by
avoiding oaters [4}22] or matching input depth maps |65]. However, this geome-
try is not straightforward to obtain: densities should be accumulated along light
rays until saturation. This makes the integration of these methods into standard
CG pipelines di cult. Consequently, triangle-based primitives [26/63] have been
proposed but they remain disconnected. An important feature of our approach
is to propose a representation that naturally connects the geometry of the scene.
most basic primitive with a di erentiable DIBR renderer.

2.2 Depth Image-Based Rendering

Depth Image-Based Rendering|[31,46] is an NVS technique that renders novel
viewpoints by warping the input color image using depth information and camera
parameters. DIBR is generally pipelined with depth estimation [€,7,41] in end-to-
end systems [57,59]. Imperfect depth information and the warping process create
rendering artifacts [31], such as cracks or holes in the synthesized images. Early
solutions were inpainting these cracks [57] or using superpixels [58]. Another
strategy is to use inverse-warping to interpolate color from the input view [15,66].
Most recent solutions connect neighboring pixels by meshing the depth map [8,
14,54]. However, when the novel view is too distant from the input images, cracks
become severe disocclusions and signi cantly reduce visual quality.

A straightforward solution to handle disocclusions is to use additional input
images' color contributions to Il unseen objects [39]. The MIV codec [36, 59],
based on DIBR, stores a view-plus-depth representation, while missing parts of
the scene are encoded in an atlas. Other approaches blend the contributions of
several warped input views, requiring heuristics to avoid sharp color changes
in disocclusions [16]. The heuristic can be based on the meshing [9, 18], the
viewing angle [1,14,18], the distance to the input images [14], the depth [1,9], or
learned coe cients [25]. To further eliminate remaining disocclusions, inpainting
techniques can be applied [15,19, 54, 66].

For real-time computations, mesh-based rendering pipelines [1, 8, 14, 15, 50]
were naturally adapted to CG APIs such as OpenGL. We position our approach
among DIBR methods, and we bring to this well-established paradigm the for-
mulation of di erentiable rendering.

2.3 Dierentiable Rendering

Di erentiable rendering allows optimization of a scene representation directly
through a loss on the di erence between a target view and a synthesized view.
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Fig. 1. @DIBR's di erentiable pipeline for fast geometrically consistent NVS. (a) From

a dataset D, jSj views are selected to represent the scene. (b) A depth map is initialized
for each view. (c) @DIBR selects jlj input views from S. (d) The input images are

warped and blended based on a quality map. During training, the photometric loss (e)

is back-propagated. A coarse-to- ne scheme guides the depth optimization.

In rendering, many operations are not naturally di erentiable, due to light paths
and occlusions. A common solution is to approximate non-di erentiable pro-
cesses with continuous surrogates. Visibility is non-di erentiable because occlu-
sion decisions (e.g., z-bu er comparisons) change discretely with in nitesimal
geometry. Visibility solutions include using semi-transparent primitives [33,48],
smooth sampling [12,37,42], stochastic [13], or reparameterization techniques [3,
44], which can relax these discontinuities and treat visibility as a di erentiable
process. Other modern NVS [22, 33, 48] methods commonly perform di eren-
tiable rendering through volumetric rendering where colors are aggregated along
light rays. But, these di erentiable techniques are out of the scope of this paper.

Additionally to creating di erentiable operations, dierentiable renderers
meet the challenge of e ciency, as the training involves repeated renderings.
The convergence speed directly depends on both forward and backward ren-
dering speed. For instance, NeRF [48] uses a ray-marching algorithm to render
images from an implicit neural volume. However, this neural volume is not ef-
cient within CG frameworks. Di erentiable Deep Learning (DL) frameworks,
such as PyTorch [51], are often employed to ensure di erentiability, but this
further reduces both training and rendering speeds. To bypass ine cient au-
tomatic di erentiation, 3DGS [33] uses a handcrafted backward function and
rasterizer. Rendering speed is further improved by approximating the projection
of Gaussian primitives [45, 64, 69].

To achieve fast di erentiable rendering, our renderer is developed directly
within a CG pipeline that supports automatic di erentiation while prioritiz-
ing rendering performance. Our approach integrates DIBR into a di erentiable
framework, addressing its non-di erentiable components.

3 Dierentiable DIBR

This section presents the principles of our fast di erentiable renderer: @DIBR.
An overview of the pipeline can be seen in Fig. 1.
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