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Fig. 1: WilLaGS enables robust in-the-wild reconstruction and generative appearance
modeling, featuring: (a) diverse appearance rendering, (b) strict multi-view consistency,
(c) unconditional novel appearance synthesis, and (d) robust transient object removal.

Abstract. 3D Gaussian Splatting (3DGS) delivers real-time and high-
fidelity rendering but remains challenged by unconstrained in-the-wild
scenes, where drastic appearance variations and transient objects violate
multi-view consistency. Existing methods are fundamentally limited by
independent and discrete embeddings that struggle to capture continuous
environmental changes or model spatially-varying local illumination. To
address these limitations, we propose WilLaGS, a unified framework
for robust 3D scene reconstruction and generative appearance synthe-
sis under unconstrained settings. Specifically, we introduce a generative
appearance model where a β-VAE learns a structured and continuous
manifold of global appearance. Conditioned on the latent code, we con-
struct a 3D neural appearance field that generates dynamic Tri-Plane fea-
tures to encode spatially-varying local illumination effects. Furthermore,
to suppress transient artifacts, we present a self-supervised perceptual
masking mechanism that leverages a Teacher-Student (EMA) architec-
ture to derive a stable scene consensus, robustly identifying inconsistent
regions via perceptual discrepancies. Extensive experiments on multiple
datasets demonstrate that WilLaGS achieves state-of-the-art perfor-
mance in reconstruction quality and novel view appearance synthesis,
while maintaining real-time rendering efficiency.
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1 Introduction

Novel view synthesis from image collections is a fundamental challenge in com-
puter vision and graphics, pivotal for immersive applications like VR/AR, robotics,
and digital content creation. Recent advances such as implicit Neural Radi-
ance Fields (NeRF) [2–4, 24, 25, 27] and explicit 3D Gaussian Splatting (3DGS)
[14, 44, 46–48, 52], have achieved high-quality scene reconstruction and synthe-
sis. In particular, the explicit representation of 3DGS, coupled with an efficient
differentiable rasterizer, enables fast convergence and real-time rendering.

Despite these successes, standard 3DGS assume static scenes with consistent
illumination and minimal occlusion. However, in-the-wild image collections are
inherently unconstrained, featuring diverse lighting, weather, and transient ele-
ments like pedestrians or vehicles. These factors present two coupled challenges:
(1) severe appearance variations that disrupt photometric consistency across
views, and (2) pervasive transient objects that occlude static scene observations.
Such inconsistencies violate the multi-view assumptions of 3DGS, leading to
severe artifacts such as ghosting, blur, and distorted geometry [33,49].

Existing methods typically treat appearance modeling and transient suppres-
sion as decoupled problems. For appearance modeling, most approaches employ
per-image appearance embeddings to compensate for lighting and color inconsis-
tencies [8,13,17,20,23,36]. However, a single global embedding is fundamentally
ill-suited to the continuous nature of real-world illumination, failing to capture
spatially-varying effects such as localized highlights and complex cast shadows.
Furthermore, since these discrete embeddings are independently optimized for
each training image, they tend to memorize specific appearances rather than
learning a generalizable manifold. For transient handling, current techniques face
a central trade-off. Concurrently optimizing auxiliary networks (e.g., U-Net [29])
for uncertainty or visibility map estimation often introduces a critical conver-
gence mismatch with the rapid 3DGS optimization, leading to unstable training
dynamics [23,41,44,49]. Conversely, leveraging external pre-trained models (e.g.,
LSeg [18] or SEEM [53]) for explicit masking sacrifices end-to-end adaptability
and struggles to capture dataset-specific transients [40].

To address these limitations, we propose WilLaGS, a novel and unified
framework for robust in-the-wild 3D reconstruction. Our key insight is to formu-
late appearance modeling not as a deterministic per-image embedding, but as a
probabilistic structure (e.g., a Gaussian prior) to learn a shared and generative
manifold of global appearance. Specifically, we employ a �-Variational Autoen-
coder (�-VAE) [11, 15] to map complex environmental appearance variations
into a structured and continuous latent space. This representation effectively
distills diverse environmental conditions into a compact generative prior, avoid-
ing the overfitting pitfalls inherent to unconstrained per-image embeddings. To
capture spatially-varying illumination (e.g., shadows), we introduce a latent-
conditioned 3D neural field. Conditioned on the global latent code, this field
generates dynamic Tri-Plane features to spatially modulate the color of Gaus-
sian primitives, effectively bridging global style with local illumination. Finally,
for transient suppression, we propose a self-supervised masking mechanism based
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on a Teacher-Student architecture. By leveraging temporal consistency via Ex-
ponential Moving Average (EMA), our teacher model aggregates a stable scene
consensus, allowing us to robustly identify and filter transient regions via per-
ceptual discrepancies. Derived directly from training dynamics, this stable con-
sensus effectively bypasses the instability of learnable uncertainty modules and
the generalization limits of pre-trained segmentation models.

Our main contributions are summarized as follows:

– We propose WilLaGS, a novel and unified framework for robust scene re-
construction under unconstrained conditions, effectively handling extreme
appearance variations and transient objects.

– We introduce a �-VAE to impose a probabilistic structure and learn a
shared, generative manifold of global appearance, combined with a latent-
conditioned 3D neural field to capture spatially-varying local illumination.

– We present a self-supervised perceptual masking mechanism based on a
Teacher-Student architecture, using temporal averaging to generate a sta-
ble static scene consensus and perceptual feature discrepancies to identify
transient regions.

– Extensive experiments on multiple in-the-wild scenes demonstrate the supe-
riority of our approach in scene reconstruction and novel view synthesis.

2 Related Work

2.1 Appearance Variations Modeling in Neural Rendering.

Reconstructing 3D scenes from unconstrained photo collections remains chal-
lenging due to severe appearance variations from diverse illumination, weather,
and camera settings [21]. Pioneering work like NeRF-W [23] introduced learn-
able per-image appearance embeddings to compensate for photometric varia-
tions. Subsequent works, including Ha-NeRF [8] and CR-NeRF [45] employed
CNNs [16] or Transformers [37] to encode appearance from images, albeit with
high computational cost and slow convergence. More recent efforts extend 3DGS
to unconstrained settings, leveraging its real-time rendering efficiency. Scaffold-
GS [22] and SWAG [9] embed image-conditioned features into each Gaussian
primitives to model view-dependent illumination, while WE-GS [41] employed
a spatial attention for adaptive embeddings prediction. GS-W [49] and Wild-
GS [44] decomposed illumination hierarchically to separate global lighting and
local reflectance. Further, WildGaussians [17] and Splatfacto-W [43] extended
per-Gaussian attributes with additional appearance MLPs to simulate affine
color transformations. Although effective, these methods rely on discrete per-
image or per-Gaussian embeddings, which cannot capture spatially varying il-
lumination or generate novel continuous appearance variations. In contrast, our
WilLaGS organizes in-the-wild appearance diversity into a generative continu-
ous latent space learned via a �-VAE, and conditions a 3D neural appearance
field to model spatially-aware and physically consistent illumination.
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2.2 Transient Object Suppression and Robust Reconstruction.

Another hurdle in in-the-wild reconstruction is the presence of transient objects
like pedestrians and vehicles, which violate static scene assumptions [51]. Exist-
ing approaches can be broadly divided into two categories.

Joint optimization with auxiliary networks. Methods such as NeRF-W [23],
Ha-NeRF [8], IE-NeRF [38], GS-W [49], and Wild-GS [44] train auxiliary mod-
ules (e.g., U-Net [29] or MLP [30]) to predict per-image uncertainty or visibility
maps. To mitigate the instability of pixel-wise signals under appearance changes,
NeRF On-the-go [28], SLS [32], and WildGaussian [17] leverage semantic features
(e.g., DINO [6,26]) for more robust uncertainty estimation. However, these meth-
ods su�er from convergence mismatch, as the slow optimization of the auxiliary
network bottlenecks the rapid convergence of 3DGS.

Explicit masking using pre-trained segmentation models. Works such as NeRF-
HuGS [7] and Look at the Sky [40] employ pre-trained models (e.g., SAM [53])
to explicitly segment and remove transient regions. While e�ective, these ap-
proaches lack end-to-end adaptability and often inherit dataset-speci�c biases.

In contrast, our WilLaGS introduces a self-supervised mechanism based on
perceptual consistency within a teacher-student framework. This automatically
identi�es inconsistent regions and generates robust masks tailored to the scene
learned consensus without external priors.

3 Method

We propose WilLaGS, a novel and self-supervised framework for robust 3DGS
reconstruction from unconstrained image collections (Fig. 2). Our method jointly
addresses appearance variation and transient objects through three synergistic
components. First, we introduce a generative appearance latent space learned via
a �-VAE, capturing the structured and continuous manifold of global appearance
(Sec. 3.2). Second, a latent-conditioned 3D neural appearance �eld is developed
to produce spatially-aware features and local illumination (Sec. 3.3). Finally, we
propose a self-supervised teacher�student masking mechanism that exploits per-
ceptual discrepancies between the ground truth and the EMA teacher-generated
scene consensus to identify transient regions while remaining robust to severe
appearance variations (Sec. 3.4).

3.1 Preliminaries: 3D Gaussian Splatting (3DGS)

3DGS [14] represents a scene as a set of anisotropic 3D Gaussian primitives, each
de�ned by its center position � i 2 R3, a positive semi-de�nite covariance matrix
� i 2 R3�3 , an opacity � i 2 R, and a view-dependent color parameterized using
spherical harmonics (SH). During rendering, these 3D Gaussians are projected
onto the image plane, sorted by depth, and accumulated through a di�erentiable
tile-based rasterizer using alpha compositing. Formally, the color C for a pixel
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Fig. 2: Overview of our WilLaGS framework. Given unconstrained multi-view im-
ages, WilLaGS �rst learns a generative latent space via a �-VAE to capture the global
appearance manifold. Conditioned on the latent code z, a 3D neural appearance �eld
based on a Tri-Plane representation is constructed to modulate spatially-varying lo-
cal illumination. Finally, a self-supervised perceptual masking module leveraging a
Teacher-Student architecture is introduced to robustly suppress transient objects.
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where, ci denotes the view-dependent color of the i-th Gaussian, �0i and � 0
i are

the mean and covariance of the Gaussian projected onto the 2D image plane.

3.2 Generative Appearance Latent Space

To overcome the limitations of discrete per-image embeddings, we model ap-
pearance variations using a continuous generative latent space learned via a
�-Variational Autoencoder (�-VAE) [11]. This latent space captures the under-
lying manifold of global appearance factors (e.g., illumination, weather) and
provides a continuous representation that generalizes beyond the training set.

The �-VAE consists of an encoder E� that maps an input image I j to a
latent distribution q � (zjI j ) = N (� j ; � 2

j ), and a decoder D that reconstructs
the image Î j from a sampled latent code zj . The �-VAE is optimized with a
weighted ELBO objective [5]:

L VAE = L recon (I j ; Î j ) + � � D KL
�
q� (zjI j ) k p(z)

�
(2)

where Lrecon enforces pixel-wise reconstruction �delity (e.g., L1 loss), and the
DKL term regularizes the latent posterior q� (zjI j ) towards a standard Gaussian
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prior p(z) = N (0; I). The hyperparameter � controls the trade-o� between re-
construction �delity and the structure of the latent space. Increasing � imposes
a stronger information bottleneck, encouraging the learned latent distribution
to be compact and statistically independent. Unlike standard VAEs (� = 1), a
higher � suppresses the encoding of redundant correlations and high-frequency
noise. In our work, we set � > 1 to prioritize learning a structured and smooth
latent manifold over pixel-perfect reconstruction. This regularization strategy
prevents the model from memorizing image-speci�c artifacts (over�tting) and
instead compels it to capture essential global variations (e.g., illumination shifts)
in a continuous manner, yielding a representation that is robust and generative.

3.3 Latent-conditioned 3D Appearance Field

A single global latent code is insu�cient to capture spatially varying illumination
e�ects, such as localized highlights or cast shadows. To model such e�ects, we
introduce a latent-conditioned 3D neural appearance �eld that maps the global
appearance latent code zj to a spatially-aware representation via a hypernetwork,
enabling the localized expression of global style variations.

Speci�cally, we employ a hypernetwork H that takes the zj 2 Rd as input and
outputs the parameters � f ield (zj ) for a lightweight 3D neural �eld. To balance
e�ciency and spatial expressiveness, we adopt the Tri-Plane representation as
appearance �eld, where � f ield consists of three orthogonal feature planes.

fP XY ; PXZ ; PY Z g = Hypernetwork(z j ) (3)

This model allows the global latent code zj to dynamically modulate the en-
tire 3D appearance �eld. Each Gaussian can then acquire a unique appearance
feature f d

i by querying this 3D �eld using its spatial position. For a Gaussian
primitive at position � i , we �rst normalize its coordinates to � 0

i 2 [�1; 1] 3 based
on the scene bounds. The normalized point is then projected onto the three
orthogonal planes, and plane-wise appearance features are sampled at the cor-
responding 2D coordinates using bilinear interpolation.

f XY = Sample(PXY ; (x 0
i ; y0

i ))

f XZ = Sample(PXZ ; (x 0
i ; z0

i ))

f Y Z = Sample(PY Z ; (y0
i ; z0

i ))

(4)

The sampled vectors are concatenated and passed through a small MLP T� to
produce the dynamic feature fd

i for each Gaussian:

f d
i = T � (f XY ; f XZ ; f Y Z ) (5)

This 3D coordinate-based query mechanism allows each Gaussian to acquire
spatially varying appearance information modulated by the global latent code,
e�ectively capturing non-uniform illumination across the scene.

To preserve the intrinsic appearance properties of the scene, we adopt an
appearance disentanglement strategy inspired by GS-W [49]. Each Gaussian
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Fig. 3: Comparison between pixel-level and perceptual mask.

also maintains a learnable intrinsic feature fsi that encodes material-related at-
tributes such as albedo and re�ectance, which remain invariant across illumina-
tion changes. The �nal view-dependent color Ci is computed by a lightweight
fusion decoder Tcolor that integrates the dynamic feature f d

i , intrinsic feature f s
i

and the view direction d:

C = T color (f d
i ; f s

i ; d) (6)

This design enables global appearance latent codes to modulate local illumina-
tion variations without altering intrinsic material properties, thereby achieving
a more disentangled and controllable representation of scene appearance.

3.4 Self-Supervised Transient Masking

Transient objects (e.g., moving pedestrians or vehicles) violate static-scene as-
sumptions and cause reconstruction artifacts. To handle them without external
models or extra supervision, we propose a novel self-supervised masking mech-
anism integrated within a teacher-student framework guided by perceptual con-
sistency. This design allows the model to leverage its own evolving temporal
consistency to automatically identify and suppress transient regions.

Teacher-Student Architecture. Our framework comprises a student model
and a teacher model. Both share an identical architecture, including our 3D ap-
pearance �eld and color decoder (Tcolor ). The student model is updated directly
via the optimization loss in each iteration, while the teacher parameters WT are
updated as an EMA [12] of the student weights WS :

WT  �W T + (1 � � )W S (7)

where � is a decay factor. The teacher model WT , updated more slowly, aggre-
gates the student knowledge over time and forms a temporally smoothed con-
sensus of the static scene structure and average appearance. The EMA process
e�ectively �lters out high-frequency temporal variations caused by transient el-
ements or rendering noise. During training iteration, this teacher model renders
a pseudo-ground truth reference imagêI pseudo for the current view.

Perceptual Di�erence Mask Generation. Given that pixel-level di�er-
ences are highly sensitive to appearance details (Fig. 3), we compute the discrep-
ancy between ground-truth image Igt with the teacher referenceÎ pseudo in a per-
ceptual feature space. Speci�cally, both images are fed into a frozen pre-trained
VGG [34] network, and the L1 di�erence of feature maps [� l (I gt ); � l (Î pseudo )] is
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computed across multiple layers l. The absolute di�erences are averaged across
channels and summed over layers to yield a perceptual di�erence map Dperceptual :

Dperceptual (p) =
X

l

jj� l (I gt )(p) � � l (Î pseudo )(p)jj 1 (8)

where the layer set �l = frelu1_2; relu2_2; relu3_3g. Subsequently, a binary
static mask Mstatic is generated by thresholding the di�erence map:

M static (p) = (D perceptual (p) < � mask ) (9)

where � mask is a prede�ned threshold. Pixels with low perceptual di�erences
are considered part of the consistent static background, while high-di�erence
regions (presumed transient) are excluded from supervision. This perceptual
masking strategy e�ectively ignores illumination shifts and focuses on identifying
structural and content-level inconsistencies introduced by transient elements.

3.5 Training Objective and Optimization

Following 3DGS, we use a combination of the L1 loss and the D-SSIM loss
computed between the student-rendered image Irender and the ground truth
image Igt . To handle transient objects, the reconstruction loss Lrecon is weighted
by the dynamically generated static mask Mstatic :

L recon = � L1 L 1(I render � M static ; I gt � M static )

+ � DSSIM L DSSIM (I render � M static ; I gt � M static ) (10)

where � denotes element-wise multiplication. In addition, we incorporate the
VAE loss LV AE to jointly optimize the appearance latent space:

L total = L recon + � V AE L V AE (11)

In our study, � L1 , � DSSIM and � V AE are set to 0.8, 0.2, and 0.01.

4 Experiments

4.1 Experimental Setup

Datasets. We evaluate our method on two challenging in-the-wild datasets:
Photo Tourism (PT) [35] and NeRF-OSR [31]. PT captures large-scale land-
marks (e.g., Brandenburg Gate) with diverse appearance and heavy transient
occlusions. NeRF-OSR features four outdoor scenes (europa, lwp, st, stjohann)
exhibiting signi�cant illumination and weather variations.

Baselines and Evaluation Metrics. We compare our method against
state-of-the-art in-the-wild baselines, including NeRF-based methods (NeRF-
W [23], Ha-NeRF [8], CR-NeRF [45], and K-Planes [10]) and 3DGS-based meth-
ods (SWAG [9], GS-W [49], Splatfacto-W [43],DeSplat [39],AsymGS [19] and
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Fig. 4: Qualitative comparison on PT Dataset. WilLaGS recovers �ner geometric
details (e.g., crisp Brandenburg Gate pillars and Trevi Fountain facade carvings) and
synthesizes spatially-varying local illumination (e.g., realistic localized shadows in Sacre
Coeur alcoves) while e�ectively suppressing ghosting artifacts.

WildGaussians [17]). To ensure strict evaluation fairness, all baselines were eval-
uated under standardized con�gurations (e.g., original resolutions, test-time op-
timization). For novel view synthesis quality, we use standard metrics including
PSNR, SSIM [42], and LPIPS [50]. Following standard protocols in NeRF-W [23],
we also optimize the appearance latent code on the left half of each test image
and evaluate reconstruction quality on the unseen right half. Additionally, we
report training time and rendering FPS to assess computational e�ciency.

Implementation Details. We implement our WilLaGS framework using
Pytorch and train the proposed networks with Adam optimizer [1]. The �-VAE
encodes images into a latent space of dimension 64, with the KL-divergence
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Fig. 5: Qualitative comparisons on NeRF-OSR dataset. WilLaGS excels at pre-
serving challenging high-frequency structures that prior methods typically over-smooth.
Notably, our method successfully reconstructs legible text on banners (st) and intricate
tree branches (lwp) while accurately modeling complex outdoor lighting conditions.

weight � set to 2. Both the Tri-Plane Feature Generator and the fusion decoder
Tcolor are implemented as lightweight 3-layer MLPs with ReLU activations. The
generator maps the latent code z 2 R64 to three orthogonal feature planes, each
with a spatial resolution of 64�64 and 32 channels. For the Gaussian primitives,
both the learnable intrinsic feature f s

i and the queried dynamic feature fdi are
32-dimensional. For the perceptual masking, the mask threshold �mask is set to
0.85. Training was conducted on a single Nvidia RTX 3090 GPU for 30k steps.
Comprehensive sensitivity analyses justifying the selection of hyperparameters
(e.g., �, � mask ) and more details are provided in the supplementary material.

4.2 Comparison Results

Quantitative Results. Tables 1 and 2 summarize the quantitative comparisons
on the PT and NeRF-OSR datasets, respectively. WilLaGS achieves the best or
competitive performance in reconstruction �delity across diverse in-the-wild sce-
narios. For instance, on the Sacre Coeur scene, our method achieves 25.84 dB
in PSNR, representing a massive +2.28 dB leap over the strongest concurrent
competitor, AsymGS [19]. Furthermore, WilLaGS consistently delivers the best
or highly competitive SSIM and LPIPS scores across all scenes, demonstrating
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